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Abstract

In this dissertation, we study the problem of Ranking in the presence of Sparsity
focusing on two of the most important and generic ranking settings; namely Link
Analysis and Top-N Recommendation. Building on the intuition behind Decom-
posability – the seminal work of the Nobel Laureate Economist and Turing Award
winner Herbert A. Simon – we introduce a novel and versatile modeling approach
that results to effective algorithmic frameworks for both application areas. The
models and algorithms we propose are shown to possess a wealth of useful mathe-
matical properties that imply favorable computational as well as qualitative charac-
teristics. A comprehensive set of experiments on several real-world datasets verify
the applicability of our methods in big-data scenarios as well as their promising
performance in achieving high-quality results with respect to state-of-the-art link-
analysis and recommendation algorithms.

Random Surfing Redux. In the first part of this dissertation, we revisit the ran-
dom surfer model, focusing on its often overlooked teleportation compo-
nent, and we introduce NCDawareRank; a novel ranking framework de-
signed to exploit the innately decomposable structure of the Web in a way
that preserves the mathematical structure and the computationally attrac-
tive characteristics of PageRank. We propose an alternative approach to
handling the dangling nodes and we show that it can unlock the possibility
of computing the final ranking vector faster, through a carefully designed
stochastic complementation of analytically predicted coarse-level aggregates
that can be solved in parallel and in complete isolation. This result is di-
rectly applicable to the standard PageRank model as well, subject to an ap-
propriately defined heterogeneous stochasticity adjustment. We conduct a
rigorous primitivity analysis of our novel Inter-Level Proximity Component,
and we show that it carries the potential of deeming the traditional rank-
one teleportation matrix unnecessary for producing a well-defined ranking
vector. The criteria we derive can be checked efficiently, solely in terms
of properties of the underlying decomposition, and our constructive proofs
pave the path towards a general framework for the definition of primitivity-
ensuring teleportation models that allow for richer modeling without sac-
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8 Abstract

rificing the computational efficiency of the final ranking method. Finally,
we test our ranking measure from a qualitative perspective conducting a
number of experiments on real snapshots of the Web, and we verify that
NCDawareRank manages to alleviate a number of known problems shared
by many link-analysis algorithms – including susceptibility to direct ma-
nipulation through link-spamming, and biased-ranking of newly emerging
pages.

While with NCDawareRank our primary goal is to “amplify” the scarce
link structure of the graph in light of the existence of an underlying de-
composition, with BT-Rank we show that one can follow a similar ap-
proach to design a teleportation model that accounts for the heterogeneity
of the nodes in the graph. In particular, we focus on multipartite graphs and
we show how one can design a block teleportation component that ensures
well-defined ranking based on an intuitive teleportation scheme in terms of
random surfing behavior, and at the same time provides a model which is
more “in-tune” with known eigencharacteristics of the graphs under consid-
eration. We prove that for reasonable values of the teleportation parameter,
our model results in a nearly completely decomposable Markov chain, and
we show that this enables a nice time-scale dissociation of the stochastic dy-
namics of the random surfing process that gives useful information about the
sought-after ranking vector as well as insights on how to compute it. We
propose a simple iterative procedure for the extraction of the ranking vec-
tor and we provide its rigorous analysis focusing on the most commonly
occurring case of 2-chromatic graphs, for which we can predict analytically
special eigencharacteristics of the final stochastic matrix that can lead to
significantly faster convergence.

Top-N Recommendation. In the second part of this dissertation, we turn our at-
tention to the problem of producing ranking-based recommendations in
the presence of sparsity. We begin by attacking the problem in an en-
vironment of absence of meta-information and we propose EigenRec; a
latent-factor family for Top-N recommendations that contains the well-
known PureSVD algorithm as a special case. Our approach uncovers the
modeling core of PureSVD and sheds more light to its inner working and
effectiveness, revealing at the same time that its performance is qualita-
tively dominated by a number of better performing “siblings” that are also
included in our family. Furthermore, unlike PureSVD, in our case the re-
duced dimensional subspace is built based on the eigendecomposition of a
significantly lower-dimensional symmetric Inter-Element Proximity Matrix
that can be performed very efficiently using Krylov Subspace approaches
such as the Lanczos method. Having implemented the suggested approach
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in distributed computing environments and after performing several exper-
iments on different datasets of varying size and complexity we find that the
computational profile of our method makes it readily applicable to real-
world large-scale systems. We then proceed to the general case where we
have more information about the set of items we wish to recommend, and
building on our results from the first part of this dissertation, we propose
NCDREC; a general framework for augmenting the pure collaborative fil-
tering recommendation core, in a controllable and computationally effi-
cient way. NCDREC constitutes of two parts: a Latent-factor based main
component that builds a low-dimensional subspace of a suitably defined
NCD-perturbed inter-item proximity matrix; and a Markov chain-based
ColdStart component which can provably ensure full itemspace coverage,
even in Cold-Start recommendation scenarios under mild and easily verifi-
able conditions.

We conduct a comprehensive set of qualitative experiments on real datasets
and we find that both EigenRec and NCDREC produce recommenda-
tions that outperform several state-of-the-art methods, in widely used met-
rics, achieving high-quality results even in the considerably harder task of
recommending Long-Tail items. Our methods display low sensitivity to
the sparsity of the underlying space and show promising potential in allevi-
ating a number of related problems that occur commonly in recommender
systems. This is true both in the very interesting case where sparsity is lo-
calized in a small part of the dataset – as in the New-Users problem, and in
the case where extreme levels of sparsity are found throughout the data – as
in the New-Community problem. Our methods are shown to behave very
well for every dataset we experimented on and for every recommendation
scenario considered, managing to outperform all competing approaches,
including the very promising for their anti-sparsity properties graph-based
techniques.
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Chapter 1

Introduction

...systems produced by Nature and by the Art of man are sel-
dom as complex [...] as their size and number of compo-
nents might lead us to expect them to be. Fortunately for
our prospects of understanding complex systems, it is not com-
mon for each element in such systems to interact strongly with
each other element. On the contrary, the world is mostly
empty. The matrices that describe complex systems tend to
be sparse and very unrandom ones. We can augment our an-
alytic power greatly by exploiting this sparsity and this order.

– Herbert A. Simon

1.1 Ranking in the Presence of Sparsity
Ranking lies at the heart of many important problems arising in the field of Infor-
mation Retrieval. Ranking constitutes a fundamental operation in data analysis
and its importance for most decision support endeavors has become increasingly
apparent, especially as we enter the Big-Data era with the devastating number of
options it entails. Furthermore, being conceptually intertwined with the generic
process of Searching, ranking arises in many real-world application settings origi-
nating from diverse scientific disciplines, that go well beyond computer science.

Many times the space of objects we wish to rank, displays high levels of Spar-
sity; a fact that fundamentally undermines the ability of ranking algorithms to reli-
ably estimate the relations between the elements of the underlying space. Sparsity
presents one of the major challenges ranking-based methods have to deal with, and
it is known to restrict their effectiveness – sometimes imposing insurmountable
limitations to the quality of their outcomes.
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Sparsity - Hierarchy - Decomposability

The fact that sparsity is observed time and again in many important classes of real-
world problems suggests the existence of a structural underlying cause behind its
ubiquitousness. According to the Nobel Laureate Economist and Turing Award
winner Herbert A. Simon, this inherent sparsity is a fundamental characteristic of
the majority of complex systems – be they physical, chemical, biological, social or
artificial – and it is inextricably linked with their structural organization and their
evolutionary viability [175]. For Simon, the underlying common property that
explains this phenomenon is Hierarchy:

“To a Platonic mind, everything in the world is connected to everything
else – and perhaps it is. Everything is connected, but some things are
more connected than others. The world is a large matrix of interactions
in which most of the entries are close to zero, and in which, by ordering
those entries according to their orders of magnitude, a distinct hierarchic
structure can be discerned.”

In his seminal work on the architecture of complexity [177], he argued that
the majority of sparse hierarchically structured systems share the property of hav-
ing a Nearly Decomposable architecture: they can be seen as comprised of a hi-
erarchy of interconnected blocks, sub-blocks and so on, in such a way that ele-
ments within any particular such block relate much more vigorously with each
other than do elements belonging to different blocks, and this property holds
between any two levels of the hierarchy. The analysis of decomposable systems
has been pioneered by Simon and Ando [178], who reported on state aggrega-
tion in linear models of economic systems (see also [9, 58, 59, 179]), but the
versatility of Simon’s idea has permitted the theory to be used with noticeable
success in many complex problems originated from evolutionary biology [172],
social sciences and economics [10, 158, 161], cognitive science [132, 133, 176],
management and administrative sciences [196, 199], etc. The introduction of
near decomposability in the fields of computer science and engineering is due to
Courtois [44] who advanced the mathematical development of the theory, and
applied it with great originality in a number of queueing and computer system
performance problems. The notion of decomposability has been used ever since
in many application settings, with the criteria behind the decompositions varying
with the goals of the study and the nature of the problem under consideration.
In the stochastic modeling literature, decomposability is usually exploited in the
time domain with the blocks defined to separate the short-term from the long-
term temporal dynamics [22, 42, 200, 201]. In other cases, the decomposition
is chosen to highlight known structural/organizational properties of the underly-
ing space [36, 94, 100, 137], leading to models that are then exploited from a
computational as well as qualitative perspective.



1.1. Revisiting the Random Surfer Model: Motivation & Contributions 33

Ranking Under Near Decomposability

In this dissertation we tackle the problem of ranking in the presence of sparsity,
focusing on two of the most important and generic ranking settings; namely Link-
Analysis (ranking the nodes of a large graph e.g. Web ranking, citation ranking
etc.) and Top-N Recommendation (user specific ranking of the items of a recom-
mender system). Building on the intuition behind the general conceptual frame-
work laid out by Simon, we introduce a novel and versatile modeling approach
that results to elegant, computationally efficient and qualitatively promising algo-
rithmic frameworks for both application areas. In the sections to follow, we give
an overview of related literature outlining the motivations behind our work, and
also a high-level summary of our contributions.

1.2 Revisiting the Random Surfer Model: Overview of
Related Work, Motivation & Contributions
For years now, Web searching has become an integral part of everyone’s daily
activities. Due to the astonishing amount of information available on the Web
and because of the fact that unlike traditional text collections, Web is dynamic and
its content exhibits highly variable quality, classic information retrieval methods
can only be used by search engines to a small extend. This fact generates the need
for an absolute measure of importance for Web-pages, that can be used to improve
the performance of Web search.

Link-Analysis algorithms [34, 101, 117, 151] try to answer this need by using
the link structure of the Web to assign authoritative weights to the pages. One
of the most celebrated link-analysis algorithms is PageRank proposed by Page et
al. in [151]. PageRank’s approach is based on the assumption that links convey
human endorsement. For example, the existence of a link from page 3 to page 7
in Figure 1.1 is seen as a testimonial of the importance of page 7. Furthermore,
the amount of importance conferred to page 7 is proportional to the importance
of page 3 and inversely proportional to the number of pages 3 links to. In their
seminal paper, the authors imagined of a Random Surfer of the Web that jumps
forever from page to page and – following this metaphor – the overall importance
of a page was defined to be equal to the fraction of time this random surfer spends
on it, in the long run.

The basic idea behind PageRank is very intuitive and generic, a fact that has
helped the method to be applied with significant success in many application ar-
eas arising from diverse disciplines including Biology [63, 91, 139, 181, 193],
Chemistry [138], Neuroscience [208], Literature [106, 131], Bibliometrics [30,
39, 122, 192], Sports [74, 157], etc. These applications generally fall into two
wide categories. In the first, PageRank have been used as a network centrality mea-
sure [111] that quantifies the importance of each node in light of the entire graph
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Figure 1.1: Tiny Web-graph.

structure. In the second category, PageRank is used as a localized measure [67] that
highlights a region of a large graph around a node of interest. The latter category
is also referred to as personalized PageRank, since the idea was first outlined in a
discussion of how to produce personalized rankings of the Web [78, 151].

In order to appreciate the inner-working of the PageRank model – as well as
to understand our motivation behind the developments of the first part of this
thesis – we need to identify the mathematical raison d’être that armed the random
surfer of the Web with its famously futuristic ability to teleport. To this end, we
begin with a formal – and somewhat “constructive” – definition of the random
surfer model.

1.2.1 Random Surfer Model: A Tale of Two “Remedies”
Underlying the definition of PageRank is the assumption that the existence of a
link from page u to page v testifies the importance of page v . Furthermore, the
amount of importance conferred to page v is proportional to the importance of
page u and inversely proportional to the number of pages u links to. To formulate
PageRank’s basic idea with a mathematical model, we view the Web as a directed
graph with Web-pages as vertices and hyperlinks as edges. Given this graph, we
can construct a row-normalized hyperlink matrix H, whose element Huv is one
over the outdegree of u if there is a link from u to v , or zero otherwise. Notice
that in the general case the matrix H defined in this way, cannot be used as the
transition probability matrix of a well-defined random surfing process. In par-
ticular, the definition of the final random surfer model needed to overcome two
significant problems:

(i) The row-normalization of the adjacency matrix of the hyperlink graph does
not yield a valid transition probability matrix in the general case. Indeed,
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not all pages have outgoing links; in the general case there exist dangling
nodes that correspond to zero rows of the adjacency matrix, making matrix H
strictly substochastic. To deal with this problem, in the random surfer model
these zero rows are replaced with a valid probability distribution over the
nodes of the graph, thereby transforming the initial matrix H, to a stochastic
matrix. This intervention became known as a stochasticity adjustment [116].

(ii) The second problem is slightly more subtle, and arises from the need to
ensure that the final ranking vector produced by this random surfing process
is well-defined; i.e. that the final Markov chain possesses a unique positive
limiting probability distribution. Notice that the stochasticity adjustment,
is not enough, since the corresponding chain could easily contain more than
one closed communicating classes that can trap the random surfer, making
the limiting distribution, dependent on the starting vector, and hence, not
unique. To address this issue Page et al. [151] introduced a damping factor
α and a convenient rank-one teleportation matrix E, formally defined as

E ≜ 1v⊺,

for some probability vector v, usually chosen to be v = 1
n 1. This second

adjustment is sometimes referred to as a primitivity adjustment [116], since
it ensures the irreducibility and the aperiodicity of the final stochastic matrix
that captures the transition probabilities of the random surfer.

The stochastic matrix that corresponds to the final random surfer model is some-
times called the Google matrix and it is given by

G ≜ αH+(1−α)E, (1.1)

with the damping factor α, chosen to be a positive real number such that α < 1,
holds. The PageRank vector is the unique stationary distribution of the Markov
chain with transition probability matrix G.

Returning to the random surfing metaphor, the final model translates to a
random surfer who at each step,

- with probability α follows the outgoing links of the Web-page he is cur-
rently visiting, uniformly at random, and

- with probability 1− α teleports to a different page of the graph according
to the stochastic vector v.

We are now ready to take a closer look on these two adjustments.
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Stochasticity Adjustment

Dangling nodes constitute a significant part of the Web-graph. Dangling pages in-
clude Web documents of potentially high quality, as well as pages that could not
be crawled because they are protected. Eiron et al. [52] reported that many of the
highest ranked Web-pages are in fact dangling. These include certain types of nat-
urally dangling URLs such as downloadable files, PDFs, images, MP3s, movies,
and so on. Furthermore, due to the existence of sites that produce dynamic con-
tent, the potential number of pages in the Web is practically infinite; and crawling
this infinite Web will necessarily produce a large number of dangling pages that
reside in the boundaries of its crawled portion¹.

From a mathematical point of view dangling nodes correspond to zero rows of
the hyperlink matrix. The row-normalized version of this matrix therefore, needs
some sort of “patching” in order to produce a well-defined transition probability
matrix. In PageRank, this patching is typically done in a homogeneous manner.
The standard approach is to select a dangling-node distribution – usually defined
to be the same as the preference distribution used for the teleportation matrix –
and then use it to replace all the zero rows of the substochastic hyperlink matrix,
thereby transforming it to a stochastic one.

Formally, the final stochastic matrix will be given by

G = αH+(1−α)E
= α(HND+ af⊺)+ (1−α)1v⊺, (1.2)

where HND denotes the originally substochastic matrix (with zero rows for the
dangling nodes), a is a vector that indicates the zero rows of matrix HND (i.e. its
i th element is 1 if and only if [HND]i j = 0 for every j ), and f⊺ is the patching
distribution.

The patching distribution f⊺, may or may not be the same with the teleporta-
tion distribution v⊺ used for the definition of the teleportation matrix E. When
these two distributions are the same, the PageRank model is referred to as strongly
preferential ; when they are different it is referred to as weakly preferential². In the
vast majority of applications of PageRank in the literature the strongly preferen-
tial model is preferred with both the teleportation and the patching distribution
usually chosen to be the standard uniform one, 1

n 1⊺.

The above approach translates to a model for which: when the random surfer
finds himself visiting a dangling node, in the next step he jumps to a different

¹These nodes are referred to as the “web frontier”[52].
²Gleich [67] also mentions a third method in which the random surfer remains at a dangling

node until he eventually moves to a different page through teleportation; this method is called by
Gleich sink preferential , and it is less common.
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page of the Web with a standard probability, irrespectively from the origin node
he currently occupies. We believe that this deviates from the common experience
and does not capture true Web-surfing behavior. For example, if we imagine a
user surfing a dangling page, then it is much more likely that he uses the back
button to follow a different link, or jump to a related page. Intuitively, the fact
alone that he is currently visiting this specific dangling page, says something about
where he is more likely to go next. So, treating dangling nodes in a homogeneous
manner, is somewhat simplistic and unrealistic. Unfortunately, due to the size
of the problem, the full-extend insertion of features like the back button, or the
visiting history to the standard PageRank model could obscure its mathematical
simplicity and compromise its applicability in Web-scale problems. On the other
end, choosing to completely ignore the dangling nodes could lead to the complete
oversight of potentially important pages, and it could also neglect their effect on
the rankings of other pages of the Web [52]. This makes the inclusion of dangling
pages in the final ranking model necessary, and their intuitive and computationally
efficient handling, an important and subtle issue.

Primitivity Adjustment

The teleportation matrix is an artificial addition to the random surfer model, that
ensures the ergodicity of the random surfing process. It can be thought as a reg-
ularization component that warrants us a well-defined solution to an ill-posed
problem [67]. Its involvement in the final model is controlled by the strictly
positive damping factor α, the value of which determines how often the random
surfer follows the actual hyperlink graph rather than jumping at a random page.
The choice of the damping factor is very important and has received great re-
search attention [11, 28, 116]. Picking a very small damping factor ignores the
link structure of the Web in favor of the artificial teleportation matrix, and thus
results in uninformative ranking vectors. On the other hand, as α gets closer to
1, the Web component becomes increasingly important. While this may seem
intuitively preferable, picking an α very close to 1, also results in a number of sig-
nificant problems. From a computational point of view, the number of iterations
till convergence required by the Power Method and its variants (commonly used
for the extraction of the PageRank vector) grows with α and the computation of
the ranking vector becomes numerically ill-conditioned [93]. Furthermore, from
a qualitative prospective, various studies also indicate that damping factors close
to 1 result into counterintuitive ranking vectors where the Web’s core component
is assigned null rank and all the PageRank gets concentrated mostly in irrelevant
nodes [11, 27, 28]; whereas keeping α away from 1, could help protect the final
centrality measure against outliers in the graph [67], and produce a better ranking.
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We see that, both qualitative and computational reasons, suggest thatα should
be chosen neither too big, nor too small, which means that the final ranking vector
will always be affected to a certain degree by the teleportation model. In the
presence of sparsity, this effect becomes even more significant; and if we take
into account that under strongly preferential patching the teleportation vector is
followed with probability 1 whenever the random surfer is in a dangling node
(that necessarily represent a significant fraction of the overall nodes as discussed
earlier), we see that this artificially introduced component dictates a large part of
the random surfing behavior.

Most formal generalizations of PageRank proposed in the literature, focus
on the damping issue. Horn and Serra-Capizzano [85] consider the use of a
complex-valued³ α and later Gleich and Rossi [68] showed that complex values of
the damping factor α arise in the solution of a time-dependent generalization of
PageRank, as well. Boldi [23], in an attempt to eliminate PageRank’s dependency
on the arbitrarily chosen parameter α, proposed TotalRank; an algorithm that
integrates the ranking vector over the entire range of possible damping factors.
Constantine and Gleich [43] proposed Random-α PageRank, a ranking method
that considers the influence of a population of random surfers, each choosing its
own damping factor according to a given distribution.

Baeza-Yates et al. [12] provide maybe the most general setting for the above
ideas. Their formulation arises from an alternative characterization of the Page-
Rank vector as the normalized solution of the linear system,

(I−αH⊺)π= (1−α)v.

The stochasticity of matrix H implies that the spectral radius ρ(αH) is less than
one thereby allowing the PageRank vector to be expressed by means of the con-
vergent Neumann series,

π= (1−α)
∞∑

k=0

αk(H⊺)kv.

The above relation expresses the PageRank vector as a weighted sum of powers of
H⊺, with the weights, αk , decaying geometrically. Baeza-Yates et al. [12] gener-
alize this series representation as

π=
∞∑

k=0

ψ(k)(H⊺)kv, (1.3)

where ψ(k) is a suitably selected damping function. Equation (1.3) models how
the quantities in the teleportation vector v, probabilistically diffuse through the

³Notice that despite deviating from the intuitive random surfing paradigm this is a reasonable
generalization since mathematically the PageRank vector is a rational function of α [26, 27].
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graph, with the probability of a path of length k, being damped by ψ(k). Kollias
and Gallopoulos [102, 103] “bridge the gap” between these functional rankings
and the traditional random surfer model, proposing a fruitful multidamping refor-
mulation that allows intuitive interpretations of the damping functions in terms
of random surfing habits. Furthermore, their framework facilitates fast approx-
imation algorithms for finding the highest ranked pages and it also lends itself
naturally to computation of the rankings in massively parallel/distributed envi-
ronments [103].

However, little have been done towards a generalization of the teleportation
matrix itself. The vast majority of applications of PageRank in the literature
adopt the traditional rank-one teleportation matrix that is defined using, either
the standard uniform vector proposed by Page et al. [151] or, in some cases, an
application-specific teleportation vector [6, 180, 190]. While mathematically, in
the general case, the introduction of some sort of teleportation is unavoidable,
from a modeling point of view, the egalitarian treatment of the nodes by the stan-
dard teleportation matrix can be restrictive and sometimes even counterintuitive.
Furthermore, its leveling approach opens the door to a number of problems in-
cluding susceptibility to manipulation through link-spamming (a form of Web
spamming that involves the artificial creation of a large number of pages that
carefully funnel all their rank towards a single page of interest [52, 150]), biased
ranking of newly added pages [195] etc. Moreover, from a purely computational
perspective, choosing a teleportation model that is completely “blind” to the spec-
tral characteristics of the underlying graph, could result in unnecessary burden
for the extraction of the ranking vector that could be alleviated through a smarter
teleportation selection. Motivated by the above discussion, in the first part of this
dissertation we revisit the Random Surfer Model focusing on the teleportation
component, which we try to enrich in a generic and computationally efficient
way that enables the exploitation of known properties of the underlying space.
Our related contributions [140, 142, 144, 147] are summarized in the following
section.

1.2.2 Generalizing the Teleportation Model: Summary of Contributions
Research about the topological structure of the Web has shown that the hyper-
link graph has a nested block structure [94], with domains, hosts and websites,
introducing intermediate levels of affiliation and revealing an interesting macro-
structure [18, 51]. PageRank’s view, while considering the direct structure of the
Web, disregards the fact that Web-pages are organized into websites, and these
sites many times prove to be the real unit of interest. Bharat et al.[18] present
a number of convincing arguments that make websites the appropriate level of
abstraction to study Web’s macro-structure. When compared to an individual



40 Chapter 1. Introduction

1

3

2

5

4 7

6

(a) “flat” Web

1

3

2

5

4 7

6

(b) NCD Web

Figure 1.2: Tiny Decomposable Web-graph.

page, a website can many times provide a wealth of semantic information; pages
included in a website are usually authored by the same person or group of persons
and their content is often highly correlated. This is directly reflected to the topo-
logical properties of the Web-graph; websites contain higher density of hyperlinks
inside them (about 75% according to the authors in [80]) and lower density of
edges in between.

This crucial observation opens the way for new approaches that can usefully
regard Web as a Nearly Completely Decomposable (NCD) system. In recent years,
such approaches gave birth to various efficient methods and algorithms that ex-
ploit NCD from a computational point of view and manage to considerably ac-
celerate the extraction of the PageRank vector. The “mathematical fingerprint” of
NCD in the PageRank problem is the special spectral characteristics [44, 134] of
the stochastic matrix that corresponds to random surfing on the Web-graph. This
property opens the way for the use of numerical methods like Iterative Aggrega-
tion/Disaggregation (IAD) [35, 128, 183, 185] that can accelerate the computa-
tion of the PageRank vector considerably. Many researchers have followed such
approaches with promising results. Kamvar et al.[94] use the first two steps of
the general IAD method to obtain an initial vector for subsequent Power Method
iterations. Zhu et al.[207] propose a distributed PageRank computation algo-
rithm based on IAD methods. Langville and Meyer [115] use a two-block IAD
to accelerate the updating of PageRank vector. Recently, Cevahir et al.[36] used
site-based partitioning techniques in order to accelerate PageRank.

However, little have been done to exploit decomposability from a qualitative
point of view. Knowing that a complex system possesses the property of NCD,
points the way towards a more appropriate modeling approach and a mathemati-
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cal analysis, which highlights the system’s endemic characteristics, gives us invalu-
able insight to its behavior and consequently, provides us a theoretical framework
to develop algorithms and methods that materialize this insight from a qualitative,
computational, as well as conceptual angle. The main question we try to address
in this part of our work is: How could someone incorporate the concept of NCD to
the basic PageRank model in a way that refines and generalizes it while preserving its
efficiency? For example, if we have the information that the tiny Web-graph of
Figure 1.2(a) can be decomposed like in Figure 1.2(b), in what way can we utilize
this to achieve better ranking, without obscuring the simplicity and the clarity of
PageRank’s approach? To address this question we propose NCDawareRank.

NCDawareRank. NCDawareRank generalizes the teleportation part of the Ran-
dom Surfer Model, introducing a novel Inter-Level Proximity Component
that enables the exploitation of Web’s innately decomposable structure while
inheriting PageRank’s attractive mathematical characteristics and approach.

• We introduce the notion of NCD Blocks and the related NCD Prox-
imal Sets, that allow us to quantify and incorporate into the model
a new level of inter-node relations arising from a synecdochical inter-
pretation of the existence of outgoing links under the prism of the
underlying decomposition. Based on this view, we also propose an
alternative approach to handling the dangling nodes of the graph that
entails favorable characteristics with respect to standard approaches.
• We explore the qualitative properties of our model conducting a com-

prehensive set of experiments on real snapshots of the Web-graph that
verify that our NCDaware approach alleviates the negative effects of
the traditional uniform teleportation, producing ranking vectors that
display low sensitivity to problems related to the sparsity of the under-
lying graph exhibiting, at the same time, resistance to direct manipu-
lation through link-spamming.
• Based on the theory of Non-Negative Matrices, we proceed to a rigor-

ous primitivity analysis of our alternative inter-level proximity model
and we derive easy to check, necessary and sufficient conditions, un-
der which the underlying decomposition alone could result in a ran-
dom surfing model that yields a well-defined ranking vector – elimi-
nating the need for uniform teleportation.
• From a computational point of view, we show that our alternative

teleportation model corresponds to stochastic matrices that are low-
rank and we show the way they can be expressed as a product of
extremely sparse components, thereby ensuring the applicability of
our method in Web-scale problems. Furthermore, we prove rigor-
ously that careful exploitation of the outer-level decomposability and
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lumpability of our model can reduce the complexity of computing
the final ranking vector. In particular, using an approach based on
stochastic complementation, we show that the final NCDawareRank
vector can be expressed in terms of solutions of, analytically predicted,
structurally identical, lower-dimensional ranking problems that can
be solved in parallel. Finally, we also show that our approach is di-
rectly applicable to the traditional PageRank model as well, under
suitable stochasticity adjustments.

Although NCDawareRank is developed for the Web, it can be applied on
the general graph, with the new teleportation component chosen to depict use-
ful information that relates the underlying nodes with each other. The notion of
proximity introduced there, augments the “connecting capacity” of a single edge,
allowing it to relate to more elements of the graph at once in an attempt to “fill-in”
some of the gap left by the intrinsic sparsity of the data. Our approach, however,
also provides a framework for the definition of intuitive and flexible random surf-
ing schemes that can be particularly useful in exploiting known properties of spe-
cially structured graphs. Having this in mind, we turn our attention to the class of
multipartite graphs, which are known to provide good models for heterogeneous
data, and we propose BT-Rank:

BT-Rank. We propose a simple model that provides different teleportation be-
havior of the random surfer depending on the origin partite set of the node
he is currently in. Interestingly, this seemingly simple modification entails
a wealth of theoretical properties that translate to direct computational ad-
vantages with respect to PageRank.

• We define formally the main components of our model and we prove
that it results in an ergodic Markov chain and therefore yields a well-
defined ranking vector. We prove that for reasonable values of the
teleportation parameter, the corresponding Markov chain is nearly
completely decomposable into aggregates that can be made stochastic
conveniently through the teleportation model. This observation en-
ables a nice time-scale dissociation of the stochastic dynamics of the ran-
dom surfing process that gives us useful information about the final
ranking vector as well as insights on how to compute it.
• We prove that the alternative teleportation matrix can be written in

product-form in terms of two extremely sparse and low-rank compo-
nents; to exploit this fact we propose computing the final vector by
an iterative procedure which needs to access our matrix only through
sparse matrix-vector products – thereby allowing the final stochastic
matrix not to be explicitly computed and stored. We proceed to the
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rigorous analysis of our algorithm focusing on the most commonly
occurring 2-chromatic graphs, for which we can predict analytically
the existence of a special eigenvalue controlled by the parameters of
our model, as well as some computationally useful eigenvector prop-
erties arising from the theory of lumpable Markov chains.
• Our computational experiments indicate that the subtle computa-

tional overhead per iteration with respect to PageRank, is more than
compensated by the drop of the number of iterations till convergence
to the final ranking vector; our method was found to consistently
outperform PageRank in every dataset we experimented on.

1.3 Ranking-based Recommendation: Overview of Related
Work, Motivation & Contributions
Recommender Systems (RS) are information filtering tools that have been vastly
adopted in the past decade, by the majority of e-commerce sites. Generally speak-
ing, RS focus at producing intelligent personalized suggestions in order to help
users navigate through an ever-growing ocean of options regarding products [120,
125], services as well as sources of information and content [5, 17, 69, 206] that
are becoming increasingly available as we enter the big-data era. The utilization of
RS technology enhances user experience and it is known to increase user fidelity
to the system [160]; from an economic perspective, their use is known to assist
in building bigger, and more loyal customer bases, as well as to drive significant
increases in the volume of product sales [83, 153, 165].

Personalized recommendation techniques can be divided into two general cat-
egories that approach the recommendation task in fundamentally different man-
ners; content-based methods and collaborative filtering methods. Content-based
methods [15, 19, 154] try to extract the common characteristics of the items that
the user likes, and then, they recommend him new items that share these charac-
teristics. The methods of this category, have the advantage of being able to handle
new items better, and also to work in a transparent way that makes the produc-
tion of textual explanation easier [124]. However, they are also known to suffer
from a number of serious problems that limit the range of applications for which
they are useful. One the most common such problems is known as limited content
analysis and may arise from the reluctance of users to share personal information,
or – more commonly – by the fact that information about the content of items
may be unavailable or costly to obtain. Another significant problem comes from
the way content-based methods work in a fundamental level, and its various man-
ifestations are often summed-up under the umbrella term overspecialization [169].
In particular, content-based methods suggest items that are known to match the
extracted user profile, which makes them inherently unable to suggest anything
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Figure 1.3: Example recommender system.

novel. To give an example, if a user have only rated musical pieces written by
Johann Sebastian Bach, in the pure content-based recommendation approach he
will be recommended only Baroque music. This is because the methods of this
category have no inherent mechanism of finding something unexpected or “pleas-
antly surprising” to the user; the latter is sometimes referred to as the serendipity
problem, and it can affect especially new users of the system, that have contributed
a few number of ratings.

1.3.1 Collaborative Filtering Recommendation
The second general recommendation paradigm instead of relying solely on the
content, it produces recommendations using rating information of the rest of the
users and items in the system. This approach is commonly referred to as Collabo-
rative Filtering (CF) and it is known to being able to overcome several of the short-
comings of content-based methods [49]. CF has been deployed widely in many
commercial environments [69, 81, 104, 120, 159] and it is generally regarded as
one of the most successful approaches to building recommender systems.

The development of collaborative filtering recommender systems is – in a very
fundamental sense – based on a rather simple observation: people, very often
rely their every day decision making on advise and suggestions provided by the
community. For example, it is very common when one wants to pick a new movie
to watch, to take into consideration published reviews about the movie or ask
friends for their opinion. Mimicking this behavior, recommender systems exploit
the plethora of information produced by the interactions of a large community of
users, and try to deliver personalized suggestions that aim to help an active user
cope with the devastating number of options in front of him. Unlike content-
based methods, a recommender that is based on collaborative filtering is able to
suggest to the users items with very different content, including items for which
content information is unavailable or difficult to obtain – as long as other like-
minded users have already expressed interest in these items.

Formally, CF methods model both users and items as sets of ratings, and
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focus on the sparse rating matrix that lies at the common core, trying to either
estimate the missing values, or find promising cells to propose [49, 53, 163]. In
the majority of CF related work for reasons of mathematical convenience (as well
as fitness with formal optimization methods), the recommendation task reduces to
predicting the ratings for all the unseen user-item pairs. This task is often defined as
a multi-class classification or a regression problem where we try to learn a function
that predicts the rating of a user for a new item [49]. Then, the ratings are split into
a training and a test set and the accuracy of the prediction is evaluated using the
Root Mean Squared Error (RMSE) or the Mean Absolute Error (MAE) between
the predicted and actual ratings [49, 107, 108, 110, 191].

Recently however, many leading researchers have pointed out that the use of
RMSE criteria to evaluate recommender systems is not an adequate performance
index [16, 46, 129]; they showed that even sophisticated methods trained to per-
form extremely well on RMSE, do not behave particularly well on the – much
more common in practice – Top-N recommendation task [46]. These observations
have turned significant research attention to ranking-based techniques which are
believed to conform more naturally with how the recommender system will actu-
ally be used in practice [16, 48, 82, 95].

Collaborative Recommendation in the Presence of Sparsity

Despite their success in many application settings, ranking-based CF techniques
encounter a number of problems that remain to be resolved. One of the most im-
portant such problems arises when available data are insufficient for identifying
similar elements and is commonly referred to as the Sparsity problem. Sparsity
imposes serious limitations to the quality of recommendations, and it is known
to decrease significantly the diversity and the effectiveness of CF methods – es-
pecially in recommending unpopular items (Long-Tail problem). Unfortunately,
sparsity is an intrinsic characteristic of recommender systems because in the ma-
jority of realistic applications, users typically interact with only a small portion of
the available items, and the problem is aggravated even more, by the fact that new
users with no ratings at all, are regularly added to the system. The latter is com-
monly referred to as the Cold-Start problem and is known to be responsible for
significant degradation of CF performance [4, 164]. In real recommender systems
the cold-start problem usually manifests itself in three different cases [21]:

(i) In the beginning stages of a system – New-Community problem; the de facto
small number of ratings many times results in a dataset with density too low
for CF algorithms to uncover meaningful relations between items or users.

(ii) With the addition of new users to the system – New-Users problem; natu-
rally, because these users are new, they have not rated many items and thus,
the CF algorithm can not make reliable personalized recommendations yet.
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(iii) With the introduction of new items to the system’s database – New-Items
problem; having little or no ratings at all, the relation of these items with
the rest of the elements of the itemspace is not immediately clear.

Traditional approaches to resolve the above issues include filling-in the missing
ratings with default values [33, 48], or with values arising from the exploitation of
content information [47, 72, 130]. However, many of these solutions have their
own disadvantages. For example the content information they rely on, may not
be available; moreover, giving default values to missing ratings may induce bias
in the recommendations [49] etc. As an alternative to focusing on the missing
ratings one can proceed to the development of methods that are fundamentally
less vulnerable to sparsity. This direction gave birth to a number of promising
methods that generally fall into two families; namely Graph-Based and Latent-
Factor-Based methods.

Although traditional CF techniques such as neighborhood models are very
susceptible to sparsity, Graph-Based methods manage to cope a lot better [49].
The fundamental characteristic that makes the methods of this family particularly
suited for alleviating problems related to limited coverage and sparsity is that –
unlike the standard CF methods – they allow elements of the dataset that are not
directly connected, to “influence” each other by propagating information along
the edges of the graph [49]. Then, the transitive relations captured in this way, can
be used to recommend items either by estimating measures of proximity between
the corresponding nodes [61, 73, 88] or by computing node similarity scores be-
tween them [60, 61, 126].

While promising in dealing with sparsity problems, the unprecedented growth
of the number of users and listed items in modern e-commerce applications make
many graph-based CF techniques suffer serious computational and scalability is-
sues. Latent Factor methods, on the other hand, present a more feasible alterna-
tive [49, 70, 107, 162, 188]. The fundamental hypothesis behind using latent
factor models for building recommender systems is that users’ preferences are in-
fluenced by a set of “hidden taste factors” that are usually very specific to the
domain of recommendation [108, 162]. These factors are generally not obvious
and might not necessarily be intuitively understandable. Latent-factor algorithms,
however, can infer those factors by the user’s feedback as depicted in the rating
data. Generally speaking, the methods of this family work by projecting the el-
ements of the recommender database into a denser subspace that captures their
most meaningful features, giving them the power to relate previously unrelated el-
ements, and thus making them less vulnerable to sparsity [49]. Such methods are
also known to be more robust to outliers and to generalize better than approaches
based solely on local relations; a fact that translates to better accuracy and stability
of the final recommendation vectors [107].
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Motivated by the above discussion in the second part of this dissertation we
focus on the problem of producing ranking-based recommendations in the pres-
ence of sparsity. We begin by considering the case where we have no additional
information other than the ratings matrix [145, 146] , and then we show a way
to efficiently enrich the model in order to exploit meta-information regarding the
underlying space of items we wish to recommend. [141, 143, 148, 149]

1.3.2 Top-N Recommendation in the Presence of Sparsity: Summary of
Contributions
EigenRec. We introduce EigenRec; a versatile and efficient Latent-Factor frame-

work for Top-N Recommendations, that generalizes the well-known Pure-
SVD algorithm (a) providing intuition about its inner structure, (b) paving
the path towards improving its efficacy and, at the same time, (c) reducing
its complexity. EigenRec works by building a low-dimensional subspace
of a novel Inter-Element Proximity Matrix, the intuition behind which lays
at the heart of traditional CF models. We propose three simple inter-item
proximity matrices that are capable of producing high-quality recommen-
dations with respect to state-of-the-art graph-based CF methods, and we
show how to handle them efficiently in a way that allows building the la-
tent model without assembling or explicitly forming them in the process.
Our latent-factor model is built using a computationally efficient Krylov
Subspace procedure – namely the Lanczos Method. We discuss its paral-
lel implementation in distributed computing environments and we perform
computational experiments using real-world datasets that verify the effi-
ciency of our approach, ensuring its applicability in the large-scale. We
conduct a comprehensive set of qualitative experiments and we show our
method produces recommendations that outperform several state-of-the-
art methods, in widely used metrics, achieving high-quality results even in
the considerably harder task of recommending long-tail items. EigenRec
displays low sensitivity to the sparsity of the underlying space and shows
promising potential in alleviating a number of related problems that occur
commonly in recommender systems. This is true both in the very interest-
ing case where sparsity is localized in a small part of the dataset – as in the
new-users problem, and in the case where high levels of sparsity are found
throughout the data – as in the new-community problem.

EigenRec, is a pure CF algorithm, i.e. it neither assumes nor exploits any infor-
mation other than the sparse ratings matrix. However, in real recommendation
scenarios, sometimes we have more information about the underlying space, and
this meta-information implies indirect relations between the elements of the item-
set that could be helpful, in ameliorating poor itemspace coverage, especially in
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cases where sparsity is particularly severe.
Motivated by this goal, we turn our attention towards proposing a generic way

to augment the pure collaborative filtering core in order to exploit useful meta-
information in a controllable and computationally efficient way. To this end, we
resort to the idea of decompositions we introduced in the first part of this disserta-
tion. In particular, we try to exploit the innately hierarchical nature of the under-
lying spaces to characterize inter-item relations in a macroscopic level. Building
on the intuition behind NCD, we decompose the itemspace into blocks, and we
use these blocks to characterize broader, indirect levels of inter-item proximity.
The resulting method which we denote NCDREC, is an efficient and scalable
ranking-based recommendation framework that combines the effectiveness of the
Latent-factor family with the inherent ability to preserve “local” relations of the
graph-based methods.

NCDREC. Following the modeling approach we introduced in the first part of
this dissertation, we define a decomposition of the itemspace into blocks
and we introduce the notion of D-proximity, to characterize the implicit
inter-level relations between the items. Then, we translate this proximity
notion to suitably defined matrices that quantify these macroscopic inter-
item relations under the prism of the chosen decomposition. These matrices
are designed to be easily handleable in order for our method to be appli-
cable in realistic scenarios, and their contribution is weighted carefully so
as not to “overshadow” the pure collaborative filtering parts of the model.
Furthermore, to fight the inevitably extreme and localized sparsity related
to cold-start scenarios we create a Markov chain-based ColdStart com-
ponent that aims at increasing the percentage of the itemspace covered by
the produced recommendations. We study it rigorously and we prove that
under mild and easily verifiable conditions expressed solely in terms of theo-
retical properties of the proposed decomposition, full itemspace coverage can
be guaranteed, even for users that have rated a single item. We conduct a
comprehensive set of qualitative experiments on real-world datasets and we
show that NCDREC produces recommendations that outperform several
state-of-the-art methods in widely used metrics, achieving high-quality re-
sults in every recommendation setting considered. NCDREC displays low
sensitivity to the sparsity of the underlying space and shows promising po-
tential in alleviating a number of related problems that occur commonly
in recommender systems. This is true even for extreme manifestations of
the cold-start problem as well. Our findings suggest that both the com-
putational profile of NCDREC and its qualitative performance make it a
promising candidate for the Standard, Long-Tail and Cold-Start recom-
mendation tasks even in big-data scenarios.
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1.4 Thesis Organization
To aid the browsability of this thesis:

(i) we include a brief overview of the results of each chapter in the correspond-
ing introductory sections; reading only the introduction of each chapter
hopefully gives a taste of the related contributions and allows the reader to
determine whether he wants to delve deeper or not,

(ii) we have tried to make the chapters self-contained to some extend (nearly
decomposable?), in order to allow the reader to focus on the parts of the work
he is interested in, without needing to spend much time reading possibly
unrelated material.

The rest of this thesis is organized as follows:

Chapter 2. We briefly present useful theoretical background and preliminaries
on Nearly Completely Decomposable stochastic systems, starting from the
fundamental existence theorems by Simon and Ando, and then moving
on to a discussion of their implications on intuitive grounds. Finally, we
show how the analysis of Simon and Ando can straightforwardly lead to a
computational procedure for approximating the solution of Markov chains
and we also discuss an approach based on Stochastic Complementation that
yields exact results through careful stochasticity adjustment of the involved
subsystems. The material included in this chapter can be read on an as-
needed basis; in the rest of the text when we use parts of the theory outlined
here we state it explicitly giving a reference to the appropriate section.

Chapter 3. We introduce our novel random surfing framework and we explore
in depth its theoretical, computational and qualitative implications. Using
as a workhorse the important problem of Web-ranking, this – admittedly
lengthy – chapter lays the foundations of our alternative approach that un-
derlies the development of our methods throughout this thesis. The results
presented here are directly applicable to any graph model for which the un-
derlying space can be seen as comprised by elements forming possibly over-
lapping blocks subject to one or more application-specific criteria. While
we consider this chapter a prerequisite for Chapters 4 and 6, we have tried
to make the latter as self-contained as possible.

Chapter 4. We extent our analysis to the important class of multipartite graphs,
basing our modeling approach on an attempt to highlight the heterogene-
ity of the nodes in the underlying graph. We explore the nice theoretical
and computational implications arising, by our alternative approach show-
casing at the same time, the potential of our random surfing framework in
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exploiting special structural properties of the particular graph under con-
sideration.

Chapter 5. Starting from this chapter we turn our attention to the Top-N rec-
ommendation problem. Initially, we restrict ourselves to the problem of
producing Top-N recommendation in an environment of complete ab-
sence of meta-information about the underlying itemset that could enable
the exploitation of our previous modeling endeavors. We describe a fam-
ily of latent-factor methods for attacking this problem that contains the
well-known PureSVD algorithm as a special case, and we show that sev-
eral members of this family present efficient and qualitative approaches for
producing Top-N recommendations, that outperform many state-of-the-
art recommendation methods.

Chapter 6. Building on the results presented in all previous chapters, here we
propose a complete ranking-based recommendation framework that can
exploit the intrinsic hierarchical structure of the itemspace to fight sparsity
even in its most extreme manifestations. Having conducted a comprehen-
sive set of experiments in different recommendation settings we found that
our method outperforms several state-of-the-art CF algorithms including
the known for their antisparsity effects graph-based recommendation meth-
ods.

Chapter 7. In this chapter we give a brief synopsis of our results and we outline
directions for future work that build directly on our research.

Finally, in Appendix A, we report useful information about the datasets used
for our experiments throughout the thesis.



Chapter 2

Nearly Completely
Decomposable Systems:
Theoretical Background
and Preliminaries

2.1 Introduction
Decomposability is the leitmotif of this dissertation; it is exploited conceptually,
qualitatively as well as computationally throughout our work. In this chapter, we
introduce the basic assumptions supporting the property of Near-Complete De-
composability (NCD); we present formally the two fundamental existence theo-
rems of Simon and Ando [178]; and we explore intuitively their implications to
the analysis of stochastic systems. Furthermore, we discuss how one can exploit
the intuition behind Simon and Ando’s results to get a Decompositional Procedure
for the approximation of the stationary distribution of an NCD Markov chain.
Finally, we discuss Meyer’s Stochastic Complementation Theory [134] which pro-
vides a way for the above approach to yield exact results.

The discussion of Simon and Ando’s results follows the original presentation
of the authors’ in their seminal paper [178], as well as that of Courtois in his
classic monograph [44]. The organization and exposition of the purely computa-
tional sections draws from Stewart [185] and, finally, the discussion of stochastic
complementation theory adopts the notation introduced by Meyer in his orig-
inal paper [134]. The reader is assumed to be familiar with elementary Linear
Algebra, Discrete Time Markov Chains as well as some fundamental definitions
and theorems of the theory of Non-Negative Matrices. For a detailed discus-
sion of the notions introduced in this chapter the interested reader can refer
to [44, 134, 185] and the references therein. Finally, for thorough treatment of
the mathematical preliminaries needed to follow this dissertation, the reader can
refer to any standard textbook on Linear Algebra (for example [84, 135, 187]),
on Markov chains [75, 97, 119] and their numerical solution [185, 186], and on
Non-Negative Matrices [167].

51
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2.2 Nearly Completely Decomposable Systems
The pioneering work on NCD systems was done by Simon and Ando [178], who
reported on state aggregation in linear models of economic systems, but the uni-
versality and the versatility of Simon’s idea have permitted the theory to be used in
many complex problems from diverse disciplines ranging from economics, cogni-
tive theory and social sciences, to computer systems performance evaluation, data
mining and information retrieval [44, 94, 136, 137, 201]. The intuition behind
Simon and Ando’s approach is founded in the idea that large systems often have the
property that their states can be clustered into groups, such that the interactions among
the states of a group may be studied as if interactions among groups do not exist, and
then the group level interactions can be carried out without reference to the interac-
tions that take place within the groups. In the following section we formulate this
intuitive idea rigorously, limiting our attention to stochastic systems.

2.2.1 The Simon-Ando Theorems
Let P be an n×n primitive stochastic matrix, denoting the transition probability
matrix of an ergodic Markov chain. Note that P can be written as follows:

P= P̃+ ϵQ, (2.1)

where P̃ is given by

P̃≜


P̃1 0 · · · 0

0 P̃2
. . .

...
...

. . . . . . 0
0 · · · 0 P̃N

 . (2.2)

Matrices P̃I, I = 1, . . . ,N , are irreducible stochastic matrices of order n(I ), there-
fore

n =
N∑

I=1

n(I )

and the row-sums of matrix Q are all zero. We choose ϵ and Q such that for each
row mI , I = 1, . . . ,N , m = 1, . . . , n(I ) it holds:

ϵ
∑
J ̸=I

n(J )∑
l=1

QmI lJ
=
∑
J ̸=I

n(J )∑
l=1

PmI lJ
(2.3)

ϵ≜max
mI

 ∑
J ̸=I

n(J )∑
l=1

PmI lJ

!
, (2.4)



2.2. Nearly Completely Decomposable Systems 53

where mI denotes the mth element of the I th block. Parameter ϵ is called the
maximum degree of coupling between the subsystems P̃I, I = 1, . . . ,N . We use
λ̃mI

, m = 1, . . . , n(I ) to denote the eigenvalues of P̃I, and we consider them
ordered so that,

λ̃1I
= 1> |λ̃2I

| ≤ |λ̃3I
| ≤ · · · ≤ |λ̃n(I )I

|.
Adopting the notational conventions of Courtois [44], we use δ̃ to define the
minimum of the absolute values of the differences between unity and all eigenval-
ues of P̃ that are not equal to unity. We have

|1− λ̃mI
| ≥ δ̃ > 0.

Since the eigenvalues of a matrix are continuous functions of its elements [135,
187] for every positive real number δ we can define a small enough ϵ so that, for
every eigenvalue λ̃mI

of P̃ there exists an eigenvalue λmI
of P such that for all mI

|λ̃mI
−λmI

|<δ. (2.5)

Hence, we can classify the eigenvalues of P into two categories:

|1−λ1I
|<δ, I = 1, . . . ,N ,

|1−λmI
|> δ̃ −δ, I = 1, . . . ,N , m = 2, . . . , n(I ),

where δ→ 0 with ϵ.
Assuming that P and P̃ have linear elementary divisors (and thus there exist

complete sets of not necessarily unique left and right eigenvectors), the spectral
decomposition of matrix Pt can be written as

Pt =
N∑

I=1

n(I )∑
m=1

λt
mI

ZmI
, with (2.6)

ZmI
= s−1

mI
vmI

u⊺mI
,

where vmI
,umI

denote the left and right eigenvectors⁴ that correspond to eigen-
value λmI

, and smI
is defined by

smI
≜ v⊺mI

umI
.

Taking into account the stochasticity of P we can write

Pt = Z11
+

N∑
I=2

λt
1I

Z1I
+

N∑
I=1

n(I )∑
m=2

λt
mI

ZmI
.

⁴The eigenvectors are assumed to be normalized to one using the norm ∥·∥1
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If we define for each block of P̃, left and right normalized eigenvectors ṽmI
, ũmI

;
scalars s̃mI

; and the related matrices Z̃mI
, as before, we can write for P̃:

P̃t =
N∑

I=1

Z̃1I
+

N∑
I=1

n(I )∑
m=2
(λ̃)tmI

Z̃mI
.

Let us now consider the dynamic behavior of the processes y(t ) and ỹ(t ) defined
by

y⊺(t ) = y⊺(t−1)P= y⊺(0)P
t ,

ỹ⊺(t ) = ỹ⊺(t−1)P̃= ỹ⊺(0)P̃
t .

The comparison of these two processes is made possible using the following two
theorems of Simon and Ando [178] which are presented here without proof.

Theorem 2.1 (Simon & Ando [178]). For an arbitrary positive real number ξ ,
there exists a number ϵξ such that for ϵ < ϵξ ,

max
i , j
|[ZmI

]i j − [Z̃mI
]i j |< ξ

with
2≤ m ≤ n(I ), 1≤ I ≤N , 1≤ i , j ≤ n.

Theorem 2.2 (Simon & Ando [178]). For an arbitrary positive real number ω,
there exists a number ϵω such that for ϵ < ϵω,

max
m,l
|[Z1K

]mI lJ
− [ṽ1J

]lJαI J (1K )|<ω

with
1≤K , I , J ≤N , 1≤ m ≤ n(I ), 1≤ l ≤ n(J ),

and where αI J (1K ) is given by

αI J (1K ) =
n(I )∑
m=1

n(J )∑
l=1

[ṽ1I
]mI
[Z1K

]mI lJ
.
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2.2.2 The Implications of Simon-Ando Theorems on Intuitive Grounds
Let us restate here for clarity the spectral decompositions of Pt and P̃t

Pt = Z11︸︷︷︸
Term A

+
N∑

I=2

λt
1I

Z1I︸ ︷︷ ︸
Term B

+
N∑

I=1

n(I )∑
m=2

λt
mI

ZmI︸ ︷︷ ︸
Term C

, (2.7)

P̃t =
N∑

I=1

Z̃1I︸ ︷︷ ︸
Term Ã

+
N∑

I=1

n(I )∑
m=2
(λ̃)tmI

Z̃mI︸ ︷︷ ︸
Term C̃

. (2.8)

In NCD systems it holds that for each I = 1, . . . ,N , the eigenvalue λ1I
is close

to unity which means that λt
1I

will also be close to unity for small values of t .
Therefore, Terms A and B of the RHS of (2.7) will not differ significantly for
t < T2 (for some T2 > 0), while Term Ã of (2.8) does not change at all. Thus,
for t < T2 the dynamic behavior of y(t ) and ỹ(t ) is determined by Terms C and

C̃ respectively. However, as ϵ→ 0 we have λmI
→ λ̃mI

, and from Theorem 2.1 it
follows that,

ZmI
→ Z̃mI

,

for every m = 2, . . . , n(I ) and I = 1, . . . ,N . This means that for sufficiently small
ϵ and t < T2 the time paths of y(t ) and ỹ(t ) are close.

Since the moduli of eigenvalues λ̃mI
are all away from unity for every m =

2, . . . , n(I ), and I = 1, . . . ,N , for each positive real number ξ1 we can define the
smallest time interval T ⋆

1 such that

max
1≤i , j≤n

���� N∑
I=1

n(I )∑
m=2
(λ̃)tmI

[Z̃mI
]i j

����< ξ1, for t > T ⋆
1 .

Similarly, we can define the smallest interval T1 such that

max
1≤i , j≤n

���� N∑
I=1

n(I )∑
m=2

λt
mI
[ZmI

]i j

����< ξ1, for t > T1.

Theorem 2.1 together with the fact that eigenvalues λ̃mI
converge to λmI

with ϵ
ensures that

T1→ T ⋆
1 , as ϵ→ 0.

Now, since we can make T2 as large as we want by choosing a sufficiently small ϵ,
we can choose a small enough ϵ so that T2 > T1 holds.
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Furthermore, given that ϵ ̸= 0, λ1I
̸= 1, I = 2, . . . ,N also holds⁵, and there

will come a time T3 > T2 such that for a small enough real number ξ3,

max
1≤i , j≤n

���� N∑
I=1

λt
1I
[Z1I
]i j

����< ξ3, for t > T3.

Therefore, for T2 < t < T3, Term C of Pt is negligible and the time path of y(t )
is determined by the Terms A,B of Pt . However, Theorem 2.2 specifies that for
any I and J , the entries of Z1K

:

[Z1K
]iI 1J

, . . . , [Z1K
]iI jJ

, . . . , [Z1K
]iI n(J )J

,

depend upon I , J and j , being almost independent of i , i.e. for any I , J they are
proportional to the elements of the unique stationary distribution of P̃J,

[ṽ1J
]1J

, . . . , [ṽ1J
] jJ

, . . . , [ṽ1J
]n(J )J , (2.9)

being approximately the same for i = 1, . . . , n(I ). Thereby, for T2 < t < T3,
the process y(t ) will vary with t , keeping among the elements of [y(t )] jJ

of every
subset J an approximately constant ratio which is identical to the ratio between
the elements of (2.9). Finally, for t > T3 the behavior of y(t ) is determined by
Term A, and P moves towards its long-term equilibrium defined by v11

.

2.3 NCD Decomposition Approximation
Let us consider a Markov chain P, that is nearly completely decomposable into L
blocks:

{D1,D2, . . . ,DL}.
Strong interactions among the states within a block and weak interactions between
the blocks themselves imply that the state space of a nearly completely decompos-
able Markov chain can be ordered so that the transition probability stochastic
matrix has the form

P=


P11 P12 . . . P1L
P21 P22 . . . P2L
...

...
. . .

...
PL1 PL2 . . . PLL

 , (2.10)

with the nonzero elements of the off-diagonal blocks, being small compared to
the elements of the diagonal blocks, i.e. we will assume that

∥PII∥=O(1), I = 1,2, . . . , L,
∥PI J∥=O(ϵ), I ̸= J ,

⁵Notice that if ϵ = 0, every block PI will be irreducible and λ1I
= λ̃1I

will trivially hold for
each I .
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where ϵ is a sufficiently small positive real number and ∥·∥ denotes the spectral
norm of a matrix.

A direct consequence of the Simon and Ando’s theorems is a natural pro-
cedure for the solution of a Markov chain that satisfies the above assumptions:
Informally, the first theorem gives us the grounds to consider each substochastic
diagonal block PII is isolation; make it stochastic, in order to get a well-defined
independent stochastic system P̃I; and then find its stationary distribution which
can be thought as a good approximation to the probability distribution of the
states in block I (conditioned on being in block I ). The second theorem asserts
that the solutions found in this way are maintained as the systems moves towards
equilibrium under the weak interactions between the blocks, therefore, we can
proceed to find the long-term probability of being in each block, considering ex-
clusively the way these blocks interact with each other, and get an approximation
of the global solution by weighting the individual solutions of the independent
blocks by the equilibrium probabilities of being in each block.

To clarify the above procedure we give an example that makes use of the fol-
lowing NCD matrix (which is sometimes called in the literature the Courtois
matrix [185, 186] since it was used as an example by Courtois in his classic mono-
graph [44]),

P=



0.85 0 0.149 0.0009 0 5× 10−5 0 5× 10−5

0.1 0.65 0.249 0 0.0009 5× 10−5 0 5× 10−5

0.1 0.8 0.0996 0.0003 0 0 0.0001 0
0 0.0004 0 0.7 0.2995 0 0.0001 0

0.0005 0 0.0004 0.399 0.6 0.0001 0 0
0 5× 10−5 0 0 5× 10−5 0.6 0.2499 0.15

3× 10−5 0 3× 10−5 4× 10−5 0 0.1 0.8 0.0999
0 5× 10−5 0 0 5× 10−5 0.1999 0.25 0.55


.

Solving the Diagonal Blocks as if they are Independent: The first step is to as-
sume that the system is completely decomposable into subsystems defined
by stochastic matrices P̃I and then to find the stationary distribution of
each subsystem separately. Matrices P̃I are formed by some sort of stochas-
ticity adjustment of the strictly substochastic block diagonal matrices PII.
The way these substochastic matrices are made stochastic is known to have
an effect to the degree of the approximation one gets in the end [185]. In
fact, as we will discuss in the following section, one can define these matri-
ces in such a way that the above procedure gives exact results. However, the
computational burden of performing such ideal stochasticity adjustment is
– very often – forbidding for real-world applications of the method⁶.

⁶Furthermore, when one uses the above decompositional approach solely as a way to find the
stationary distribution faster – as opposed to obtaining a well-defined subsystem for further study –
he can simply use the block diagonal substochastic matrices by themselves, and find the normalized
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Returning to our example we see that the Courtois matrix is clearly NCD
into 3 blocks:

{{1,2,3},{4,5},{6,7,8}}.

The first block has order 3, the second order 2, and the third block has
order 3. Below we give one choice for the corresponding completely de-
composable stochastic subsystems, and their stationary distributions:

P̃1 =

0.85 0 0.15
0.1 0.65 0.25
0.1 0.8 0.1

 ,

π̃⊺1 =
�
0.4 0.417391 0.182609

�
.

P̃2 =
�

0.7 0.3
0.4 0.6

�
,

π̃⊺2 =
�
0.511429 0.428571

�
.

P̃3 =

0.6 0.25 0.150
0.1 0.8 0.1
0.2 0.25 0.55

 ,

π̃⊺3 =
�
0.240741 0.555555 0.203704

�
.

Find the Long-Term Probability of Being in a Particular Block: In order to com-
pute the probability of being in a given block in the long run, we have to
construct a 3× 3 stochastic matrix whose I J th element denotes the proba-
bility of a transition from block I to block J . This can be done in two steps:
First we replace each row of each block PI J of matrix P by the sum of its el-
ements, PI J1, and then, we reduce each column subvector PI J1 to a scalar
which will represent the total probability of leaving any state of block I to
enter any state of block J . To determine the latter probability we need to
sum the elements of PI J1, after each of these elements have been weighted
by the conditional probability of being in a particular state of block I given
that we are in block I . Returning to our example and summing along each

left eigenvector that corresponds to the Perron root of the substochastic matrix [186]. Iterative
Aggregation/Disaggregation Algorithms [35, 112] following this approach are known to converge
very fast to the exact solution for NCD matrices.



2.3. NCD Decomposition Approximation 59

row of every block of P we get

0.999 0.0009 0.0001
0.999 0.0009 0.0001
0.9996 0.0003 0.0001
0.0004 0.9995 0.0001
0.0009 0.999 0.0001

5× 10−5 5× 10−5 0.9999
6× 10−5 4× 10−5 0.9999
5× 10−5 5× 10−5 0.9999


.

Then reducing each column subvector to a scalar using the stationary dis-
tributions found in the first step, yields:

C =
�
π̃⊺1 π̃⊺2 π̃⊺3

�


0.999 0.0009 0.0001
0.999 0.0009 0.0001
0.9996 0.0003 0.0001
0.0004 0.9995 0.0001
0.0009 0.999 0.0001

5× 10−5 5× 10−5 0.9999
6× 10−5 4× 10−5 0.9999
5× 10−5 5× 10−5 0.9999


=

 0.99911 0.00079 10−4

0.00061 0.99929 10−4

5.55× 10−5 4.45× 10−5 0.9999

 .

It can be proved that when P is an irreducible stochastic matrix, the same
thing holds for matrix C, which is many times called the coupling matrix.

The stationary distribution of matrix C in our example is

ξ⊺ =
�
0.22573 0.277427 0.5

�
.

Estimate the Global Solution: We are now ready to get an approximation to the
steady-state distribution of the complete Markov chain:

π⊺ ≈ �ξ1π̃
⊺
1 ξ2π̃

⊺
2 ξ3π̃

⊺
3

�
.

For our example, the approximation of the global solution is:

π̃⊺ = (0.089029 0.0929 0.040644 0.15853 0.118897 0.12037 0.277777 0.101852)

which gives a good approximation of the exact solution:

π⊺ = (0.0893 0.0928 0.0405 0.1585 0.1189 0.1204 0.2778 0.1018). (2.11)
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Algorithm 1 NCD Decomposition Approximation
Input: An irreducible NCD matrix P.
Output: Approximation of its stationary distribution π̃.

1: Perform a stochasticity adjustment of each diagonal block PII, that results in
a well-defined irreducible stochastic matrix P̃I.

2: Solve independently the systems

π̃⊺I P̃I = π̃
⊺
I ,

π̃⊺I 1= 1,

for each I = 1,2, . . . , L.
3: Form the coupling matrix

C =


π̃⊺1P111 π̃⊺1P121 . . . π̃⊺1P1L1

π̃⊺2P211 π̃⊺2P221 . . . π̃⊺2P2L1
...

...
. . .

...
π̃⊺LPL11 π̃⊺LPL21 . . . π̃⊺LPLL1

 .

4: Solve the system

ξ⊺C = ξ⊺,
ξ⊺1= 1.

5: Put together the approximate solution

π̃⊺ =
�
ξ1π̃
⊺
1 ξ2π̃

⊺
2 · · · ξLπ̃

⊺
L

�
.

The complete procedure is summed up in Algorithm 1, above.

Remark 1. Notice that the coupling matrix C that arises from NCD Markov chains,
will many times be ill-conditioned, however one can exploit the fact that for any irre-
ducible stochastic matrix A, the matrix

A(α)≜ I−α(I−A),

where α ∈R\{0}, has a simple eigenvalue equal to 1 that is associated with a uniquely
defined positive left-hand eigenvector, of unit 1-norm, which coincides with the sta-
tionary distribution of A (see [185] for a proof ). This way one can “engineer” eigen-
values that are more conveniently distributed for iterative solution methods.



2.4. Stochastic Complementation 61

2.3.1 Iterative Aggregation/Disaggregation Methods
Based on the approach presented above, one can develop an algorithm to com-
pute iteratively the exact solution, by incorporating the approximation of each
step back into the decomposition procedure. In particular, it was found that ap-
plying a power step to the obtained approximation before plugging it back into
the decomposition, had a very beneficial effect. Later, this power step was re-
placed by a block Gauss-Seidel step, which is referred to by Stewart as a disag-
gregation step; with the formation and solution of the coupling matrix C being
the aggregation step [185]. The overall procedure became known as Iterative Ag-
gregation/Disaggregation (IAD). The earliest work along these lines can be traced
back to Takahashi [189] and the standard two-level IAD have been studied ex-
tensively ever since [35, 45, 79, 112, 166]. Convergence proofs for two-level
aggregation/disaggregation methods are given in [127, 128]. Extensions to mul-
tiple levels of aggregation/disaggregation were first explored in [86, 118] and later
in [156, 184].

2.4 Stochastic Complementation
In our discussion in the previous section we mentioned that the stochasticity ad-
justment of the strictly substochastic diagonal blocks of an NCD matrix can be
done in such a way that the results we obtain from the NCD approximation pro-
cedure are exact. The completely decomposable blocks obtained by this approach
are called Stochastic Complements, and even though in most cases their forma-
tion requires prohibitive amount of computation⁷, it is useful to briefly discuss
the topic here, firstly for the insight it provides into the theoretical aspects of
nearly completely decomposable systems, and secondly because, as we will show
in Chapter 3, in some cases careful exploitation of system’s symmetries may pro-
vide an “analytical shortcut” that justifies their use. Below we present the basic
definitions and theorems behind stochastic complementation adopting the nota-
tion used by Meyer in [134]. For proofs of the theorems and further discussion
the interested reader may refer there.

2.4.1 Definition
Let us consider an irreducible stochastic matrix P with an L-level partition

P=


P11 P12 . . . P1L
P21 P22 . . . P2L
...

...
. . .

...
PL1 PL2 . . . PLL

 , (2.12)

⁷For a detailed discussion of the computational implications of stochastic complementation see
§6.2.5 of [185].
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in which all the diagonal blocks are square. Let P⋆I denote the I th column of
blocks from which PII is excluded,

P⋆I =



P1I
...

PI−1,I
PI+1,I

...
PL1


,

and PI⋆, the I th row of blocks from which PII is excluded,

PI⋆ =
�
PI1 · · · PI,I−1 PI,I+1 · · · P1L

�
.

Furthermore, let us use P⋆I to denote the principal block submatrix of P obtained
by deleting the I th row and I th column of blocks from P.

Definition 2.3 (Stochastic Complement). The stochastic complement SI of PII in
P is defined to be the matrix

SI ≜ PII +PI⋆(I−P⋆I )
−1P⋆I. (2.13)

It has been shown in [134], that every stochastic complement in P is also an
irreducible stochastic matrix. In particular, Meyer showed the following theorems:

Theorem 2.4 (Stochasticity of the Complements [134]). Let P be an irreducible
stochastic matrix partitioned as in (2.12). Each stochastic complement,

SI = PII +PI⋆(I−P⋆I )
−1P⋆I,

is also a stochastic matrix.

Theorem 2.5 ([134]). Let P be an irreducible stochastic matrix partitioned as
in (2.12), and let

π⊺ =
�
π⊺1 π⊺2 · · · π⊺L

�
be the stationary distribution of P partitioned according to (2.12). Then the nor-
malized version of each πI, is a stationary distribution of the stochastic complement
SI.

Theorem 2.6 (Irreducibility of the Complements [134]). Let P be an irreducible
stochastic matrix partitioned as in (2.12). Then each stochastic complement,

SI = PII +PI⋆(I−P⋆I )
−1P⋆I,

is also an irreducible stochastic matrix.
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2.4.2 Computing Stationary Distributions by Stochastic
Complementation
When the stochastic complements have been formed, one can compute the exact
stationary distribution of the complete stochastic matrix P following the proce-
dure outlined in the previous section. The fact that the final solution yielded by
Algorithm 1 is exact, follows directly from the following two theorems.

Theorem 2.7 (Aggregation [134]). An irreducible Markov chain whose states can
be partitioned into L clusters

{1,2, . . . , n}= S1 ∪S2 ∪ · · · ∪SL,

can be compressed in a smaller L-state aggregated chain whose states are the individual
clusters SI . The transition probability matrix C of the aggregated chain is called the
coupling matrix and it is defined by

C ≜


s⊺1P111 s⊺1P121 . . . s⊺1P1L1

s⊺2P211 s⊺2P221 . . . s⊺2P2L1
...

...
. . .

...
s⊺LPL11 s⊺LPL21 . . . s⊺LPLL1

 , (2.14)

where sI is the stationary distribution of the stochastic complement SI.
Furthermore, if Yt is the cluster occupied by the original chain at time t , then for
ergodic chains, the aggregated transition probability CI J = s⊺I PI J1 can be expressed as

CI J = lim
t→∞Pr{Yt+1 = J |Yt = I }.

Theorem 2.8 (Disaggregation [134]). If P is an irreducible stochastic matrix with
an L-level partition

P=


P11 P12 . . . P1L
P21 P22 . . . P2L
...

...
. . .

...
PL1 PL2 . . . PLL

 ,

with square diagonal blocks, then the stationary distribution vector for P is given by

π⊺ =
�
ξ1s⊺1 ξ2s⊺2 · · · ξLs⊺L

�
,

where sI is the unique stationary distribution of the stochastic complement

SI = PII +PI⋆(I−P⋆I )
−1P⋆I,
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and where
ξ⊺ =

�
ξ1 ξ2 · · · ξL

�
,

is the unique stationary distribution vector for the L× L irreducible coupling matrix
C.

Example

For the sake of example, the stochastic complements of the blocks for the Courtois
matrix and the corresponding stationary distributions are:

S1 =

0.8503 0.0004 0.1493
0.1003 0.6504 0.2493
0.1001 0.8002 0.0997

 ,

s⊺1 =
�
0.4012 0.4168 0.1819

�
.

S2 =
�

0.7003 0.2997
0.3995 0.6005

�
,

s⊺2 =
�
0.5713 0.4287

�
.

S3 =

0.6000 0.2499 0.1500
0.1000 0.8000 0.0999
0.1999 0.2500 0.5500

 ,

s⊺3 =
�
0.2408 0.5556 0.2036

�
.

The corresponding coupling matrix is

C =

s⊺1P111 s⊺1P121 s⊺1P131

s⊺2P211 s⊺2P221 s⊺2P231

s⊺3P311 s⊺3P321 s⊺3P331



=

0.9991 0.0008 0.0001
0.0006 0.9993 0.0001
0.0001 0.0000 0.9999

 , (2.15)

and its stationary distribution

ξ⊺ =
�
0.2225 0.2775 0.5000

�
,

yielding a final solution

π⊺ =
�
ξ1s⊺1 ξ2s⊺2 · · · ξLs⊺L

�
=
�
0.0893 0.0928 0.0405 0.1585 0.1189 0.1204 0.2778 0.1018

�
.
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2.5 Conclusions
In this chapter, we have presented briefly some basic theory regarding nearly com-
pletely decomposable stochastic systems. For a proof of the fundamental Simon
and Ando’s theorems, the interested reader is referred to [178] (or to [77] for a
more modern proof ). For a rigorous analysis of the degree of approximation one
gets following the simple aggregation procedure presented intuitively in §2.3,
the reader is referred to the second chapter of Courtois’ monograph [44], which
represents a classic and in our opinion beautiful treatment of the subject. For a
thorough discussion of the computational implications of NCD stochastic matri-
ces, maybe the best starting point is [185], which also covers the basics of Meyer’s
stochastic complementation theory, as well as a nice discussion of its relationship
with block Gaussian elimination.
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Part II

Random Surfing Redux





Chapter 3

NCDawareRank:
Exploiting the
Decomposable Structure
of the Web

3.1 Introduction
Research about the topological characteristics of the hyperlink graph has shown
that Web possesses a nested block structure [94], with domains, hosts and web-
sites, introducing intermediate levels of affiliation and revealing an interesting
macro-structure [18, 51]. This important observation unveils Web’s innately hi-
erarchical organization and opens the way for new approaches that can usefully
regard Web as a Nearly Completely Decomposable (NCD) system [174]. In recent
years, such approaches gave birth to various efficient methods and algorithms that
exploit NCD from a computational point of view managing to considerably ac-
celerate the extraction of the PageRank vector [36, 89, 94, 207]. Nonetheless
very little have been done towards utilizing decomposability from a qualitative
standpoint as well. PageRank – as in fact most link-analysis algorithms – while
considering the direct structure of the Web, fail to take into account its inher-
ent hierarchical organization. Similarly, the majority of approaches to generalize
PageRank, focus on the way the importance of each node is propagated along the
edges of the graph, continuing to view the Web as if it was completely “flat”.

How could someone incorporate the concept of NCD to the basic PageRank model
in a way that refines and generalizes it while preserving its efficiency? For example,
if we have the information that the tiny Web-graph of Figure 3.1(a) can be de-
composed like in Figure 3.1(b), in what way can we utilize this to achieve better
ranking, without obscuring the simplicity and the clarity of PageRank’s approach?
To tackle this question, we turn our focus to a neglected part of PageRank that
is typically taken for granted by the majority of applications in the literature; the
teleportation model.

69
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(b) NCD Web

Figure 3.1: Decomposable view of the Web.

Generalizing the Teleportation Model

The majority of approaches to generalize PageRank silently adopt the traditional
teleportation model as a given. While mathematically the introduction of some
sort of teleportation is necessary to ensure that the final Markov chain becomes ir-
reducible and aperiodic, the standard teleportation matrix does not cease to be an
artificial addition to Random Surfer model, the homogeneous approach of which
intuitively diverges from realistic random surfing behavior. Furthermore, as dis-
cussed in §1.2, the very existence of the standard teleportation matrix gives incen-
tive for direct manipulation of the ranking score through link-spamming [43, 52]
and is also known to impose fundamental limitations to the quality of the ranking
vectors (sensitivity to the effects of sparsity, biased ranking of newly added nodes
etc. [195]).

Here we focus on the teleportation model and we try to enrich it in a way
that highlights Web’s innately decomposable nature. The wide range of success-
ful applications of Simon’s theory in the analysis of complex systems originated
from different disciplines [44, 90, 132, 137, 176, 178], suggest that proper ex-
ploitation of the property of NCD, paves the path towards a more fruitful model-
ing approach and a mathematical analysis, which highlights the system’s endemic
characteristics, giving invaluable insight to its behavior and consequently, provid-
ing a theoretical framework for the development of algorithms and methods that
materialize this insight from a qualitative, computational as well as conceptual
angle. Having this in mind, in this chapter we view the Web as a decomposable
system, we define a generalized Random Surfer Model and we explore in-depth
its theoretical characteristics as well as their multifaceted mathematical, qualitative
and computational consequences.
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3.1.1 Chapter Overview and Summary of Contributions
Our main contribution here is the proposal of NCDawareRank, a novel ranking
framework that generalizes the teleportation part of the Random Surfer Model,
enabling the exploitation of Web’s innately decomposable structure in a compu-
tationally efficient way. Below, we give a brief overview of our approach, as well
as a summary of our contributions:

• We decompose the Web into NCD blocks, introducing a new level of ab-
straction which we proceed to exploit without creating coarser-level graph
models that may obscure the direct link structure of the Web and hide
valuable information. At the heart of our approach lies the idea that the ex-
istence of a single link from a node u to a node v suggests multiple implied
connections of u with other nodes that are considered related to the target
node v under the prism of the chosen decomposition. In other words, in our
model the existence of an outgoing link, except for justifying the importance of
the page it points to, also “hints” about the importance of the block that contains
this page.

To formulate mathematically the above idea, we introduce the notion of
Proximal Sets and we define a novel Inter-level Proximity Component that
quantifies these indirect inter-node relations in a way that inherits the at-
tractive mathematical characteristics of PageRank’s traditional teleportation
matrix. Our novel inter-level proximity stochastic matrix is low-rank, and
we show the way it can be expressed as a product of two extremely sparse
components, eliminating the need to be explicitly computed and stored,
thereby ensuring that the final model can be handled efficiently. In our
model, in the general case, we have two levels of teleportation, which are
translated in terms of random surfing behavior as follows:

– Given that the random surfer is in page u , in the next step:

1. With probability η goes to one of the outgoing links of u , i.e.
follows the link structure of the graph.

2. With probability µ goes to the NCD proximal sets of u , i.e. the
union of the NCD blocks that contain u and the pages it links
to.

3. With probability 1−η−µ teleports to a different page according
to a given distribution.

In other words, in our model a fraction µ of the importance that would
be scattered throughout the Web in a uniform manner, is propagated in-
stead, to pages that are considered “close” to the one currently visited by
the random surfer.
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• Based on the notions of NCD blocks and the related proximal sets, we pro-
pose an alternative approach to handling the dangling nodes of the graph,
and we show that it implies no additional computational burden with re-
spect to the traditional strongly- and weakly-preferential patching strate-
gies. Our approach provides heterogeneous handling of the nodes which
is closer to true random surfing behavior, and achieves more fair impor-
tance propagation from the dangling nodes to their affiliated pages. At the
same time, our approach has the advantage of lowering the incentive for link-
spamming and – under realistic assumptions about the decompositions –
the advantage of highlighting useful properties of the underlying graph’s struc-
ture that can result to tangible computational benefits.

• We conduct a comprehensive set of experiments using real snapshots of the
Web-graph, and we show that our model alleviates the negative effects of
the uniform teleportation matrix producing ranking vectors that display
low sensitivity to the effects of sparsity and, at the same time exhibit resis-
tance to direct manipulation through link-spamming. NCDawareRank out-
performs several state-of-the-art link-analysis generalizations of PageRank,
in every experimental setting considered; both when we follow the tradi-
tional strongly preferential patching of the dangling nodes, and in the case
we exploit our alternative dangling node handling strategy.

• Albeit reducing its involvement to the final model, NCDawareRank in the
general case also includes a standard rank-one teleportation component as
a purely mathematical necessity for achieving primitivity. But, is it always
necessary to include such component? Interestingly the answer is not. In
particular, we study theoretically the structure of our inter-level proximity
model and we derive necessary and sufficient conditions, under which the
underlying decomposition alone could result in a well-defined ranking vector –
eliminating the need for uniform teleportation. Furthermore, we examine
the case where the underlying graph is decomposed subject to more than
one criteria simultaneously, and we show that primitivity can be achieved
by their superposition even if none of the decompositions can ensure it by itself.
Our approach here is based on the theory of Non-Negative Matrices, and
our proofs ensure that the primitivity criteria of the final stochastic matrix
can be checked very efficiently; solely in terms of properties of the proposed
decompositions.

• We propose an efficient algorithm for computing the NCDawareRank vec-
tor in the general case. In particular, we show that our approach enables
an exploitation of the coarser-level reducibility of the graph that can lead
to fundamentally faster computation of the ranking vector. We derive the
conditions under which the final Markov chain becomes Nearly Completely
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Decomposable, and Lumpable with respect to the same coarse-level decom-
position, and then, using an approach based on Stochastic Complementa-
tion, we predict analytically the aggregate-level limiting distribution, and we
express the final ranking vector in terms of solutions of structurally identical,
lower-dimensional ranking problems that can be solved in parallel. Finally, we
show that this approach could be applied for the computation of the stan-
dard PageRank problem as well – as long as the chosen handling strategy
of the dangling nodes does not “interfere” with the connectivity properties
of the actual graph.

The rest of this chapter is organized as follows. In Section 3.2, we define for-
mally the components of our framework and we discuss the way our novel inter-
level proximity matrix can be handled efficiently; we then introduce our simple
NCDaware dangling node strategy, we discuss its characteristics and we show that
it leads to an NCDawareRank model that adds no additional computational and
storage burden with respect to traditional patching approaches. In Section 3.3 af-
ter presenting our experimental methodology we conduct a number of qualitative
experiments in order to test the effects of our new teleportation model in deal-
ing with sparsity and link-spamming using real-world datasets. In Section 3.4 we
proceed to a primitivity analysis of our novel teleportation model and we derive
criteria under which the inter-level proximity model allow us to dispense the tradi-
tional teleportation matrix completely – both for the single (Section 3.4.2) as well
as the multiple (Section 3.4.3) decomposition case. In Section 3.5 we introduce
the notion of Block-Level Separability and we explore its theoretical implications
in terms of properties of the NCDawareRank Markov chain; we also give an al-
gorithm that takes advantage of our analysis achieving fundamentally faster and
trivially parallelizable computation of the final NCDawareRank vector. Finally,
in Section 3.6 we give a summary of our findings and we conclude this chapter.

3.2 NCDawareRank
3.2.1 NCDawareRank Model Definitions

In order to model mathematically the basic idea of NCDawareRank, we introduce
a new parameter µ and an associated Inter-Level Proximity Matrix M. Before we
proceed further, we need to define the parameters of our problem.

Underlying Graph. Let G = {V ,E} be a directed graph and denote n = |V |.
Consider a node u in V . We denote Gu to be the set of nodes that can be
visited in a single step from u. Clearly, du ≜ |Gu | is the out-degree of u ,
i.e. the number of outgoing edges of u .

Decomposition. Our underlying space is assumed to be decomposable, subject
to given set of criteria into possibly overlapping blocks of related nodes.
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For example the set of Web-pages can be decomposed into blocks that de-
pict sites, domains, languages, topics of the content of the page etc. The
first two decompositions are partitions, whereas in the third and fourth the
blocks may be overlapping, since a Web-page may contain material written
in more than one languages or covering more than one topics. Formally, a
decomposition is defined to be an indexed family of non-empty sets,

M≜ {D1, . . . ,DK} (3.1)

that collectively cover the underlying space, i.e.

V =
K∪

k=1

Dk . (3.2)

Each set of nodes DI is referred to as an NCD block.

Proximal Sets. We define Mu to be the set of the proximal nodes of u , subject
to the decomposition M, i.e. the union of the blocks that contain u and
the nodes it links to. Formally, the set Mu is defined by

Mu ≜
∪

w∈(u∪Gu ),w∈Dk

Dk , (3.3)

and we use Nu to denote the number of different blocks in Mu .

Normalized Adjacency Matrix H. As in the traditional PageRank model, this
matrix depicts the relations between the nodes as they arise directly from
the data. In particular, matrix H is defined to be the row-normalized ver-
sion of the adjacency matrix of the graph. Formally, its uv th element is
defined as follows:

Huv ≜
¨ 1

du
, if v ∈ Gu ,

0, otherwise.
(3.4)

Matrix H is assumed to be a row-stochastic matrix. The matter of dangling
nodes (i.e. nodes with no outgoing edges) is considered fixed through some
sort of stochasticity adjustment. For reasons of better presentation we post-
pone further discussion of this matter to §3.2.2.

Inter-Level Proximity Matrix M. The Inter-Level Proximity matrix is created to
depict the inter-level connections between the nodes in the graph, that arise
from the decomposition. In particular, each row of matrix M denotes
a probability vector m⊺u , that distributes evenly its mass between the Nu
blocks of Mu , and then, uniformly to the included nodes of each block.
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Formally, the uv th element of matrix M, that relates the node u with node
v , is defined as

Muv ≜
∑

Dk∈Mu ,v∈Dk

1
Nu |Dk | . (3.5)

When the blocks define a partition of the underlying space – as in the case
of website-based decomposition – the above definition is simplified to

Muv ≜
¨ 1

Nu |D(v)| , if v ∈Mu ,

0, otherwise,

where we used D(v) to denote the unique (in this case) NCD block that
contains node v .

Factorization of Matrix M. Matrix M is by definition a sparse matrix. For
Web-scale applications though, it is not sparse enough! Fortunately, M has
a very special structure that can be exploited in order to achieve efficient
storage and computability as well as other advantages. In particular, from
the definition of the NCD blocks and the proximal sets, it is clear that
whenever the number of blocks is smaller than the number of nodes in the
graph, i.e. K < n, the corresponding matrix M is necessarily low-rank;
in fact, a closer look at the definitions (3.3) and (3.5) above, suggests that
matrix M admits a very useful factorization, which ensures the tractability
of the resulting model. In particular, every matrix M can be expressed as a
product of 2 extremely sparse matrices, R and A, defined below.

We first define a matrix X ∈Rn×K , whose i k th element is 1, if Dk ∈Mi
and zero otherwise, and a matrix Y ∈ RK×n , whose k j th element is 1 if
v j ∈Dk and zero otherwise. Then, if R and A, denote the row-normalized
versions X and Y respectively, matrix M can be expressed as:

M ≡ RA, R ∈Rn×K , A ∈RK×n . (3.6)

For the sake of example, these matrices for the tiny Web-graph of Fig-
ure 3.1(b) (see page 70) where we see 3 NCD blocks, are:

R =



1 0 0
1 0 0

1/3 1/3 1/3
0 1 0
0 1 0
0 1 0
0 0 1

, A=

 
1/3 1/3 1/3 0 0 0 0
0 0 0 1/3 1/3 1/3 0
0 0 0 0 0 0 1

!
,
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and the related matrix M is

M =



1/3 1/3 1/3 0 0 0 0
1/3 1/3 1/3 0 0 0 0
1/9 1/9 1/9 1/9 1/9 1/9 1/3
0 0 0 1/3 1/3 1/3 0
0 0 0 1/3 1/3 1/3 0
0 0 0 1/3 1/3 1/3 0
0 0 0 0 0 0 1

.

Notice that the inter-level proximity matrices are well-defined stochastic
matrices, for every possible decomposition. Their stochasticity can arise
immediately from the row normalization of matrices R,A, together with
the fact that neither matrix X nor matrix Y have zero rows⁸.

In Table 3.1, we see the storing requirements⁹ of these matrices for some
of the datasets we experimented on (more information about these datasets
can be found in Appendix A). The criterion behind the decomposition in
this case is assumed to be the partition of the Web into websites.

Table 3.1: Storage Savings due to the Factorization of Matrix M

Graph # of pages # of blocks M R+A H
cnr-2000 326K 0.7K 42.57 GB 8.209 MB 51.56 MB
eu-2005 863K 0.4K 588.8 GB 34.42 MB 300.1 MB

india-2004 1.38M 4.3K 131.6 GB 38.82 MB 268.7 MB
uk-2002 18.5M 97.4K 1.323 TB 604.5 MB 4.580 GB

Notice that after the factorization, the combined storage needs for matri-
ces R and A are significantly lower, even when compared to the storage
requirements of hyperlink matrix H.

Standard Teleportation Matrix E. Finally, NCDawareRank model also includes
a rank-one teleportation matrix E. One very simple and convenient way
to define E is the following:

E ≜ 1v⊺,

where vector v⊺ is a probability vector that first distributes the rank evenly
between the NCD blocks and then, in each block, evenly to the included
pages. Of course, as in PageRank, one can construct a personalized version
of the teleportation matrix, using a different stochastic vector instead of

⁸Indeed, the existence of a zero row in matrix X implies V ̸= ∪K
k=1Dk , which contradicts the

definition of M; similarly the existence of a zero row in matrix Y contradicts the definition of the
NCD blocks D which are defined to be non-empty.

⁹The values of Table 3.1 assume the usage of Harwell-Boeing sparse matrix storage scheme.
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v⊺. The introduction of this matrix, ensures that the underlying Markov
chain, becomes irreducible and aperiodic, and therefore possesses a unique
positive stationary probability distribution.

NCDawareRank Vector. The ranking vector produced by our model is defined
as the normalized left Perron-Frobenius eigenvector of the stochastic ma-
trix that brings together the normalized adjacency matrix H, the inter-level
proximity matrix M, and the standard teleportation matrix E. Concretely,
the final stochastic matrix, which we denote P, is given by

P≜ ηH+µM+(1−η−µ)E, (3.7)

with η,µ > 0 such that η+µ ≤ 1. Parameter η controls the fraction of
importance delivered to the outgoing links and parameter µ controls the
fraction of importance that will be propagated to the proximal pages.

In order to ensure the irreducibility and aperiodicity of the final stochastic
matrix in the general case, η+µ must be less than 1. However, when the inter-
level proximity matrix is enough to ensure the ergodicity of the final Markov chain,
η+µ= 1, leads to a well-defined NCDawareRank vector also. The conditions for
achieving primitivity without resorting to the standard teleportation are explored
in depth in §3.4.

3.2.2 Handling the Dangling Nodes

Our goal is to exploit the partition of the Web into NCD blocks, in order to pro-
pose a richer dangling node handling strategy without undermining the efficiency
of the overall approach. Having this in mind, in this section we build on the un-
derlying idea of the NCDawareRank approach and we describe a simple dangling
node patching strategy that is intuitively closer to true Web surfing behavior. In
particular, our strategy involves different patching behavior depending on the origin
NCD block of the dangling node, and its formal definition is given below:

Strategy 1. For every dangling node d , the corresponding 0⊺ row of the original
hyperlink matrix is replaced with a probability distribution f⊺ that distributes evenly
its mass between the Nd blocks of Md , and then, uniformly to the included nodes of
each block. Concretely, the v th element of the vector f⊺ is defined to be

[f]v ≜
∑

Dk∈Md ,v∈Dk

1
Nd |Dk | , (3.8)

for the general case where d might belong to more than one blocks. When the blocks
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are defined to be non-overlapping, this simplifies to

[f]v ≜


1
|Dk | , if d , v ∈Dk ,

0, otherwise.
(3.9)

Notice that the strategy we propose can be handled very efficiently exploiting
the factorization of matrix M we introduced in the previous section. Concretely,
if we write the final matrices H, M as a sum of two matrices

H =HND+HD, (3.10)
M =MND+MD, (3.11)

with matrices HND, MND containing the non-dangling pages of the Web (and
zero rows for the dangling ones) and HD, MD containing the dangling pages of
the Web (and zero rows for the non-dangling ones), we have

P= ηH+µM+(1−η−µ)E
= η(HND+HD)+µ(MND+MD)+ (1−η−µ)E
= ηHND+ηHD+µMD+µMND+(1−η−µ)E. (3.12)

However, from the definition of the NCD blocks and the proximal sets (see
§3.2.1) we get that under the above handling strategy, it holds:

HD ≡MD. (3.13)

Therefore, we have

P= ηHND+ηHD+µMD+µMND+(1−η−µ)E
= ηHND+(η+µ)MD+µMND+(1−η−µ)E. (3.14)

which implies no additional computational or storage burden with respect to the
standard NCDawareRank model. In particular, the number of non-zero entries
that arise from the application of Strategy 1 is strictly less than the number of non-
zeros of any weakly preferential patching strategy applied to the NCDawareRank
model.

Characteristics of NCDaware Handling

The simple strategy we propose has a number of useful characteristics that make
it a reasonable candidate for dealing with the dangling node problem. Below we
discuss this matter briefly – and mostly on an intuitive level – focusing primarily
on what this strategy implies in terms of importance propagation to the nodes and
also on how it translates in terms of random surfing behavior.
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More Realistic Modeling. Our strategy provides different random surfing behav-
ior depending on the origin dangling node. In particular, when the random
surfer leaves a particular dangling node he jumps to the pages of the NCD
block (or blocks), that contains it. Assuming that the criterion behind the
definition of the NCD blocks is the partition of Web-pages into websites,
this strategy is intuitively closer to the idea of a back button in a browser,
without any of the mathematical complications [55, 56].

Importance Propagation. Under the strategy we propose, the importance of the
dangling nodes is propagated back to its affiliated pages. For example, if a
high-ranking document has a large number of incoming links due to the
quality of its content, its relatively big importance will be propagated to
the NCD block (e.g. the website) that contains it, rather than scattered
throughout the Web in a simplistic and meaningless manner. In this way,
its affiliated pages are being acknowledged in a tangible and quantifiable
way, as they should.

Lower Susceptibility to Link Spamming. Typically the patching of the dangling
nodes is approached in a uniform manner. This can be exploited by spam-
ming groups of nodes putting them in a position to be able to achieve
disproportionately big ranking scores simply by creating enough crawlable
Web-pages that funnel all the rank towards particular sets of nodes. Of
course the very existence of the traditional teleportation matrix increases
link-spamming susceptibility as well, however in case of strongly preferen-
tial patching the random surfer is left with no alternatives than to teleport
with probability 1. Taking into account the fact that dangling nodes con-
stitute a large fraction of the overall nodes of the graph [52], we see that the
problem of direct ranking manipulation through link-spamming becomes
even worse.

In our strategy the dangling nodes funnel their rank to their affiliated pages
instead. Hence, spamming nodes can only hope to gain rank through the
teleportation model, the probability of following which, is controlled by
our model. As a result, our strategy alleviates this problem, making the
overall ranking measure less susceptible to link-spamming. In our exper-
iments, presented in the sections to follow, we will see that this effect is
confirmed by a number of tests using real-world datasets as well.

Confined Handling. The Web-graph is reducible [116, 151]; therefore the tra-
ditional patching of the dangling nodes in a sense “artificially connects”
parts of the graph that are actually disconnected. With our strategy, and
for reasonable decompositions of the underlying graph, this is not case.
For example, if one uses the partitioning of the Web into websites as a cri-
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terion of decomposition, the NCD blocks typically correspond to weakly
connected subgraphs, therefore, our patching strategy “respects” the con-
nectivity properties of the underlying graph. As we will explore in depth in
§3.5, this property entails a wealth of mathematically elegant and computa-
tionally useful implications, that can lead to an efficient parallel algorithm
for the computation of the NCDawareRank vector, with our results be-
ing directly applicable to the computation of standard PageRank as well
(subject to the adoption of a similarly confined strategy for handling the
dangling nodes).

Before we delve into an in-depth exploration of the primitivity properties
(§3.4) and the computation aspects (§3.5) of the NCDawareRank model, let us
take a break here and explore experimentally its qualitative performance in dealing
with sparsity and its susceptibility to link-spamming.

3.3 Testing the Effect of the New Teleportation Model on
Sparsity and Link Spamming

3.3.1 Dataset Preparation
Throughout this chapter we experiment with several medium and large sized snap-
shots of the Web obtained from the collection [24]. In particular, we used the
cnr-2000, eu-2005, india-2004 and uk-2002 Web-graphs. More infor-
mation about these graphs, as well as links to download them can be found in
Appendix A. The larger graph (uk-2002) have been used, only for the storage
need tests as well as for the computational and convergence comparisons of §3.5,
whereas the medium- and the small-sized ones for the sparsity and link-spamming
experiments presented in the following sections. During dataset preparation, we
sorted the URLs lexicographically, we extracted the lengths of the NCD blocks
(which in our experiments correspond to websites) and we created matrices R and
A, as discussed in §3.2.

3.3.2 Competing Methods and Metrics
We compare NCDawareRank (with η= 0.85 and µ= 0.1) against several other
state-of-the-art link-analysis algorithms. In particular:

• HyperRank (Baeza-Yates et al.[12]) with β= 3,
• LinearRank (Baeza-Yates et al.[12]) with L= 10,
• PageRank (Page et al.[151]) using the canonical value for the damping fac-

tor, α= 0.85,
• RAPr (Constantine and Gleich [43]) with the random variable A, follow-

ing the Beta(1,1, [0,1]) distribution (the default distribution used by the
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authors in their publicly available implementation),
• TotalRank (Boldi [23]).

These were the parameters we used for our experiments, with a few specifically
stated exceptions. Finally, note that for some of the qualitative experiments con-
ducted here, we have used two variants of our methods. The first one is denoted
NCDawareRank, and handles the dangling nodes using Strategy 1, defined in the
previous section. The second is denotedNCDawareRank(Naive) and uses the tra-
ditional strongly preferential handling. The second version is included, in order
to isolate and illuminate the effects of the introduction of our novel inter-level
proximity model alone.

In our tests, in §3.3.4, we make use of the Kendall’s τ correlation coefficient
[98, 99]; This is an intuitive nonparametric correlation index that has been widely
used lately within the Web community (for example [12, 23, 94]) for ranking
comparisons.

The τ of ranking lists π1, π2 is defined to be:

τ ≜ C −DÆ
N −Tπ1

Æ
N −Tπ2

, (3.15)

where:

C , the number of pairs that are concordant,
D , the number of discordant pairs,
N , the total number of pairs,
Tπ1

, the number of tied pairs in the ranking vector π1,
Tπ2

, the number of tied pairs in the ranking vector π2.

The value of τ is 1 for perfect match and −1 for reversed ordering. All the
experiments were performed in Matlab on a 64bit machine with 24GB RAM.

3.3.3 Resistance to Manipulation
One of the most important problems faced by PageRank as well as other link-
analysis algorithms is susceptibility to manipulation through link-spamming. Spam
Web-pages represent a significant fraction of the overall pages in most domains. In
some of them this fraction is alarming (according to [150], about 70% of .biz do-
main can be characterized as spam). Taking into account that Web search is the
de facto control point for e-commerce, and that high ranking in search engines
is considered to have high value, the economic incentive behind high ranking¹⁰
increases the need for spam-resistant ranking schemes [52, 197].

¹⁰Interestingly, the goal of achieving high ranking has given rise to a dedicated industry that
promises better ranking position, performing a search-engine optimization procedure that sometimes
may include “black-hat” link-spamming techniques.
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Figure 3.2: Example Spamgraph: the spamming node S has created n nodes,
s1, s2, . . . , sn with their only outgoing link leading to S .

In this section, we show how the intensity of manipulation affects NCDawar-
eRank’s ranking scores. The example graph of Figure 3.2 shows our approach to
simulate the link-spamming phenomenon. In this example, the spamming node
S creates n nodes that funnel all their rank towards it. In fact, this is known to be
a standard manipulation technique commonly used in practice [52].

We follow the same approach in our experiments using the cnr-2000 graph
instead. In particular, we randomly pick a node with small initial ranking (from
now on referred to as the “spamming node”) and we add a number of n nodes
that their only incoming link is from the spamming node and their only outgoing
link is towards it, in the same manner as in the small example graph of Figure
3.2. Then, we run both variants of NCDawareRank and the other algorithms, for
several values of n.

In Figure 3.3, we see the ranking score of the spamming node as a function of
n, for all the different algorithms we experimented with. The anti-manipulation
effect of NCDawareRank becomes immediately clear. The introduction of the
matrix M and the NCD-based teleportation of our method, ensure that the rank-
ing increment rate, after a small number of added nodes, becomes very small; with
the absolute ranking score in the case of the Naive algorithm being a little bigger
than the standard version. In our method in order to gain rank, a node has to have
incoming links originated from other NCD blocks as well; the effect of nepotistic
links is limited and thus, artificial boosting of the ranking score becomes harder.

Notice here, that the ranking gain with the addition of more and more nodes
for both variants of our method is so small that they appear to be flat when put in
the same graph with the competing methods. In fact the spamming node gains a
very small amount of ranking, with the rate of this gain being different for the two
versions of our algorithm. To illuminate this and to quantify the relative benefits
that come from adopting the NCDaware dangling strategy, we conduct the fol-
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Figure 3.3: Ranking of the spamming node as n grows, for different algorithms.
The dotted blue line represents the ranking score of a naive version of NCDawar-
eRank with strongly preferential dangling node handling.

lowing experiment: We take the cnr-2000,eu-2005,india-2004 graphs, we
randomly sample 100 of their nodes, and we treat each of them (one at a time) as
a spammer adding n artificially created nodes (for n = 5‰ to 30‰ of the cardi-
nality of the complete set of pages) that funnel their rank towards it; we then run
both the Naive and the standard NCDawareRank versions, and we report the ratio
between the mean ranking score gain per added node. The results are presented in
Figure 3.4. We see that the ranking gain when we use the NCDaware strategy are
about 2.5 times smaller than the gains of the strongly preferential variant. This
was expected and is in accordance with the characteristics of dangling Strategy 1,
explained in §3.2.2.

Finally, in order to better isolate the resistance effect induced by the introduc-
tion of parameter µ and the corresponding matrix M alone, we run NCDawar-
eRank using PageRank’s uniform teleportation, for several values of the ratio η/µ,
while holding η+µ equal to 0.95, and we plot the results in Figure 3.5. We see
that even with the introduction of a very small µ, NCDawareRank starts to ex-
hibit positive resistance properties with the anti-manipulation effect increasing as
the ratio η/µ tends to zero, as expected. Of course as η/µ is getting more close to
zero, the direct link structure of the Web values less, because the hyperlink matrix
H gets increasingly ignored. However, this increased sensitivity of the spamming
node’s ranking score for small values of the ratio η/µ could lead to interesting
alternative uses of our measure (e.g. Spam classification).
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Figure 3.4: Testing the relative spamming node’s ranking score gain per added
node. The figure reports the ratio of this ranking gain between the Naive version of
NCDawareRank (strongly-preferential handling) and the Standard version (using
the strategy of §3.2.2).
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Figure 3.5: Ranking of the spamming node as n grows using the standard uniform
teleportation and strongly preferential handling, in order to isolate the effect of
the introduction of matrix M.
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3.3.4 Sparsity
It is well known that the link distribution of the Web-graph generally follows a
power law [57]. This leads to a sparse hyperlink matrix. Furthermore, in [152] it
was observed that such link distributions caused the probability values produced
by PageRank to decay according to a power law, making most of the pages un-
able to obtain reasonable score [195]. The latter is especially true for the Newly
Added Pages which usually have too-few incoming links, and thus cannot receive
reasonable ranking [41]. To show the performance of NCDawareRank in dealing
with the problems caused by the low density of the Web-graph, we conduct the
following two experiments.

Newly Added Pages
In the first experiment, we test the performance of our method in dealing with
the newly added pages problem. Adopting the methodology of Xue et al. [195],
we simulate the phenomenon by extracting 90% of the incoming links of a set of
randomly chosen pages. The altered graph then represents an “earlier version” of
the Web, where these pages were new, and hence, the number of their incoming
links was smaller.

In particular:

- First, we run all the algorithms on the complete graph, and we obtain a
reference ranking for each method.

- Then, we randomly choose a number of n pages (for several values of n)
and we randomly remove 90% of their incoming links.

- We rebuild the new factor matrices A and R using the modified hyperlink
matrix.

- We re-run the algorithms and we compare how different is the ordering
induced on the new graph from the original.

The measure used for the ranking comparison step is Kendall’s τ correlation coef-
ficient. High value of this metric means that the new ordering is very close to the
ordering on the original graph, where all the links were included. We repeat the
above procedure 10 times; each time for all the different values of newly added
pages and we present the average results in Figure 3.6.
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We see that both variants of NCDawareRank outperform all other algorithms,
allowing the newly added pages to get a ranking more similar to the one arising
using the complete set of incoming links; furthermore, their advantage becomes
bigger as the number of newly added pages becomes larger.

The results are consistent with the way NCDawareRank views the Web. In
NCDawareRank the importance of a page is not exclusively determined by its
incoming links; its “neighborhood” also matters, since the inter-level proximity
matrix ensures that every link confers a small amount of rank to the corresponding
NCD block of the target node. So, because the importance of a page is usually
correlated with the importance of the website that contains it, even with fewer
incoming links, newly emerging pages inherit some of the importance of the cor-
responding block, gathering a relative ranking score closer to that arising from the
complete graph.

Ranking Stability in the Presence of Sparsity
In our second experiment, following the same methodology as before, we simulate
the sparseness of the link graph by randomly selecting to include 90% - 40% of the
links on the altered graph and we compare the ranking results of the algorithms
against their corresponding original rankings. Notice that in this case the sparsity
is observed throughout the graph, instead of being concentrated in a particular set
of pages. In Figure 3.7 we see that while the graph is still relatively dense (i.e. 90%
of the links are included) all algorithms tend to produce orderings very similar to
those produced for the complete graph. However, as the link structure becomes
sparser, the orderings begin to differ more and more. The ranking vector produced
by NCDawareRank is more resistant to this effect, compared to the other ranking
methods with the standard version of our algorithm performing marginally better
than its naive counterpart. Moreover, we clearly see that the advantage of our
method becomes bigger as the graph becomes sparser.

These results verify the intuition behind NCDawareRank; even though the
direct link structure of the graph collapses with the exclusion of such many links,
the inter-level proximity captured by our novel teleportation model – and the
corresponding matrix M – decays harder and thus preserves longer the coarser
structure of the graph. This, results in a ranking vector that proves to be less
sensitive to small changes of the underlying link structure.
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3.4 Primitivity Analysis of NCDawareRank’s Teleportation
Model
Intuitively, NCDawareRank tries to alleviate the negative effects of uniform tele-
portation by introducing an intermediate level of proximity between the one that
comes directly from the actual Web-graph (matrix H) and the one that relates
naively all the elements with each other for purely mathematical reasons. NC-
DawareRank’s matrix M, informally, “augments” the scarce internode connec-
tions of the actual graph interpreting them in a “synecdochical manner” that per-
mits a single link to relate many more nodes at once under the prism of the chosen
decomposition, and then reduces the involvement of the rank-one teleportation
component in the final model in favor of matrix M. However, albeit alleviating
some of its negative effects, NCDawareRank model also includes a traditional
rank-one teleportation matrix as a purely mathematical necessity. But, is it?

The main question we try to address in this section is: Is it possible to discard
the uniform teleportation altogether? Thankfully, the answer is yes. In particular,
we show that, the definition of the NCD blocks, can be enough to ensure the
production of well-defined ranking vectors without resorting to rank-one telepor-
tation. The criterion for this to be true is expressed solely in term of properties of
the proposed decomposition, which makes it very easy to check and at the same
time gives insight that can lead to better decompositions for the particular ranking
problems under consideration.

Our approach is based on non-negative matrix theory [167] which simplifies
greatly the derivation of our results, and improves the presentation. Before we
proceed to the proof of our main results we present here some necessary prelimi-
nary definitions and terminology as well as the Perron-Frobenius theorem.

3.4.1 Preliminaries

Definition 3.1 (Irreducibility). An n × n non-negative matrix P is called irre-
ducible if for every pair of indices i , j ∈ [1,2, . . . , n], there exists a positive integer
m ≡ m(i , j ) such that [Pm]i j > 0. The class of all non-negative irreducible matrices
is denoted I.

Definition 3.2 (Period). The period of an index i ∈ [1,2, . . . , n] is defined to be
the greatest common divisor of all positive integers m such that [Pm]i i > 0.

Proposition 3.3 (Periodicity is a Matrix Property). For an irreducible matrix, the
period of every index is the same and is referred to as the period of the matrix.

Definition 3.4 (Primitivity). An irreducible matrix with period d = 1, is called
primitive. The important subclass of all primitive matrices will be denoted P.
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Definition 3.5 (Allowability). A non-negative matrix A is said to be row-allowable
if it has at least one positive entry in each row. It is said to be column-allowable if A⊺

is row-allowable. It is said to be allowable if it is both row- and column-allowable.

Finally, we also state here the Perron-Frobenius theorem for irreducible ma-
trices which will be used throughout this chapter. For a proof of the theorem as
well as detailed treatment of the theory of non-negative matrices, the interested
reader may refer to [167].

Theorem 3.6 (Perron-Frobenius Theorem for Irreducible Matrices [64, 155]).
Let T be an n× n irreducible non-negative matrix. Then, there exists an eigenvalue
r such that:

(i) r is real and positive.
(ii) With r can be associated strictly positive left and right eigenvectors.
(iii) r ≥ |λi | for any eigenvalue λi ̸= r . Furthermore, when T is cyclic with period

d > 1 there are present precisely d distinct eigenvalues λi with |λi |= r . These
eigenvalues are the complex roots of the equation λd − r d = 0, i.e.

λ1 = rω0,λ2 = rω1, . . . ,λd = rωd−1,

where ω = e2πi/d .
(iv) The eigenvectors associated with r are unique to constant multiples.
(v) If 0≤ B ≤ T and β is an eigenvalue of B, then |β| ≤ r . Moreover,

|β|= r =⇒ B = T.

(vi) r is a simple root of the characteristic equation of T.

3.4.2 Primitivity Criterion for the Single Decomposition Case
As we discussed in §1.2, mathematically, in the standard PageRank model the
introduction of the teleportation matrix can be seen as a primitivity adjustment
of the final stochastic matrix. Indeed, the hyperlink matrix is typically reducible,
so if the teleportation matrix had not existed the PageRank vector would not be
well-defined [116, 151].

In the general case, the same holds for NCDawareRank, as well. However,
for suitable decompositions of the underlying graph, matrix M opens the door
for achieving primitivity without resorting to the uninformative teleportation ma-
trix. Here, we show that this “suitability” of the decompositions can, in fact, be
reflected on the properties of a low-dimensional Indicator Matrix defined below:

Definition 3.7 (Indicator Matrix). For every decomposition M, we define an
Indicator Matrix W ∈RK×K designed to capture the existence of inter-block relations
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in the underlying graph. Concretely, matrix W is defined as follows:

W ≜AR,

where A, R are the factors of the inter-level proximity matrix M.

Clearly, whenever WI J is positive, there exists a node u ∈ DI such that
DJ ∈Mu . Intuitively, one can see that a positive element in matrix W implies
the existence of possible inter-level “random surfing paths” between the nodes
belonging to the corresponding blocks. Thus, if the indicator matrix W is irre-
ducible, these paths exist between every pair of nodes in the graph, which makes
the stochastic matrix M also irreducible.

In fact, in the following theorem we show that the irreducibility of matrix
W is enough to certify the primitivity of the final NCDawareRank matrix, P.
Then, just choosing positive numbers η,µ that sum to one, leads to a well-defined
ranking vector produced by an NCDawareRank model without a traditional rank-
one teleportation component.

Theorem3.8 (Primitivity Criterion for the SingleDecompositionCase). Matrix
P= ηH+µM, with η andµ positive real numbers such that η+µ= 1, is primitive
if and only if the indicator matrix W is irreducible. Concretely, P ∈P ⇐⇒ W ∈ I.

Proof. We will first prove that

W ∈ I =⇒ P ∈P. (3.16)

First notice that whenever matrix W is irreducible then it is also primitive.
In particular, it is known that when a non-negative irreducible matrix has at least
one positive diagonal element, then it is also primitive [135]. In case of matrix
W, notice that by the definition of the proximal sets and matrices A, R, we get
that WI I > 0 for every 1≤ I ≤K . Thus, the irreducibility of the indicator matrix
ensures its primitivity also. Formally, we have

W ∈ I =⇒ W ∈P. (3.17)

Now if the indicator matrix W is primitive, the same is true for the inter-
level proximity matrix M. Before we prove this we will prove the following useful
lemma.

Lemma 3.9. If a positive matrix X is multiplied by a row-allowable matrix from
the left, or a column-allowable matrix from the right, the product matrix Y remains
positive.
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Proof. Let us consider the first case. Let L be a row-allowable matrix. By definition
there is at least one k such that Li k is positive. Thus,

Yi j =
∑

k

Li kXk j > 0, for all i , j .

Therefore, Y is positive as well. Following exactly the same argument one can
prove that multiplication from the right with a column-allowable matrix produces
a positive product also.

Lemma 3.10. The primitivity of the indicator matrix W implies the primitivity of
the inter-level proximity matrix M, defined over the same decomposition, i.e

W ∈P =⇒ M ∈P. (3.18)

Proof. It suffices to show that there exists a number m, such that for every pair of
indices i , j , [Mm]i j > 0 holds. Or equivalently, there exists a positive integer m
such that Mm is a positive matrix (see [167]).

This can be seen easily using the factorization of matrix M given above. In
particular, since W ∈P, there exists a positive integer k such that Wk > 0. Now,
if we choose m = k + 1, we get:

Mm = (RA)k+1

= (RA)(RA) · · · (RA)︸ ︷︷ ︸
k+1 times

= R (AR)(AR) · · · (AR)︸ ︷︷ ︸
k times

A

= RWkA. (3.19)

However, matrix Wk is positive and since both matrices R and A are – by
definition – allowable, by Lemma 3.9 we get that matrix Mm , is also positive.
Therefore, M ∈P, and the proof is complete.

Now, in order to get the primitivity of the final stochastic matrix P, we use the
following useful lemma which shows that any convex combination of stochastic
matrices that contains at least one primitive matrix, is also primitive.

Lemma 3.11. Let T be a primitive stochastic matrix and B1, B2, . . . , Bn stochastic
matrices, then matrix

C = αT+β1B1+ · · ·+βnBn,
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where α > 0 and β1, . . . ,βn ≥ 0 such that α+β1+ · · ·+βn = 1 is a primitive
stochastic matrix.

Proof. Clearly matrix C is stochastic as a convex combination of stochastic matri-
ces (see [84]). For the primitivity part it suffices to show that there exists a natural
number, m, such that Cm > 0. This can be seen very easily. In particular, since
matrix T ∈P, there exists a number k such that every element in Tk is positive.

Consider the matrix Cm :

Cm = (αT+β1B1+ · · ·+βnBn)
m

= αmTm +(sum of non-negative matrices). (3.20)

Now letting m = k, we get that every element of matrix Cm is strictly positive,
which completes the proof.

As we have seen, when W ∈ I, matrix M is primitive. Furthermore, M and
H are by definition stochastic. Thus, Lemma 3.11 applies and we get that the
NCDawareRank matrix P, is also primitive. In conclusion, we have shown that:

W ∈ I =⇒ W ∈P =⇒ M ∈P =⇒ P ∈P, (3.21)

which proves the reverse direction of the theorem.
To prove the forward direction (i.e. P ∈P =⇒ W ∈ I) it suffices to show

that whenever matrix W is reducible, matrix P is also reducible (and thus, not
primitive [167]). First observe that when matrix W is reducible the same holds
for matrix M.

Lemma 3.12. The reducibility of the indicator matrix W implies the reducibility of
the inter-level proximity matrix M. Concretely,

W /∈ I =⇒ M /∈ I. (3.22)

Proof. Assume that matrix W is reducible. Then, there exists a permutation matrix
Π such that ΠWΠ⊺ has the form �

X Z
0 Y

�
, (3.23)

where X, Y are square matrices [167]. Notice that a similar block upper triangular
form can be then achieved for matrix M. In particular, the existence of the block
zero matrix in (3.23), together with the definition of matrices A, R, ensures the
existence of a set of blocks that have the property none of their including nodes to
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have outgoing edges to the rest of the nodes in the graph¹¹. Thus, organizing the
rows and columns of matrix M such that these nodes are assigned the last indices,
results in a matrix M that has a similarly block upper triangular form. This makes
M reducible too.

The only remaining thing we need to show is that the reducibility of matrix
M implies the reducibility of matrix P also. This can arise from the fact that by
definition

Mi j = 0 =⇒ Hi j = 0. (3.24)

So, the permutation matrix that brings M to a block upper triangular form, has
exactly the same effect on matrix H. Similarly, the final stochastic matrix P has
the same block upper triangular form as a sum of matrices H and M. This makes
matrix P reducible and hence, non-primitive.

Therefore, we have shown that W /∈ I =⇒ P /∈P, which is equivalent to

P ∈P =⇒ W ∈ I. (3.25)

Putting everything together, we see that both directions of our theorem have been
established. Thus we get,

P ∈P ⇐⇒ W ∈ I, (3.26)

and our proof is complete.

Now, when the stochastic matrix P is primitive, from the Perron-Frobenius
theorem it follows that its largest eigenvalue – which is equal to 1 – is unique and
it can be associated with strictly positive left and right eigenvectors. Therefore,
under the conditions of Theorem 3.8, the ranking vector produced by the NC-
DawareRank model – which is defined to be the stationary distribution of the
stochastic matrix P: (a) is uniquely determined as the (normalized) left eigenvec-
tor of P that corresponds to the eigenvalue 1 and, (b) its support includes every
node in the underlying graph. The following corollary summarizes the result.

Corollary 3.13. When the indicator matrix W is irreducible, the ranking vector
produced by NCDawareRank with P= ηH+µM, where η,µ positive real numbers
such that η+µ = 1 holds, denotes a well-defined distribution that assigns positive
ranking to every node in the graph.

¹¹Notice that if this was not the case, there would be a nonzero element in the block below the
diagonal necessarily.
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3.4.3 Primitivity Criterion for the Multiple Decompositions Case

In our discussion so far, we assumed that there has been defined only one decom-
position of the underlying space. However, clearly one can decompose the under-
lying space in more than one ways and incorporate these decompositions into the
model simply by introducing new inter-level proximity matrices M1, M2, . . . , MS
and associated parameters µ1,µ2, . . . ,µS . In this case, the final stochastic matrix
P, will be given by

P= ηH+µ1M1+ · · ·+µS MS +(1−η−
∑

i

µi )E, (3.27)

with η,µ1,µ2, . . . ,µS > 0 such that η+
∑

i µi ≤ 1. Besides the possible qualita-
tive benefits that come from this straightforward generalization, here we will prove
that multiple inter-level proximity matrices make it possible to achieve primitiv-
ity even when each of the inter-level components are incapable of doing so by
themselves. In particular, we get the following theorem:

Theorem 3.14 (Primitivity Criterion for the Multiple Decompositions Case).
Matrix P= ηH+µ1M1+ · · ·+µS MS, with η and µi positive real numbers such
that η+

∑
i µi = 1, is primitive if and only if the matrix

W′ =


A1
A2
...

AS

�R1 R2 · · · RS
�

is irreducible. Concretely, P ∈P ⇐⇒ W′ ∈ I.

Proof. Notice that matrix P can be written as follows:

P= ηH+µ1M1+ · · ·+µS MS

= ηH+µ
�
µ1

µ
M1+ · · ·+ µS

µ
MS

�
= ηH+µ

�
µ1

µ
R1A1+ · · ·+ µS

µ
RSAS

�

= ηH+µ
�µ1
µ R1

µ2
µ R2 · · · µS

µ RS

�
A1
A2
...

AS


= ηH+µR′A′, (3.28)
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with µ=
∑S

i=1µi . Hence, we see that the problem of determining the primitiv-
ity of matrix P in case of multiple decompositions is equivalent to the problem
of determining the primitivity of an NCDawareRank model admitting a single
decomposition with overlapping blocks, and with an inter-level proximity matrix
defined such that its rows propagate their importance according to an appropri-
ately weighted distribution to the blocks (the rows of matrix R′) and then uni-
formly to their included nodes (the rows of matrix A′). Therefore, Theorem 3.8
applies with the indicator matrix in this case being

A1
A2
...

AS

�µ1
µ R1

µ2
µ R2 · · · µS

µ RS

�
. (3.29)

Furthermore, since we are interested only in the irreducibility of this matrix we
can safely ignore the scalar multiplications in the formation of the second factor
and form the indicator

W′ ≜


A1
A2
...

AS

�R1 R2 · · · RS
�
. (3.30)

Indeed, the particular values of the strictly positive scalars µ1
µ , µ2

µ , . . . , µS
µ have no

effect to the position of the zero values in the corresponding inter-level proxim-
ity matrices, which is the only thing that can affect the primitivity of the final
stochastic matrix P [135, 167]. In conclusion we have,

W′ ∈ I ⇐⇒


A1
A2
...

AS

�µ1
µ R1

µ2
µ R2 · · · µS

µ RS

� ∈ I ⇐⇒ P ∈P,

which completes our proof.

The criterion of Theorem 3.14 requires testing the irreducibility of matrix
W′, which is a square matrix of order (K1 +K2 + · · ·+KS ), where KI denotes
the number of blocks in the decomposition that defines the inter-level proximity
matrix MI. Although for reasonable decompositions KI ≪ n holds for every
I , and therefore the above criterion can be tested very efficiently, here we show
that in case of multiple decompositions, the primitivity of matrix P is implied



3.4. Primitivity Analysis of NCDawareRank’s Teleportation Model 97

by certain properties of the factor matrices that are even easier to check. The
following theorem gives two sufficient conditions for primitivity.

Theorem 3.15 (Sufficient Conditions for Primitivity for the Multiple Decom-
positions Case). If at least one of the following is true:

(i) there exists an I such that the indicator matrix WI ≜AIRI is irreducible,
(ii) there exist 1≤ I ̸= J ≤ S such that AIR J > 0,

then matrix
P= ηH+µ1M1+ · · ·+µS MS,

with η and µi positive real numbers such that η+
∑
µi = 1, is primitive.

Proof. We will prove that if either one of the conditions (i) or (ii) hold, then
P ∈P. Let us start with condition (i):

Lemma 3.16. The irreducibility of any matrix WI, 1≤ I ≤ S implies the primitivity
of P. Concretely, WI ∈ I =⇒ P ∈P.

Proof. First remember that, as we argued in the proof of Theorem 3.8, every indi-
cator matrix WI has by definition positive diagonal elements and thus, whenever
matrix WI is irreducible it will also be primitive. Then, from Lemma 3.10 it im-
mediately follows that MI will also be primitive. Therefore, using Lemma 3.11,
we get the primitivity of matrix P which can be expressed as a linear combination
of primitive and stochastic matrices, and our proof is complete.

Let us now consider the case of condition (ii).

Lemma 3.17. The positivity of any matrix AIR J, 1≤ I , J ≤ S implies the primitivity
of the final stochastic matrix P. Concretely, AIR J > 0 =⇒ P ∈P.

Proof. Consider the matrix (µ1M1+ · · ·+µS MS)
S . Its multinomial expansion

gives:

(µ1M1+ · · ·+µS MS)
S =

S!∑
i=1

 
S∏

j=1

C Mσi ( j )

!
+ · · ·

=
S!∑

i=1

 
S∏

j=1

C Rσi ( j )
Aσi ( j )

!
+ · · ·

=
S!∑

i=1

C
�
Rσi (1)

Aσi (1)
· · ·Rσi (S)

Aσi (S)

�
+ · · · ,
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where C is the constant
∏
µi andσi a permutation of the set of integers [1, . . . , S].

Let us consider one of the (S − 1)! permutations that contain the product
AIR J. We will denote this permutation σi⋆ . By definition our factor matrices
are allowable, i.e. for every valid decomposition, matrices A and R are both
row- and column-allowable. Therefore, since by assumption AIR J > 0, and this
matrix is multiplied only by column-allowable matrices from the right, and by
row-allowable matrices from the left, from successive applications of Lemma 3.9
we get that the final matrix

Rσi⋆ (1)
Aσi⋆ (1)

Rσi⋆ (2)
Aσi⋆ (2)

· · ·Rσi⋆ (S)
Aσi⋆ (S)

,

will be strictly positive, and therefore matrix

(µ1M1+ · · ·+µS MS)
S

will be positive too, as a sum of a positive and non-negative matrices. This means
that matrix µ1M1 + · · ·+µS MS is primitive, and from lemma 3.11 it follows
that P is also primitive.

In conclusion we have showed that if either one of the conditions (i) and (ii)
is true, matrix P is primitive.

3.4.4 An Illustrative Example
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(a) Tiny Graph
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(b) M

Figure 3.8: In the left figure we see a tiny graph that admits a decomposition M
highlighted in the right subfigure. Same colored nodes belong to the same block
and are considered related according to a given criterion.
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To illustrate the above discussion, we give the following examples. First con-
sider the graph of Figure 3.8(a) that can be decomposed as seen in Figure 3.8(b).

The corresponding matrices R,A are the following:

R =



1/2 1/2 0
1/2 1/2 0
0 1 0
0 1/2 1/2
0 0 1
0 1/2 1/2
0 1 0

, A=

 
1 0 0 0 0 0 0
0 1/4 1/4 1/4 0 0 1/4
0 0 0 0 1/2 1/2 0

!
,

and the indicator matrix W is

W =AR =

1/2 1/2 0
1/8 3/4 1/8
0 1/4 3/4

 , (3.31)

which is an irreducible matrix. Thus, the proposed decomposition satisfies the
criterion of Theorem 3.8, and a well-defined random surfer model is produced
without resorting to the uniform teleportation matrix.

Let us now consider an example where multiple decompositions can be de-
fined. In Figure 3.9, we consider the same graph of our previous example, that
admits two new decompositions M(1),M(2).
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(b) M(1)
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(c) M(2)

Figure 3.9: In the left figure we see the tiny graph of our previous example that
can be decomposed as seen in the subfigures (b) and (c).
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For the first decomposition, we have

R1 =



1/2 1/2 0
1/2 1/2 0
0 1 0
0 1/2 1/2
0 0 1
0 1/2 1/2
0 1 0

, A1 =

 
1/2 1/2 0 0 0 0 0
0 0 1/3 1/3 0 0 1/3
0 0 0 0 1/2 1/2 0

!
,

with indicator matrix,

W1 =

1/2 1/2 0
0 5/6 1/6
0 1/4 3/4

 , (3.32)

which is reducible. Thus, the first decomposition alone does not satisfy Theo-
rem 3.8. For the second decomposition we have

R2 =



1 0 0
1 0 0

1/3 1/3 1/3
0 1 0
0 1 0
0 1 0
0 0 1

, A2 =

 
1/3 1/3 1/3 0 0 0 0
0 0 0 1/3 1/3 1/3 0
0 0 0 0 0 0 1

!
,

with indicator matrix

W2 =

7/9 1/9 1/9
0 1 0
0 0 1

 , (3.33)

which is again reducible. Therefore, neither decomposition M(2) alone could
ensure the primitivity of the final stochastic matrix P.

However, if one applies these two decompositions together, the final stochastic
matrix that corresponds to the random surfing model

P= ηH+µ1M1+µ2M2
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becomes primitive, since matrix W′:

W′ =
�

A1
A2

��
R1 R2

�

=


1/2 1/2 0 0 0 0 0
0 0 1/3 1/3 0 0 1/3
0 0 0 0 1/2 1/2 0

1/3 1/3 1/3 0 0 0 0
0 0 0 1/3 1/3 1/3 0
0 0 0 0 0 0 1





1/2 1/2 0 1 0 0
1/2 1/2 0 1 0 0
0 1 0 1/3 1/3 1/3
0 1/2 1/2 0 1 0
0 0 1 0 1 0
0 1/2 1/2 0 1 0
0 1 0 0 0 1



=


1/2 1/2 0 1 0 0
0 5/6 1/6 1/9 4/9 4/9
0 1/4 3/4 0 1 0

1/2 2/3 0 7/9 1/9 1/9
0 1/3 2/3 0 1 0
0 1 0 0 0 1

, (3.34)

is irreducible, and therefore it satisfies the criterion of Theorem 3.14.

Remark 2. Notice here that the conditions of Theorem 3.15 are not necessary for the
primitivity of the final stochastic matrix. For example for decompositions given in
Figure 3.9 none of the conditions of Theorem 3.15 is verified since:

A1R2 =

 1 0 0
1/9 4/9 4/9
0 1 0

≯ 0,

A2R1 =

1/2 2/3 0
0 1/3 2/3
0 1 0

≯ 0,

and we have seen that W1 and W2 are both reducible. Therefore, even if these condi-
tions are not met, the criterion of Theorem 3.14 should be checked.

3.5 Computing NCDawareRank: Algorithm and Theoretical
Analysis
Let us now proceed to the computation of the NCDawareRank vector. Of course
in the literature there have been proposed a plethora of methods for the com-
putation of the steady state distribution of a Markov chain [185]. Furthermore,
because of the similarity in the definitions between PageRank and NCDawar-
eRank, every algorithm or approach proposed for PageRank could be applied to
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the calculation of NCDawareRank as well¹². In fact, even Power Method which is
one of the most simple – and for good reasons frequently used [116] – approaches
for computing the PageRank vector, can be used successfully for the computation
of NCDawareRank. Indeed, the proposed factorization of matrix M ensures that
the final stochastic matrix can be expressed as a sum of sparse and low-rank com-
ponents, which makes the use of matrix-free approaches as the Power method,
particularly well-suited for Web-scale applications.

Here, however, we propose an approach that takes advantage of the particular
structural properties of our model in order to compute the final ranking vector
fundamentally faster, in the general case. Our approach is motivated by the ob-
servation made in §3.2.2, that under reasonable decompositions the NCDaware
dangling strategy respects the structure of the graph and avoids artificially con-
necting parts of the graphs that are in reality disconnected. We will see that this
is a very interesting property that can lead to mathematically elegant implications
that shed new light to the potential of heterogeneous handling of the dangling
nodes in the classic PageRank model as well.

In the following section we will discuss the conditions under which the Markov
chain that corresponds to NCDawareRank enjoys the properties of nearly com-
plete decomposability and lumpability with respect to the same coarse-level de-
composition.

3.5.1 Block-Level Decomposable NCDawareRank Models

Definition 3.18 (Block-Level Separability). When there exists a partition of the
NCD blocks, {D1,D2, . . . ,DK}, into L super-blocks called Aggregates,

B ≜ {B1,B2, . . . ,BL}, (3.35)

such that there exist no pair of nodes u ∈ BI , v ∈ BJ , I ̸= J for which [H]uv > 0
holds, the corresponding NCDawareRank model is called Block-Level Separable with
respect to partition B.

Theorem 3.19 (Decomposability of the NCDawareRank Chain). For every,
block-level separable NCDawareRank model with respect to a partition B, when the
value of the teleportation probability (1−η−µ) is small enough, the Markov chain
that corresponds to matrix P= ηH+µM+(1−η−µ)E, will be Nearly Completely
Decomposable subject to the partition of the nodes of the initial graph, into the L
aggregates {B1,B2, . . . ,BL}.

¹²Notice that the general NCDawareRank model can easily be brought in a form similar to
PageRank (we will use this in the proof of Theorem 3.23).
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Proof. The crucial observation is that when the model is block-level separable,
nodes belonging to different aggregates are communicating in the final Markov
chain only through the rank-one teleportation matrix E. Now taking into ac-
count the fact that the teleportation probability is typically chosen to be small,
the final stochastic matrix will be nearly completely decomposable with respect to
the partition B.

Concretely, let us assume that the rows and columns of matrix P, are organized
such that, nodes within the same aggregate occupy consecutive rows and columns
in P. It suffices to show that the maximum degree of coupling ϵ with respect to
the proposed partition, will be upper bounded by (1−η−µ) (see §2.2 for details).
By definition we have

ϵ=max
mI

 ∑
J ̸=I

n(J )∑
l=1

PmI lJ

!
,

with the RHS denoting the maximum probability with which the random surfer
leaves a setBI for another. Of course, when the model is block-level separable, this
can only happen through the teleportation matrix, which by definition is followed
by the random surfer with probability 1−η−µ.
Therefore, we have

ϵ=max
mI

 ∑
J ̸=I

n(J )∑
l=1

PmI lJ

!

=max
mI

 ∑
J ̸=I

n(J )∑
l=1

(1−η−µ)EmI lJ

!

= (1−η−µ)max
mI

 ∑
J ̸=I

n(J )∑
l=1

EmI lJ

!
≤ (1−η−µ)∥E∥∞
= (1−η−µ), (3.36)

which means that the maximum value of the degree of coupling between the L
aggregates will always be upper bounded by 1−η−µ. Therefore, for small enough
values of 1−η−µ, the maximum degree of coupling will be small and the corre-
sponding Markov chain will be nearly completely decomposable, which completes
the proof.

Notice that this effectively makes the overall model, multilevel nearly com-
pletely decomposable; with the decomposability of the outer-level being controlled
directly by the parameters of our model, whereas the decomposability at the lower-
level reflecting the topological characteristics that spontaneously occur [94] in the
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Web-graph. As a matter of fact, the “conformed” and symmetric way this outer-
level decomposability manifests itself, implies another property that is particularly
useful when combined with decomposability; the property of lumpability. Before
we proceed further, we briefly outline the definition of Lumpable Markov chains.

Lumpability

Let P be a transition matrix of a first-order homogeneous Markov chain, and
initial vector π⊺(0). Let

A= {A1,A2, . . . ,AR}
be a partition of the set of states. Each subset AI , I = 1, . . . , R can be considered
a state of a new process. If we use St , to denote the state occupied by this new
process at time t , the probability of a transition occurring at time t from state AI
to AJ , subject to the initial distribution being π⊺(0), can be denoted

PAIAJ
(t ) = Pr{St =AJ |St−1 =AI ∧ · · · ∧ S0 =AM }. (3.37)

The new process is called a lumped process [97]. Notice that the above probability
in the general case depends on the choice of the initial state.

Definition 3.20 (Lumpable Markov Chain). A Markov chain is called lumpable
with respect to a partition

A= {A1,A2, . . . ,AR},
if for every starting vector π⊺(0) the lumped process defined by (3.37) is a first-order
homogeneous Markov chain which does not depend on the choice of the initial state.

We are now ready to prove the following theorem.

Theorem 3.21 (Lumpability of the NCDawareRank Chain). In every block-
level separable NCDawareRank model with respect to partition B, the corresponding
Markov Chain is lumpable with respect to the same partition B.

Proof. It suffices to show that the probability of moving from a state i ∈ Bk to
the set Bℓ, i.e.

Pr{i → Bℓ}=
∑
j∈Bℓ

Pi j (3.38)

has the same value, for every i ∈ Bk , and that this holds for every k ,ℓ in [1, . . . , L]
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(see Kemeny and Snell [97] for a proof ). For ℓ ̸= k we have:

Pr{i → Bℓ}=
∑
j∈Bℓ

Pi j

=
∑
j∈Bℓ

�
ηHi j +µMi j +(1−η−µ)Ei j

�
=
�����*0
η
∑
j∈Bℓ

Hi j +
������*0
µ
∑
j∈Bℓ

Mi j +(1−η−µ)
∑
j∈Bℓ

Ei j (3.39)

= (1−η−µ)∑
j∈Bℓ

v j , for all i ∈ Bk , (3.40)

with the cancellation of the first two terms in (3.39), coming directly from the
definition of block-level separability together with the definition of proximal sets
(see §3.2). For ℓ= k we have:

Pr{i → Bk}=
∑
j∈Bk

Pi j

=
∑
j∈Bk

�
ηHi j +µMi j +(1−η−µ)Ei j

�
=
�����*

η
η
∑
j∈Bk

Hi j +
������*

µ
µ
∑
j∈Bk

Mi j +(1−η−µ)
∑
j∈Bk

Ei j

= η+µ+(1−η−µ)∑
j∈Bk

v j , for all i ∈ Bk . (3.41)

Thus, the criterion of lumpability is verified, and the proof is complete.

Remark 3. Notice that the block-level decomposability of an NCDawareRank model
applied to realistic Web-graphs is not restrictive. Especially if the NCD blocks cor-
respond to nodes of the graph forming weakly connected subgraphs. Then, using the
NCDaware handling strategy we proposed earlier¹³, results in a Block-Level Separable
NCDawareRank model with respect to the partition of the graph into different weakly
connected components.

In the sections to follow we will show that the particular structure and the
symmetries of the NCD Markov chain that corresponds to a block-level separable
NCDawareRank model, enables a useful analysis of our model into structurally
identical submodels which correspond to the block diagonal submatrices of P,

¹³Or, in fact, any other strategy chosen such that the support of the patching distribution of each
dangling node includes only nodes of the same weakly connected component.
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that can be studied in complete isolation and solved in parallel. In what follows
we will consider the general case where the model is block-level separable into
L aggregates. However, the algorithm we propose trivially covers the case where
L = 1, which is the expected outcome of using a strongly preferential dangling
node patching approach.

3.5.2 Exploiting the Block-Level Decomposability
Generally, the decomposability of a system into nearly uncoupled subsystems,
gives us the theoretical grounds to study each subsystem in isolation and then to
bring together the independent solutions in order to get a good approximation of
the overall system’s behavior (see Chapter 2). As before, we assume that the rows
and columns of matrix P are arranged such that nodes belonging to the same
aggregate BI are together. The first thing we have to do is to define rigorously
the exact way the strictly substochastic diagonal block matrices of P will be made
stochastic. In particular, the off block-diagonal elements of each row of P, have
to be added to each row of the diagonal blocks, in order to transform them to
stochastic matrices. This can be done in several ways, and it is known to have
an effect to the degree of the approximation one gets by analyzing each block
separately [185] (see our discussion in Chapter 2).

Our approach here is based on the theory of Stochastic Complementation [134,
135], which can provide exact results at the cost of a computationally expensive
construction of the appropriate stochastic matrices for the subsystems. While in
the general case, such approach is known to be more costly than other decompo-
sitional methods like Iterative Aggregation/Disaggregation Algorithms [79, 112,
127, 184, 185], in the sections to follow we will show that for our particular case,
it is not. And this is because we can express analytically the stochastic matrices of
the subsystems in terms of smaller NCDawareRank models applied to the corre-
sponding subgraphs, and also predict a priori the solution of the coupling matrix,
eliminating the need to (implicitly or explicitly) form it and compute its station-
ary distribution. For a brief overview of Meyer’s stochastic complementation the
reader can see our discussion in §2.4 (for detailed treatment the interested reader
is referred to [134, 185]).

3.5.3 Stochastic Complementation of the Aggregates
Let us consider the matrix P arranged so that nodes corresponding to the same
aggregate are in consecutive rows and columns:

P=


P11 P12 . . . P1L
P21 P22 . . . P2L
...

...
. . .

...
PL1 PL2 . . . PLL

 . (3.42)
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We use P⋆i to denote the i th column of blocks from which Pii is excluded, and
Pi⋆ to denote the i th row of blocks from which Pii is excluded. Furthermore, we
use P⋆i to denote the principal block submatrix of P obtained by deleting the i th

row and i th column of blocks from P. The stochastic complements Si of P are
equal to

Si ≜ Pii+Pi⋆(I−P⋆i )
−1P⋆i. (3.43)

Finally, the coupling matrix with respect to the decomposition {B1,B2, . . . ,BL}
is given by

C ≜


s⊺1P111 s⊺1P121 . . . s⊺1P1L1

s⊺2P211 s⊺2P221 . . . s⊺2P2L1
...

...
. . .

...
s⊺LPL11 s⊺LPL21 . . . s⊺LPLL1

 , (3.44)

where s⊺i is the stationary distribution of the stochastic complement Si. Let ξ⊺, be
the stationary distribution of the Markov chain with transition probability matrix
C. Then, from the disaggregation Theorem 2.8 the stationary distribution π⊺ of
P is given by

π⊺ =
�
ξ1s⊺1 ξ2s⊺2 · · · ξLs⊺L

�
. (3.45)

While in the general case the computation of the stochastic complements Si
is a computationally intensive task [135, 137] – which makes the above approach
for computing the stationary distribution π impractical – in our case we can ex-
press them directly as isolated NCDawareRank submodels. We prove this in the
following theorem:

Theorem 3.22 (Stochastic Complements as NCDawareRank Submodels). Each
stochastic complement Si coincides with the final matrix of a smaller NCDawareRank
model, with the same parameters η,µ, applied to the aggregate Bi , and using as tele-
portation vector the normalized version of the corresponding subvector of v.

Proof. Let us consider a block-level separable NCDawareRank model with final
matrix

P= ηH+µM+(1−η−µ)E,

organized as in equation (3.42). Its i th stochastic complement is given by

Si = Pii+Pi⋆(I−P⋆i )
−1P⋆i.

By the definition of the property of block-level separability, together with the
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definition of the NCD proximal sets we get,

Pii = ηHii+µMii+(1−η−µ)1v⊺i , (3.46)

Pi⋆ = (1−η−µ)1v⊺i⋆, (3.47)

P⋆i = (1−η−µ)1v⊺i , (3.48)

where we consider the teleportation vector v organized and partitioned according
to matrix P:

v⊺ =
�
v⊺1 v⊺2 · · · v⊺L

�
and we use vi⋆ to denote the vector arising from v, after deleting vi:

v⊺i⋆ =
�
v⊺1 · · · v⊺i−1 v⊺i+1 · · · v⊺L

�
.

From the stochasticity of P we get

(P⋆i+P⋆i )1= 1
P⋆i1+P⋆i 1= 1

P⋆i1= (I−P⋆i )1

⇒ (I−P⋆i )
−1P⋆i1= 1

⇒ (I−P⋆i )
−1(1−η−µ)1v⊺i 1= 1,

and if we take into account that in a well-defined NCDawareRank (or PageRank)
model, vi ̸= 0 holds (otherwise, the final stochastic matrix would be reducible),
we can finally get

(I−P⋆i )
−11=

1
v⊺i 1(1−η−µ)1. (3.49)

Thus, returning to the stochastic complement Si and substituting we get

Si = Pii+Pi⋆(I−P⋆i )
−1P⋆i

= ηHii+µMii+(1−η−µ)1v⊺i +(1−η−µ)1v⊺i⋆(I−P⋆i )
−1(1−η−µ)1v⊺i

= ηHii+µMii+(1−η−µ)1v⊺i +(1−η−µ)21v⊺i⋆
1

v⊺i 1(1−η−µ)1v⊺i

= ηHii+µMii+(1−η−µ)1v⊺i +
(1−η−µ)

v⊺i 1
1v⊺i⋆1v⊺i

= ηHii+µMii+(1−η−µ)1v⊺i +(1−η−µ)
1− v⊺i 1

v⊺i 1
1v⊺i

= ηHii+µMii+(1−η−µ) 1
v⊺i 1

1v⊺i

= ηHii+µMii+(1−η−µ)Eii. (3.50)
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Therefore, we can see that Si is the final stochastic matrix of an NCDawareRank
model over the subgraph Bi , considered in isolation:

Si = ηHii+µMii+(1−η−µ)Eii,

and our proof is complete.

3.5.4 Solving the NCDawareRank Submodels
For simplicity we suggest using the Power Method for the computation of the
steady state probability distribution. Another reasonable option would be to use
a decompositional approach such as Iterative Aggregation/Disaggregation which
is ideal to exploit the lower-level decomposability of submodels into the NCD
blocks. However, because of the sparseness of the involving components and for
simplicity of exposition, we will proceed with the Power Method, which in fact,
is known to be one of the most popular approaches to compute PageRank as well.
The algorithm is given below:

Algorithm 2 NCDawareRank for Subgraphs (H,A, R,π⊺(0),ε)

1. Let the initial approximation be π⊺(0). Set k = 0.
2. Compute

π⊺(k+1) =π
⊺
(k)P

= ηπ⊺(k)H+µπ
⊺
(k)RA+(1−η−µ)π⊺(k)E.

3. Normalize π⊺(k+1) and compute

r = ∥π⊺(k+1)−π⊺(k)∥1.

If r < ε, quit with π⊺(k+1), otherwise set k = k + 1 and go to step 2.

Each iteration of the Power Method involves a calculation that looks like this:

π̂⊺ =π⊺P

= ηπ⊺H︸ ︷︷ ︸
ΩH

+µπ⊺RA︸ ︷︷ ︸
ΩM

+(1−η−µ)���*1
π⊺1v⊺.

The extreme sparsity of the factors of matrix M, together with the fact that their di-
mension is normally orders of magnitude less than the number of pages¹⁴, suggest

¹⁴This is true for even fine-grained decompositions such as the one arising from site-based parti-
tioning.
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that the bottleneck of each iteration is by far the Sparse Matrix×Vector (SpMV)
product of the previous estimate with the normalized adjacency matrix H, i.e. it
holds

ΩH≫ΩM,

where we used ΩH (resp. ΩM ) to denote the number of floating point operations
needed for the computation π⊺H (resp. (π⊺R)A).

Finally, note here that the productsπ⊺H and (π⊺R)A of each iteration can be
computed in parallel, with the introduction of very small communication cost. All
these observations suggest that the computational overhead per iteration induced
by the inter-level proximity matrix, with respect to PageRank is practically very
small.

But what about the number of iterations till convergence?
It is known that the convergence rate of the Power Method applied to a

stochastic matrix depends on the magnitude of the subdominant eigenvalue, |λ2|.
Precisely, the asymptotic rate of convergence is the rate at which |λ2(P)|k → 0.
The following theorem bounds the subdominant eigenvalue of the NCDawar-
eRank matrix P.

Theorem 3.23 (Subdominant Eigenvalue of the NCDawareRank Matrix). The
subdominant eigenvalue of any NCDawareRank stochastic matrix P= ηH+µM+
(1−η−µ)E, is upper bounded by η+µ.

Proof. We define the matrix

Z ≜ 1
η+µ

(ηH+µM).

Notice that since matrices H and M are row-stochastic, matrix Z is also row-
stochastic:

Z1=
1

η+µ
(ηH+µM)1

=
1

η+µ
(ηH1+µM1)

=
1

η+µ
(η1+µ1) = 1.

Now, notice that we can express matrix P in terms of Z as follows:

P= α′Z+(1−α′)E, (3.51)

where α′ ≜ η+µ < 1 and E = 1v⊺, for some probability vector with non-zero
elements v⊺. But from the celebrated Google lemma¹⁵ (for a proof see [116]) we

¹⁵In fact the first proof of this result can be traced back to Brauer [32].
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know that if the spectrum of the stochastic matrix S is

{1,λ2, . . . ,λn},
then the spectrum of matrix G = αS+(1−α)1v⊺, where v⊺ a probability vector
with positive elements, is

{1,αλ2, . . . ,αλn}.
Thus, applying this result to matrix P expressed as in relation (3.51) implies that
its subdominant eigenvalue is

λ2(P) = α
′λ2(Z) = (η+µ)λ2(Z).

However, for every eigenvalue of a stochastic matrix, |λ| ≤ 1 holds (see [167]),
and the bound follows.

Assuming that the number of operations of a SpMV is twice the number of
non-zero elements of the sparse matrix involved and if we use nnz(·) to denote
the number of non-zero elements of a matrix, we get that the number of floating
point operations needed to satisfy a tolerance criterion ε is approximately

Ω=
Θ(nnz(H)) logε

log |η+µ| .

Convergence Tests

To test the effect of the introduction of the inter-level proximity matrix, we run
NCDawareRank introducing increasingly big values of µ while keeping the tele-
portation parameter 1− η−µ constant to 0.10; the criterion of convergence is
taken to be a difference in the L1-norm of successive estimations, lower than 10−8.
The results are presented in Table 3.2. We see that even for values of µ as low as
0.005, we have a drop of the number of iterations till convergence, and this drop
continues as µ increases and then stabilizes. This is true for all the datasets we
experimented on. These results and the fact that we want to avoid ignoring the
direct link structure, suggest that a good choice for parameter µ is a value near
0.10.

Table 3.2: Iterations till Convergence for Different Values of Parameter µ

µ= 0 0.005 0.01 0.05 0.10 0.15 0.20 0.25 0.30
cnr-2000 137 131 127 121 122 122 122 122 122
eu-2005 129 125 123 120 121 121 121 120 120

india-2004 135 129 125 117 117 117 117 117 117
uk-2002 131 127 124 122 122 123 123 123 123
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Figure 3.10: Number of iterations till convergence for different values of the tele-
portation probability.

Furthermore, we fix parameter µ to the value 0.10 and we test the conver-
gence of our algorithm against PageRank for different values of the teleportation
probability. Figure 3.10 reports the results. We see that the number of iterations
till convergence for our method is smaller than PageRank. Notice here, that while
theoretically the convergence rate upper bound is the same (for a given teleporta-
tion probability) for both methods, the introduction of the inter-level proximity
matrix makes NCDawareRank converge a bit faster.

To highlight their difference we present the percentage of the increase in itera-
tions needed till convergence in Figure 3.11. We observe that PageRank generally
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Figure 3.11: Relative convergence behavior for different values of the telepor-
tation probability. The figure reports the percentage increase of the number of
iterations needed by PageRank to converge with respect to NCDawareRank, for
teleportation probabilities in the range [0.01,0.15].

needs more iterations to converge, with the difference reaching up to 60% for the
smallest teleportation probability tested (0.01).

3.5.5 Analytical Solution of the Coupling Matrix

The only thing that we need in order to compute the final ranking vector is the
stationary distribution of the coupling matrix C. Thankfully, a careful exploita-
tion of the symmetries of our model, reveals that this matrix also has a convenient
structure that allows us to predict its unique stationary distribution analytically.
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Let us consider the elements of C. For its Ci i element it holds

Ci i = s⊺i Pii1

= s⊺i
�
ηHii+µMii+(1−η−µ)1v⊺i

�
1

= s⊺i
�
ηHii1+µMii1+(1−η−µ)1v⊺i 1

�
= s⊺i

�
η1+µ1+(1−η−µ)(v⊺i 1)1

�
= s⊺i

�
η+µ+(1−η−µ)(v⊺i 1)︸ ︷︷ ︸

scalar

�
1

=
�
η+µ+(1−η−µ)(v⊺i 1)

�
s⊺i 1

= η+µ+(1−η−µ)(v⊺i 1). (3.52)

For every Ci j , i ̸= j , we have:

Ci j = s⊺i Pij1

= s⊺i (1−η−µ)1v⊺j 1

= (1−η−µ)v⊺j 1. (3.53)

The final stochastic matrix C is, therefore, given by

C =


s⊺1P111 s⊺1P121 . . . s⊺1P1L1

s⊺2P211 s⊺2P221 . . . s⊺2P2L1
...

...
. . .

...
s⊺LPL11 s⊺LPL21 . . . s⊺LPLL1



=

η+µ+(1−η−µ)(v
⊺
11) . . . (1−η−µ)(v⊺L1)

...
. . .

...
(1−η−µ)(v⊺11) . . . η+µ+(1−η−µ)(v⊺L1)

 .

Notice that the elements of the final coupling matrix are independent of the
solutions of the stochastic complements, s⊺i . This follows directly by the outer-
level lumpability of matrix P. Furthermore, notice that matrix C can be written
in the following useful form:

C = (η+µ)I+(1−η−µ)1ξ⊺, (3.54)

with ξ⊺ defined to be equal to:

ξ⊺ ≜ �v⊺11 v⊺21 . . . v⊺L1
�

(3.55)

=
�∑

j∈B1
v j

∑
j∈B2

v j . . .
∑

j∈BL
v j
�
.
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Clearly matrix C has a very special structure. This enables us to find its sta-
tionary distribution analytically, without ever needing to form the matrix and
solve it computationally. The following theorem predicts this distribution and
proves its uniqueness.

Theorem 3.24 (Stationary Distribution of the Coupling Matrix). The unique
stationary distribution of C is ξ⊺:

ξ⊺ ≜ �v⊺11 v⊺21 . . . v⊺L1
�
,

where v is the teleportation vector of the model, used in the definition of the telepor-
tation matrix E.

Proof. We need to show that

ξ⊺C = ξ⊺,
ξ⊺1= 1,

hold, and that distribution ξ is the unique distribution that solves the above sys-
tem. The verification part can be done by straightforward calculations:

ξ⊺1=
�∑

j∈B1
v j

∑
j∈B2

v j . . .
∑

j∈BL
v j
�
1

=
∑

j

v j = 1, (3.56)

and

ξ⊺C = ξ⊺(η+µ)I+ξ⊺(1−η−µ)1ξ⊺

= (η+µ)ξ⊺+(1−η−µ)���>
1

ξ⊺1ξ⊺

= ξ⊺. (3.57)

Furthermore, since the irreducibility of P implies the irreducibility of C (see [185]),
the above stationary distribution is the unique stationary distribution of C and
the proof is complete.

3.5.6 Putting Everything Together: The Complete NCDawareRank
Algorithm

In light of Theorems 3.22 and 3.24, the final algorithm for the computation of
the NCDawareRank vector can be summarized as follows:
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Algorithm 3 NCDawareRank

Input: Matrices H,A, R and teleportation vector v.
Output: Ranking vector π.

1: Compute in parallel the stationary distributions of the stochastic comple-
ments Si

s⊺i = s⊺i Si

s⊺i 1= 1

using Algorithm 2 (or any other equivalent solver) with input Hii, Mii (i.e.
the corresponding rows of R and columns of A) and teleportation vector

1
v⊺i 1

v⊺i .

2: Form the solution of the coupling matrix ξ⊺, predicted by Theorem 3.24:

ξ⊺ =
�
ξ1 ξ2 . . . ξL

�
=
�
v⊺11 v⊺21 . . . v⊺L1

�
3: Combine the solutions to create the final ranking vector π:

π⊺ =
�
ξ1s⊺1 ξ2s⊺2 . . . ξLs⊺L

�
4: return π

3.5.7 An Illustrative Numerical Example

To illustrate the above algorithm we give the following numerical example. Let us
consider a tiny Web-graph with adjacency matrix

0 1 0 0 0 0 0 0
0 0 1 1 0 0 0 0
0 1 0 1 0 0 0 0
0 0 0 0 0 0 0 0
0 0 0 0 0 1 1 1
0 0 0 0 0 0 0 0
0 0 0 0 0 0 0 0
0 0 0 0 1 0 0 0


,

together with decomposition into 4 NCD blocks

{A1,A2,A3,A4,} ≡ {{v1, v2},{v3, v4},{v5, v6, v7},{v8}}.
The graph has three dangling nodes, that correspond to zero rows of the adjacency
matrix, therefore a stochasticity adjustment is needed and it will be done using our
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dangling strategy. In particular, we have

H =


0 1 0 0 0 0 0 0
0 0 1/2 1/2 0 0 0 0
0 1/2 0 1/2 0 0 0 0
0 0 0 0 0 0 0 0
0 0 0 0 0 1/3 1/3 1/3
0 0 0 0 0 0 0 0
0 0 0 0 0 0 0 0
0 0 0 0 1 0 0 0

+


0 0 0 0 0 0 0 0
0 0 0 0 0 0 0 0
0 0 0 0 0 0 0 0
0 0 1/2 1/2 0 0 0 0
0 0 0 0 0 0 0 0
0 0 0 0 1/3 1/3 1/3 0
0 0 0 0 1/3 1/3 1/3 0
0 0 0 0 0 0 0 0



=


0 1 0 0 0 0 0 0
0 0 1/2 1/2 0 0 0 0
0 1/2 0 1/2 0 0 0 0
0 0 1/2 1/2 0 0 0 0
0 0 0 0 0 1/3 1/3 1/3
0 0 0 0 1/3 1/3 1/3 0
0 0 0 0 1/3 1/3 1/3 0
0 0 0 0 1 0 0 0

. (3.58)

The factors of the inter-level proximity matrix M, defined using the above decom-
position into 4 NCD blocks are

R =



1 0 0 0
1/2 1/2 0 0
1/2 1/2 0 0
0 1 0 0
0 0 1/2 1/2
0 0 1 0
0 0 1 0
0 0 0 1


, A=

1/2 1/2 0 0 0 0 0 0
0 0 1/2 1/2 0 0 0 0
0 0 0 0 1/3 1/3 1/3 0
0 0 0 0 0 0 0 1

.

Choosing η = 0.85,µ = 0.1 and teleportation vector v = 1
81, the final NC-

DawareRank matrix P will be given by

P= 0.85H+ 0.1RA+ 0.05
1
8

11⊺

=



0.05625 0.90625 0.00625 0.00625 0.00625 0.00625 0.00625 0.00625
0.03125 0.03125 0.45625 0.45625 0.00625 0.00625 0.00625 0.00625
0.03125 0.45625 0.03125 0.45625 0.00625 0.00625 0.00625 0.00625
0.00625 0.00625 0.48125 0.48125 0.00625 0.00625 0.00625 0.00625
0.00625 0.00625 0.00625 0.00625 0.02292 0.30625 0.30625 0.33958
0.00625 0.00625 0.00625 0.00625 0.32292 0.32292 0.32292 0.00625
0.00625 0.00625 0.00625 0.00625 0.32292 0.32292 0.32292 0.00625
0.00625 0.00625 0.00625 0.00625 0.85625 0.00625 0.00625 0.10625


.

Notice that the model is block-level separable with respect to the partition of the
NCD blocks into two aggregates:

B = {{A1,A2},{A3,A4}}= {{v1, v2, v3, v4}{v5, v6, v7, v8}}= {B1,B2}.
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Therefore, we have

P=



0.05625 0.90625 0.00625 0.00625 0.00625 0.00625 0.00625 0.00625
0.03125 0.03125 0.45625 0.45625 0.00625 0.00625 0.00625 0.00625
0.03125 0.45625 0.03125 0.45625 0.00625 0.00625 0.00625 0.00625
0.00625 0.00625 0.48125 0.48125 0.00625 0.00625 0.00625 0.00625

0.00625 0.00625 0.00625 0.00625 0.02292 0.30625 0.30625 0.33958
0.00625 0.00625 0.00625 0.00625 0.32292 0.32292 0.32292 0.00625
0.00625 0.00625 0.00625 0.00625 0.32292 0.32292 0.32292 0.00625
0.00625 0.00625 0.00625 0.00625 0.85625 0.00625 0.00625 0.10625


,

and the maximum degree of coupling between the aggregates is ϵ = 0.025. The
stochastic complements S1, S2 using their definition are

S1 = P11+P1⋆(I−P⋆1)
−1P⋆1 =

0.0625 0.9125 0.0125 0.0125
0.0375 0.0375 0.4625 0.4625
0.0375 0.4625 0.0375 0.4625
0.0125 0.0125 0.4875 0.4875

,

and

S2 = P22+P2⋆(I−P⋆2)
−1P⋆2 =

0.029167 0.3125 0.3125 0.34583
0.32917 0.32917 0.32917 0.0125
0.32917 0.32917 0.32917 0.0125
0.8625 0.0125 0.0125 0.1125

.

Theorem 3.22 predicts that these stochastic complements can be expressed as NC-
DawareRank models of the subgraphs defined by the aggregates

{v1, v2, v3, v4} and {v5, v6, v7, v8},
using the same parameters η,µ and the normalized corresponding part of the
initial teleportation vector v. Indeed,

P1 = ηH11+µM11+(1−η−µ) 1
v⊺11

1v⊺1

= 0.85

0 1 0 0
0 0 1/2 1/2
0 1/2 0 1/2
0 0 1/2 1/2

+ 0.1

1/2 1/2 0 0
1/4 1/4 1/4 1/4
1/4 1/4 1/4 1/4
0 0 1/2 1/2


+0.05

1
1/2

1
1
1
1

 (1/4 1/4 1/4 1/4)

=

0.0625 0.9125 0.0125 0.0125
0.0375 0.0375 0.4625 0.4625
0.0375 0.4625 0.0375 0.4625
0.0125 0.0125 0.4875 0.4875


≡ S1, (3.59)
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and

P2 = ηH22+µM22+(1−η−µ) 1
v⊺21

1v⊺2

= 0.85

 0 1/3 1/3 1/3
1/3 1/3 1/3 0
1/3 1/3 1/3 0
1 0 0 0

+ 0.1

1/6 1/6 1/6 1/2
1/3 1/3 1/3 0
1/3 1/3 1/3 0
0 0 0 1


+0.05

1
1/2

1
1
1
1

 (1/4 1/4 1/4 1/4)

=

0.029167 0.3125 0.3125 0.34583
0.32917 0.32917 0.32917 0.0125
0.32917 0.32917 0.32917 0.0125
0.8625 0.0125 0.0125 0.1125


≡ S2,

as predicted.
The unique stationary distributions of S1, S2 are

s⊺1 =
�
0.0266 0.1870 0.3243 0.4621

�
,

s⊺2 =
�
0.3053 0.2839 0.2839 0.1270

�
.

The corresponding coupling matrix will be given by

C =
�

s⊺1P111 s⊺1P121

s⊺2P211 s⊺2P221

�
=
�

0.95 0.05
0.05 0.95

�
, (3.60)

resulting to a steady state distribution

ξ⊺ =
�
0.5 0.5

�
,

which is equal to �
v⊺11 v⊺21

�
,

as predicted by Theorem 3.24. Therefore the final ranking vector is

π⊺ =
�
0.0133 0.0935 0.1621 0.2310 0.1526 0.1419 0.1419 0.0635

�
,

which of course coincides with the direct solution of the stochastic matrix P, that
can be computed easily for such tiny graph by

π⊺ = 1⊺ (P+ 11⊺− I)−1 .
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3.5.8 Applying the Analysis to the Standard PageRank Model

Let us note here that all the analysis presented in this section holds for the tradi-
tional PageRank model too, provided that the rows that correspond to dangling
nodes are patched using a distribution that assigns positive probability only to
nodes originated from the same weakly connected component of the graph. We
call the class of handling strategies that satisfy this property “Confined Dangling
Strategies”.

The aggregates in this case are defined to be the weakly connected components
of the graph, and the stochastic complements are independent PageRank models
defined on the subgraphs, as in the NCDawareRank case. The following theorem
– the proof of which is completely analogous to our proofs presented earlier and
therefore skipped for the sake of tighter presentation – states this formally.

Theorem 3.25 (PageRank Under Confined Dangling Strategies). Under a con-
fined dangling strategy (or complete absence of dangling nodes), the Markov chain that
corresponds to the final stochastic matrix of the PageRank model

G = αH+(1−α)1v⊺,

satisfies the following:

• Lumpability. It is lumpable with respect to the partition of the nodes into weakly
connected components.
• Decomposability. For small enough teleportation probability, the chain is outer-

level nearly completely decomposable with respect to the same partition.
• Stochastic Complements as PageRank Models. The stochastic complements of

the accordingly organized matrix G are PageRank models with the same pa-
rameter α and teleportation vector 1

v⊺i 1
v⊺i , defined on each weakly connected

component in isolation.
• Coupling. The corresponding coupling matrix is independent of the stationary

distributions of the stochastic complements and it is given by

C = αI+(1−α)1ξ⊺, (3.61)

with the probability vector ξ, defined as above.
• PageRank vector. The unique stationary distribution of the chain i.e. the Page-

Rank vector π satisfies:

π⊺ =
�
ξ1s⊺1 ξ2s⊺2 . . . ξLs⊺L

�
.



3.6. Conclusions 121

3.6 Conclusions
The near complete decomposability of the Web has primarily been regarded as a
property that could be exploited to compute PageRank faster, or in a distributed
manner. Most approaches that exploit Web’s hierarchical nature for ranking, typi-
cally involve the creation of a new, coarser level Web-graph, on which afterwards,
standard ranking technologies are applied. HostRank and DirRank algorithms
proposed by Eiron et al.[52] follow this method. Xue et al.[195] construct a
multi-layer hierarchical graph and introduce a random walk model on this lay-
ered graph, which they use to calculate the importance of the coarser layer first
and then distribute this importance to the page layer.

NCDawareRank differs significantly, because it builds directly on the Page-
Rank model using the complete Web-graph, instead of aggregated versions that
may hide interesting aspects of its direct link structure. NCDawareRank considers
both the link structure and the hierarchical nature of the Web in a way that pre-
serves the mathematically attractive characteristics of PageRank and at the same
time manages to successfully alleviate many of its known problems. This was
verified by our experiments which show that the introduction of the inter-level
proximity matrix involved in NCDawareRank can help alleviate known prob-
lems many state-of-the-art link-analysis algorithms share, including Web Spam-
ming Susceptibility and Biased Ranking of Newly Emerging Pages. Furthermore,
unlike other hierarchical techniques, our framework has the flexibility to bring to-
gether heterogeneous decompositions of the underlying space on the same model
in a seamless manner. For example, one can incorporate different criteria of de-
composition like the language of a Web document, the category of its content, or
perhaps coarser level structural decompositions by simply introducing new inter-
level proximity matrices M1, M2, . . . and associated parameters.

Our approach here, was primarily theoretical. Using an approach based on
the theory of non-negative matrices, we study NCDawareRank’s inter-level prox-
imity model and we derive necessary and sufficient conditions, under which the
underlying decomposition(s) alone could result in a well defined ranking vector
– eliminating the need for uniform teleportation. Moreover, we explored several
theoretical implications that can arise from heterogeneous handling of the dan-
gling nodes like the one proposed here, we introduced the notion of the block-level
separability and we showed that it implies the outer-level near decomposability
and lumpability of the final chain. We show that block-level separable NCDawar-
eRank models can be solved very efficiently using a stochastic complementation
approach that leads to a straightforwardly parallel algorithm for the computation
of the sought-after ranking vector. The criteria for this to be true are easily met
by realistic datasets, since the notion of separability goes hand-in-hand with the
commonly occurring reducibility of the underlying graph, especially when the
categorization of nodes to NCD blocks is based on topological characteristics,
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as in the case of website-based partitioning. Finally, we show that our theoretical
results are directly applicable to the standard PageRank model subject to heteroge-
neous dangling strategies that are confined to use patching distributions assigning
positive probability only to nodes of the same weakly connected component.



Chapter 4

Random Surfing on
Multipartite Graphs

4.1 Introduction
Equipping an imaginary Random Surfer of the Web with the ability to teleport,
was Page et al.’s creative way to justify a mathematical necessity; the Teleporta-
tion Matrix. Despite being essential for ensuring the ergodicity of the underlying
Markov chain, the standard definition of this matrix treats the nodes of the graph
in a simplistic and “leveling” way that can prove counterintuitive – especially for
applications of the method on graphs of heterogeneous data. In this chapter, we
focus on multipartite graphs, which are known to provide good models for het-
erogeneous data [40, 66, 76, 87, 123], and building on the intuition behind our
NCDawareRank framework we modify the traditional teleportation model trying
to fulfill three goals: (a) achieve well-defined ranking using an intuitive teleporta-
tion scheme in terms of random surfing behavior, (b) ensure that the model can
be handled easily in order to be applicable in enormous datasets, and (c) provide
a model which is more “in-tune” with known eigencharacteristics of the graphs
under consideration. To this end, we propose BT-Rank; a simple model that
provides different teleportation behavior of the random surfer depending on the
node he is currently in. In particular, the teleportation model we propose assumes
that at each step the random surfer: with probability η follows the edges of the
graph; and with probability 1−η teleports to a node belonging to the same partite set
with the node he currently occupies. Interestingly, as we will explore in detail in the
sections to follow, this seemingly simple modification implies a wealth of new the-
oretical properties, many of which result in significant computational advantages
over PageRank.

123
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4.1.1 Chapter Overview and Summary of Contributions

In this chapter, we propose BT-Rank; a model for random surfing on multipartite
graph. In particular,

• We prove that our model results in an ergodic Markov chain and therefore
yields a well-defined ranking vector. We show that for reasonable values of
the teleportation parameter, the corresponding Markov chain is nearly com-
pletely decomposable into aggregates that can be made stochastic exclusively
through the teleportation model. This observation enables a nice time-scale
analysis of the stochastic dynamics of the random surfing process arising di-
rectly from the decomposability theorems of Simon and Ando, the careful
interpretation of which, gives invaluable information about the sought-after
ranking vector as well as insights on how to compute it.
• The alternative teleportation matrix can be handled very efficiently, since it

can be written in product-form in terms of two extremely sparse and low-
rank components. To exploit this fact we propose computing the final vec-
tor by an iterative procedure which needs to access our matrix only through
Sparse Matrix×Vector (SpMV) products – and thus, allows the final stochas-
tic matrix not to be explicitly computed and stored.
• We provide a rigorous analysis of our algorithm focusing on the most com-

monly occurring case of 2-chromatic graphs, for which we can predict ana-
lytically special spectral characteristics controlled by the parameters of our model.
Furthermore, based on the theory of lumpable Markov chains, we uncover
some useful eigenvector properties of our final stochastic matrix that can
guide us to make a smarter choice for the starting vector of our iterative
algorithm, leading to significantly faster convergence to the final ranking
vector.
• A comprehensive set of computational experiments, on real-world medium

and large-scale graphs indicate that the subtle computational overhead of
BT-Rank per iteration with respect to PageRank, is more than compensated
by the drop of the number of iterations till convergence to the final rank-
ing vector; our method was found to consistently outperform PageRank, in
every dataset we experimented on, with the computational time difference
being particularly emphatic, when we exploit lumpability.

The rest of this chapter is organized as follows: In Section 4.2 we define for-
mally our model, and we prove its ergodicity (Section 4.2.2) as well as its decom-
posability (Section 4.2.3) in the general case. The algorithm and its computational
and convergence analysis are presented in Section 4.3. Our experimental results
are presented in Section 4.4. Finally, in Section 4.5 we briefly review related work
and we conclude our presentation.
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4.2 Block Teleportation Model and Theoretical Properties
4.2.1 Definitions

Let G ≜ {V1,V2, ...,VK ,E} be a K-partite graph, i.e. a graph whose vertices can be
partitioned into K disjoint independent sets, V1,V2, ...,VK . In our model, each
partite set VI will be also referred to as a teleportation block; the nodes belonging
to each block, VI , are considered sharing a certain characteristic, chosen for the
particular problem at hand (e.g. in a 3-partite graph model of a recommender
database, the nodes of V1 may represent users, the nodes of V2 movies, the nodes
of V3 genres etc.). Clearly, every edge in E connects nodes that belong to different
teleportation blocks; furthermore, we assume that the set of blocks cannot be split
into two non-empty sets, such that there exist no edge between them.

Normalized Adjacency Matrix H. As in the traditional PageRank model, this
matrix depicts the relations between the nodes as they arise directly from
the dataset. In particular, matrix H is defined to be the row-normalized
version of the adjacency matrix of the graph, which we denote AG . Con-
cretely, matrix H is defined as follows:

H ≜ diag(AG1)−1AG , (4.1)

where 1 denotes a properly sized column vector of ones.

Block Teleportation Matrix M. Our teleportation matrix is created to provide
different teleportation behavior of the random surfer depending on the ori-
gin partite set of the node he is currently in. In particular, the i th row of
matrix M which denotes the teleportation probability vector of node vi ,
distributes evenly its mass between the nodes of the origin partite set of vi .
Concretely, the i j th element of matrix M, is defined as

Mi j ≜
¨ 1
|Mi | , if v j ∈Mi ,

0, otherwise,
(4.2)

where Mi denotes the origin partite set of vi .

Ranking Vector. The ranking vector produced by our model is defined as the left
Perron-Frobenius eigenvector of the stochastic matrix that brings together
the normalized adjacency matrix H, and the block teleportation matrix M.
Concretely, the final stochastic matrix, which we denote S, is given by

S ≜ ηH+(1−η)M (4.3)
≡ ηH+µM (4.4)

with η,µ> 0 and µ≜ 1−η.
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For the rest of this chapter, we opted for using the greek letter µ to denote the
teleportation probability 1−η, as in (4.4) in order to make the presentation more
tight and clear.

4.2.2 Well-Defined Ranking
In the standard PageRank model the teleportation matrix serves the purpose of
ensuring that the final stochastic matrix corresponds to an ergodic Markov chain.
As a result, the ranking vector produced by PageRank becomes well-defined as it
corresponds to its unique stationary distribution. In the following theorem, we
show that the same thing holds for our block teleportation model also.

Theorem 4.1 (Ergodicity of the BT-Rank Chain). The ranking vector produced by
our model is a well defined vector that corresponds to the unique stationary distribution
of the Markov chain with transition probability matrix S.

Proof. From the decomposition theorem of Markov chains we know that the state
space S of every chain, can be partitioned uniquely as

S = T ∪ C1 ∪ C2 ∪ . . . , (4.5)

where T is the set of transient states, and the Ci are irreducible closed sets of
persistent states [75]. Thus, it suffices to show that T = ; and that there exists
only one irreducible closed set of persistent states which is also aperiodic.
Proof of Irreducibility. We choose a persistent state, i , and we denote the set that
contains it, C. Note that since S is finite there will always exists at least one
persistent state (and in particular it will be non-null persistent [75]). We will
prove that starting from i , one can visit every other state of the Markov chain –
and therefore, every state in the chain, belongs to C.

Assume, for the sake of contradiction, that there exists a state j outside the
set C. This, by definition, means that there exists no path that starts in state i and
ends in state j . Here, we will show that it is always possible to construct such a
path.

Let vi be the node corresponding to state i , and v j the node corresponding
to state j . Also let Hi denote the set that contains the adjacent nodes of vi . We
must have one of the following cases:

v j ∈Mi : States i , j belong to the same teleportation block and thus they are
directly connected through matrix M. In particular, the conditional prob-
ability of visiting state j given that we are in i is

Pr{i → j }= Si j =µMi j > 0.
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v j /∈Mi : The states belong to different teleportation blocks and we distinguish
the following cases:

1. v j ∈ Hi . Obviously the states i , j are directly connected and the
conditional probability of visiting j given that we are in i is:

Pr{i → j }= Si j = ηHi j > 0.

2. v j /∈ Hi but M j ∩Hi ̸= ;. Let j ′ be a state in M j ∩Hi . In this
case, there exists the path

i → j ′→ j ,

with probability

Pr{i → j ′→ j }= ηHi j ′ ·µM j ′ j > 0.

3. v j /∈ Hi and M j ∩Hi = ;. In this case j is neither connected
to i nor it belongs to a neighboring set of states. However, from the
definitions of our model, it holds that there exists a sequence of blocks

Mi ,Mt1
,Mt2

, . . . ,Mtm
,M j ,

with the property for every pair of consecutive blocks in the sequence
there exists at least one edge between nodes that belong to these blocks.
Let the corresponding sequence of edges be the following:

ei v1
, ev ′1v2

, ev ′2v3
, . . . , ev ′m j .

Without loss of generality, we assume

v1 ̸= v
′
1, v2 ̸= v

′
2, . . . , vm ̸= v

′
m ,

which presents the worst case scenario. Notice that the existence of
the above sequence together with the definitions of matrices H and
M imply that the corresponding consecutive states communicate, and
as a result there exists a path of positive probability between states i
and j

i
H−→ v1 −→M v

′
1

H−→ v2 −→M v
′
2 · · · → v

′
m

H−→ j .

In conclusion, there will always be a positive probability path starting from
state i and ending in state j . But because state i is persistent and belongs to the
irreducible closed set of states C, state j belongs to the same irreducible closed set
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of states too. This contradicts our assumption. Thus, there exist no states outside
the irreducible closed set C, and the irreducibility part of our proof is complete.

Proof of Aperiodicity. It is known that the period of a state i is defined to be
the greatest common divisor of the epochs at which a return to the state is pos-
sible [75]. When the period of every state is one, the chain is called aperiodic.
Thus, taking into account the fact that aperiodicity is a class property (see [75])
it suffices to take any given state and show that it is possible to return to it in
consecutive time epochs.

In our model this can be seen readily because the diagonal elements of matrix S
are – thanks to the block teleportation matrix M – all greater than zero; therefore,
for any state and for every return trajectory to that state of length m, there exists
another possible trajectory of length m+ 1, that follows a self loop at any of the
intermediate states. In other words, every state in the Markov chain is aperiodic,
as needed.

In conclusion, we have proved that the Markov chain that corresponds to
matrix S is irreducible and its states are non-null persistent and aperiodic. This
makes the chain ergodic, and from the Perron-Frobenius theorem it follows that
its largest eigenvalue – which is equal to 1 – is unique and it can be associated with
strictly positive left and right eigenvectors. Therefore, the ranking vector produced
by our model is uniquely determined as the (normalized) left eigenvector of S
that corresponds to the eigenvalue 1, and its support includes every node in the
underlying graph.

4.2.3 Decomposability of Matrix S

Let us define a partition of the nodes into aggregates that correspond to the con-
nected components of the underlying graph; it is intuitively apparent that when
the teleportation parameter is small the resulting matrix will be nearly completely
decomposable subject to the same decomposition, since the maximum degree of
coupling between the aggregates will be upper bounded by the teleportation pa-
rameter µ. The following theorem states exactly that.

Theorem 4.2 (Decomposability of the BT-Rank Chain). When the value of the
teleportation parameter µ is small enough, the Markov chain corresponding to matrix
S is Nearly Completely Decomposable with respect to the partition of the nodes of the
initial graph, into different connected components.

Proof. Let us consider a general graph, in which there are L connected compo-
nents, G = {G1,G2, . . . ,GL}. Let us assume that the rows and columns of the
corresponding matrix S, are organized such that, nodes within the same con-
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nected component occupy consecutive rows and columns in S. It suffices to show
that the maximum degree of coupling ϵ, with respect to the proposed partition,
is strictly less than µ.

For simplicity we write matrix S as:

S =A+B,

where A contains the block diagonal elements of S (with respect to the underlying
decomposition) and B the off-block diagonal elements. Using the above notation
we see that the maximum degree of coupling is equal to

ϵ=max
mI

 ∑
J ̸=I

n(J )∑
l=1

SmI lJ

!
=max

i

 ∑
j

Bi j

!
= ∥B∥∞.

Notice that in our model ϵ denotes the maximum probability with which the
random surfer leaves a connected component for another. Of course this can
only happen through the teleportation matrix, which by definition is followed by
the random surfer with probability µ. Thus, the maximum possible value for ϵ
will always be strictly less than µ, as needed (see Figure 4.1 for a small example).
Therefore, for small enough values ofµ, the maximum degree of coupling between
the aggregates will be small and the corresponding Markov chain will be nearly
completely decomposable, which completes the proof.

4.2.4 Stochasticity Adjustment of the Aggregates
In order to get a well formulated NCD model, we must define rigorously the exact
way the strictly substochastic diagonal block matrices of S will be made stochastic.
Let us note here that the stochastic complementation approach used in Chapter 3
does not seem to result in a similarly convenient, analytically predicted submodel.
However, since the coupling between the different connected components in this
case is also based solely on the teleportation model, the stochastic complemen-
tation of the diagonal blocks of S can arise naturally and conveniently by the
definition of a new block teleportation model from the scratch within each con-
nected component. And even though this does not yield exact results through
perfect disaggregation, in the section to follow we will see that for ranking pur-
poses the time-scale analysis of the random surfing process predicted by Simon-
Ando theory, gives us the theoretical grounds to study each submodel in isolation
producing almost identical ordering, with the complete model.

To express our stochastic subsystems formally, we define a matrix X, such that

S̃ ≜A+X = diag{S(G1), S(G2), . . . , S(GL)},
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Figure 4.1: Example graph with two connected components. Dashed lines show
the teleportation probabilities that connect the two aggregates. The maximum
degree of coupling ϵ is equal to 2

3µ.

where S(GK ) is the final stochastic matrix of our model defined for the subgraph
GK . Then, we can write

S =A+B =A+X+B−X
= S̃+ ϵQ, (4.6)

which gives us an expression for matrix Q ≜ 1
ϵ (B−X), and concludes the defi-

nition of our NCD model.
We are now ready to show how this observation about our model enables

a time-scale dissociation of the random surfing process’s transient behavior to-
wards equilibrium. Our analysis is based on the seminal results of Simon and
Ando [178] (see our discussion in §2.2). For our case in particular, the analysis
that follows gives us information about the properties of the sought-after limiting
surfing distribution as well as insights on how to compute it.
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4.2.5 Stochastic Dynamics of the Random Surfing Process
Let us consider a matrix S that can be brought to the form of equation (4.6) and
the stochastic processes

π⊺(t ) =π
⊺
(t−1)S,

and
π̃⊺(t ) = π̃

⊺
(t−1)S̃.

The Simon-Ando theorems [178] predict that for sufficiently small ϵ the dynamic
behavior of the stochastic processπ⊺(t )may be dissociated into four stages, that can

be traced into the eigencharacteristics of matrices S t and S̃ t . The interpretation
of these stages in terms of our random surfing process is given below:

Short-term Dynamics. The evolution of S t and S̃ t with t , for small t , is mostly
governed by the smallest eigenvalues of both matrices that are close to each
other. Thus, π⊺(t ) and π̃⊺(t ) evolve similarly.

Short-term Equilibrium. The small eigenvalues of S t and S̃ t have vanished while
the L predominant eigenvalues of S t remain close to unity. A similar equi-
librium is being reached within each subgraph of S and S̃.

Long-term Dynamics. The preponderantly varying part of S t , now, involves its
eigenvalues λ2, . . . ,λL. The whole graph moves towards equilibrium under
the influence of the weak interactions among subgraphs, but the relative
values in the short-term equilibria within the subgraphs are approximately pre-
served.

Long-term Equilibrium. The Perron-Frobenius eigenvalue of S t dominates all
others. A global equilibrium is attained in the complete graph. The final
ranking vector is reached.

Notice that when our model enjoys the short- and long-term equilibrium
characteristics presented above, one can study each subgraph in isolation, knowing
that the conditional ranking vector he finds will reveal pairwise relations within
the subgraph that will stand over the complete graph – even if the absolute final
ranking scores are different.

As we proved in Theorem 4.2, the decomposability of our model is ensured
by parameter µ being sufficiently small. But how small should it be for the above
four stages to be clearly distinguishable?

As discussed by Courtois in [44], the aggregates must be able to reach equilib-
rium while the λt

2, . . .λt
L remain close to unity. In NCD systems the aggregates

may be adequately studied using the block diagonal submatrices of S̃, and since
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the convergence to equilibrium of the completely decomposable subsystems is
controlled by their subdominant eigenvalues, a necessary condition for the above
analysis to hold is the modulus of λL(S) to be larger than the modulus of the
maximum subdominant eigenvalue of the block diagonal submatrices of S̃. Con-
cretely,

|λL(S)|>max
I
|λ2(S̃II)|. (4.7)

Thankfully, for the usual values of η,µ (including the canonical value for η= 0.85
proposed by the authors of PageRank [151]) the above condition is typically satis-
fied – as was the case for every dataset we experimented on. In the following sec-
tion we report some related experimental results for a number of publicly available
datasets.

4.2.6 Experimental Verification of NCD
In order to confirm the properties predicted by the near complete decomposabil-
ity of our model, we perform the following experiment. We take six disconnected
bipartite graphs¹⁶ and we run our algorithm on the complete graph as well as the
three largest aggregates (which account for the vast majority of the nodes in each
dataset), using the canonical value for η= 0.85. Then, we take each of the ranking
vectors and we calculate its correlation with the corresponding subvectors arising
from the complete graph. The metrics used for this comparison are the Kendall’s
τ and Spearman’s ρ correlation coefficients – two intuitive nonparametric corre-
lation indices that have been widely used within the Web community for ranking
comparisons. The value of τ and ρ is 1 for perfect match and -1 for reversed
ordering. Table 4.1 reports the results.

Table 4.1: Ranking Correlation Tests

τ ρ

Dataset Name 1st 2nd 3rd 1st 2nd 3rd
Amazon-Ratings 0.99 1 1 1 1 1

DBLP 0.99 1 1 1 1 1
Stack Overflow 0.98 1 1 1 1 1

BookCrossing-Ratings 0.98 1 1 1 1 1
Wikinews(en) 0.99 1 1 1 1 1

Youtube 0.99 1 1 1 1 1

We see that the rankings produced for each aggregate in isolation, imply (near)
identical orderings with those arising from the complete graph. The results are

¹⁶The datasets come from the collection [113]. For more information about these datasets, due
to space constrains we refer the reader to http://konect.uni-koblenz.de/

http://konect.uni-koblenz.de/
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in accordance with our theoretical analysis presented in §4.2.5, and validate the
dissociation of the random surfing process’s dynamics into the four stages we pre-
dicted. Notice here, that the solution of the subgraphs in isolation (i.e. the solu-
tion of the diagonal blocks of S̃) captures the short-term equilibria of the complete
random surfing process which, as can be seen by our results, are indeed preserved
as the complete system moves towards its steady state.

4.3 Algorithm and Computational Analysis
One of the most convenient characteristics of PageRank’s teleportation model,
is that it can be managed very efficiently from a computational point of view.
Thankfully, the same thing holds for the new teleportation model we propose. In
particular, matrix M is by definition a rank-K matrix (where K is the number of
partite sets in the graph) and as a result it can be factorized to a product of K-
dimensional matrices. If we rearrange the rows and columns of M such that the
nodes belonging to the same part to be together, it becomes clear that matrix M
can be written as R∆R⊺ with matrices R ∈Rn×K and∆ ∈RK×K be defined as
follows:

R ≜ diag(1|V1|,1|V2|, . . . ,1|VK |), (4.8)

∆≜ diag(1/|V1| 1/|V2| · · · 1/|VK |). (4.9)

Notice that the number of non-zero elements that we need to store for matrix
∆ is only K , and for matrix R, only n (all equal to 1). Therefore, given that matrix
H, is typically very sparse, the final stochastic matrix S can be expressed as a sum of
sparse and low-rank components, which makes the use of iterative methods ideal
for the extraction of the stationary distribution. The final algorithm is presented
below (Algorithm 4).

The extreme sparsity of the factors of M, together with the fact that in our
algorithm this matrix is accessed only through matrix-vector products, imply that
the number of floating point operations per iteration will be dominated by the
SpMV product with the normalized adjacency matrix H. Thus, the number of
operations per iteration arising from our algorithm is asymptotically the same with
the corresponding number of operations involved in the application of the power
method for the computation of the traditional PageRank.

The number of iterations till convergence, on the other hand, is controlled
by the spectral characteristics of the particular stochastic matrix. Concretely, each
iteration of the algorithm effectively updates the estimation of the ranking vector
as follows:

π⊺(k+1)←π⊺(k)S,

whereπ⊺(0) an arbitrary initial stochastic vector. The final ranking vector is defined
as the limiting distribution that arises if we let our random surfer jump from node
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Algorithm 4 Block Teleportation Rank

Input: H, M ∈ Rn×n , scalars η,µ > 0 such that η+µ = 1, and convergence
tolerance ε.

Output: π⊺

1: Let the initial approximation be π⊺(0). Set k = 0.
2: Compute

π⊺(k+1)←π⊺(k)H
ϕ⊺←π⊺(k)M

π⊺(k+1)← ηπ⊺(k+1)+µϕ
⊺

3: Normalize π⊺(k+1) and compute

r = ∥π⊺(k+1)−π⊺(k)∥1
4: If r < ε, quit with π⊺(k+1), otherwise set k = k + 1 and go to step 2.

to node following the transition probabilities of matrix S, forever. That is,

π⊺ = lim
k→∞π

⊺
(k).

It can be proved that the rate at which π⊺(k) → π⊺ depends on the modulus of
the subdominant eigenvalue of matrix S [186]. In particular, the asymptotic rate
of convergence to the limiting distribution, is the rate at which |λ2(S)|k → 0.
Therefore, the number of floating point operations needed to satisfy a tolerance
criterion ε, may be obtained approximately from

Ω=
Θ(nnz(H)) logε

log|λ2(S)| . (4.10)

Thus, the time complexity of our method is controlled by the spectral character-
istics of matrix S. But what can we say about the spectrum of matrix S?

From Theorem 4.1 we know that

|λ2(S)|< 1,

for every η,µ > 0 such that η+ µ = 1, holds. In the general case this is the
furthest we can go without delving into specific details of the particular graph
under consideration, which are generally not known in advance.

Thankfully, for the significant and widely occurring class of K-partite graphs
with chromatic number, χ (G) = 2, we can dig a little deeper. After reviewing
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relevant literature [40, 66, 76, 87, 123] and having experimented with a large
number of realistic datasets publicly available on the Web [113], we find that in
the vast majority of realistic modeling scenarios the corresponding multipartite
graphs fall into this category, which includes the widely common bipartite graphs
as well as every multipartite graph that has a tree-like block structure.

4.3.1 Convergence Analysis

In this section, we explore the spectral characteristics of the class of matrices S
that correspond to 2-chromatic graphs. Although, Algorithm 4 will converge
for any block teleportation model yielding a well-defined ranking vector, in our
subsequent analysis we assume that the graphs under consideration are connected.

Let us note that this assumption does not harm the generality of our results,
since, in case there exist more than one connected components, the implied de-
composability of the model gives us the theoretical grounds for computing the
ranking vectors for each connected component separately – and in parallel – us-
ing Algorithm 4. Then, if need be, we can combine the independent solutions
using the steady state probabilities of the coupling matrix [44, 185] that accounts
for the way these aggregates interact with each other. Let us also note that since
we are interested in the relevant rankings of the correspondent nodes in the final
ranking vector, it is not necessary to resort to iterative aggregation/disaggregation
methods [186]; a single aggregation step is enough.

The following theorem sheds a little more light to the spectral characteristics
of matrix S arising from graphs fulfilling the above assumptions. In particular,
we predict analytically the existence of an eigenvalue, which for realistic values
of parameters η,µ, is likely to denote the subdominant eigenvalue of the final
stochastic matrix.

Theorem 4.3 (BT-Rank Eigenvalue Property). Assuming G is a connected graph
for which χ (G) = 2 holds, the spectrum of the stochastic matrix S is such that −η+
µ ∈ λ(S)
Proof. When G is connected, matrix H is irreducible [135, 167]. Furthermore,
since the graph is 2-chromatic, it can be reduced graph-theoretically to a bipartite
form [31], with the different teleportation blocks split into two partite sets of
possibly heterogeneous nodes. The rows and columns of matrices H and M are
considered arranged accordingly.

Notice that a random walk on this graph results in a periodic Markov chain
with period d = 2 (see [119]). Therefore, from the Perron-Frobenius theorem [75,
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167] we know that

λ1(H) = 1, (4.11)

λ2(H) = e2iπ/d = e iπ =−1. (4.12)

The Perron eigenvalue, λ1, is associated with the eigenvector 1 whereas the eigen-
value λ2, with an eigenvector which we denote v. Turning our attention to the
eigenvector v we get the following useful lemma.

Lemma 4.4. If v is the eigenvector of H such that Hv = (−1)v holds, then |v| is
collinear with 1.

Proof. Let us consider the element-wise absolute value of v. We have

|v|= |(−1)v|= |Hv| ≤ |H||v|=H|v|
⇒ |v| ≤H|v|. (4.13)

We will show that in fact, |v|=H|v|. Rewriting Equation (4.13) gives

(H− I) |v| ≥ 0.

Assume, for the sake of contradiction that there exists some v, such that (H− I) |v|>
0. Then, multiplying from the left with the stationary distribution of H, π⊺H
would give

(H− I) |v|> 0
π⊺H (H− I) |v|> 0�
π⊺HH−π⊺H

� |v|> 0�
π⊺H −π⊺H

� |v|> 0
0> 0, (contradiction).

Thus, (H− I) |v|> 0 is false and as a result (4.13) becomes

H|v|= |v|.
This means that |v| is a right eigenvector of H associated with the eigenvalue 1,
and therefore |v| is a multiple of 1, as needed.

The above lemma gives us a hint on how eigenvector v is supposed to “look
like”. Since its corresponding element-wise absolute value vector is a multiple of
1, vector v must have equal in magnitude non-zero elements. Furthermore, from
the Perron-Frobenius theorem we know that 1 is the only non-negative eigen-
vector of H (see [135]), therefore vector v must have positive as well as negative
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elements with equal magnitudes. Using this information and the symmetries of
our problem, helps us determine exactly vector v, and to verify that it also de-
notes an eigenvector of our block teleportation matrix M. Lemma 4.5 states this
observation concretely.

Lemma 4.5. Vector v

v≜ [
#nodes of 1st partite set︷ ︸︸ ︷

1 1 1 · · · 1

#nodes of 2nd partite set︷ ︸︸ ︷−1 − 1 · · · − 1]

is an eigenvector of both row-stochastic matrices H and M. In particular, (−1,v) is
an eigenpair of matrix H, and (1,v) is an eigenpair of matrix M.

Proof. Let n′ be the number of nodes and K ′ the number of blocks in the first
partite set. The proof can be done by straightforward calculations. In particular,
for matrix H we have

Hv=
�

0 H12
H21 0

��
1n′−1n−n′

�
=
�−H121n−n′

H211n′

�
=
�−1n′

1n−n′

�
=−v.

Similarly, for matrix M we get

Mv=


M11 0 0 . . . 0

0 M22 0 . . . 0
0 0 M33 . . . 0
...

...
... . . .

...
0 0 0 . . . MKK





1n1
...

1n′K−1nK′+1
...
−1nK



=



M111n1
...

MK′K′1nK′−MK′+1K′+11nK′+1
...

−MKK1nK


=



1n1
...

1nK′−1nK′+1
...
−1nK


=
�

1n′−1n−n′

�
= v,

and the proof is complete.

Now let us define a nonsingular matrix

Q ≜ �1 v X
�
, (4.14)
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which contains in its first two columns the eigenvectors that correspond to the
principal and the subdominant eigenvalues of matrix H. Also let

Q−1 ≜

y⊺1
y⊺2
Y⊺

 . (4.15)

We then have Q−1Q = I, which can be usefully expressed asy⊺11 y⊺1v y⊺1X

y⊺21 y⊺2v y⊺2X

Y⊺1 Y⊺v Y⊺X

=
1 0 0

0 1 0
0 0 I

 . (4.16)

Now, if we consider the similarity transformation of our stochastic matrix,
Q−1SQ, and taking into consideration Lemma 4.5 and the identities (4.16), we
have

Q−1SQ =Q−1 (ηH+µM)Q
= ηQ−1HQ+µQ−1MQ

= η

y⊺1H1 y⊺1Hv y⊺1HX

y⊺2H1 y⊺2Hv y⊺2HX

Y⊺H1 Y⊺Hv Y⊺HX

+µ
y⊺1M1 y⊺1Mv y⊺1MX

y⊺2M1 y⊺2Mv y⊺2MX

Y⊺M1 Y⊺Mv Y⊺MX


= η

y⊺11 (−1)y⊺1v y⊺1HX

y⊺21 (−1)y⊺2v y⊺2HX

Y⊺1 (−1)Y⊺v Y⊺HX

+µ
y⊺11 y⊺1v y⊺1MX

y⊺21 y⊺2v y⊺2MX

Y⊺1 Y⊺v Y⊺MX


=

η 0 ηy⊺1HX

0 −η ηy⊺2HX

0 0 ηY⊺HX

+
µ 0 µy⊺1MX

0 µ µy⊺2MX

0 0 µY⊺MX


=

1 0 ηy⊺1HX+µy⊺1MX

0 −η+µ ηy⊺2HX+µy⊺2MX

0 0 ηY⊺HX+µY⊺MX

 . (4.17)

From which we directly get that, −η+µ is an eigenvalue of matrix S, and
our proof is complete.

Remark 4. Notice that for usual values of the parameters η ∈ [0.8,0.95] and µ ∈
[0.05,0.2], the modulus of the eigenvalue predicted by Theorem 4.3, is big enough
to very likely be the subdominant eigenvalue of matrix S, i.e. the eigenvalue that
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controls the number of iterations till convergence to the stationary distribution. Indeed,
as can be seen from our proof, the only realistic way for −η+µ to not represent the
subdominant eigenvalue of S is if λ3(H) is very close to unity. Notice that this denotes
the mathematical “fingerprint” of an underlying NCD stochastic system, and can be
dealt with, by further decomposition of the problematic graph. Fortunately, this was
not the case for any of the connected graphs we experimented on, where we find that
the spectrum of matrix H is such that −η+µ is the subdominant eigenvalue of S.

Remark 5. Suppose we have a graph with more than one connected components.
Notice that when the eigenvalue predicted by Theorem 4.3 denotes the subdominant
eigenvalue of every connected aggregate, and assumingµ< 1/2 holds, condition (4.7)
is always fulfilled. This fact, arises directly from the observation that for ϵ < 1/2,
|λL(S)| will be bigger than 1− 2ϵ (see Courtois [44]). Thus, if we take into account
that in our case ϵ will always be strictly less than µ (see the proof of Theorem 4.2), we
get

|λL| ≥ 1− 2ϵ > 1− 2µ= η+µ− 2µ= η−µ.

4.3.2 Choosing the Starting Vector

Regardless of the choice of the initial stochastic vector, Theorem 4.1 certifies that
Algorithm 4 will eventually converge to π⊺. In this section, we will see that uti-
lizing carefully the symmetries of the Markov chain that arise from our novel
teleportation model, can result to even faster convergence. The key observation
is that under the assumptions discussed above, our chain also enjoys the property
of Lumpability; and this, if exploited carefully, allows us to take a glimpse of the
properties of the sought-after vector π⊺.

First, notice that since the graph is 2-chromatic, it can be reduced graph-
theoretically to a bipartite form [31], with the nodes split into two partite sets
containing elements originated from possibly different teleportation blocks. This
defines a partition of the nodes, which corresponds to a partition of the states of
our Markov chain which we will denote:

A≜ {A1,A2}. (4.18)

We get the following theorem:

Theorem 4.6 (Lumpability of the BT-Rank Chain). The final Markov chain of
our model that corresponds to a 2-chromatic graph, is lumpable with respect to the
partition A defined above.
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Figure 4.2: Example graph with 3 teleportation blocks. The final Markov chain
defined over this graph is lumpable into 2 lumps highlighted in the middle graph.
We also see the corresponding stochastic matrix S arranged so that nodes of the
same lump occupy consecutive rows and columns.

Proof. It suffices to show that the probability of moving from a state i ∈ A1 to
the set A2, i.e.

Pr{i →A2}=
∑
j∈A2

Si j (4.19)

has the same value, for every i ∈ A1, and that the probability of moving from a
state i ∈A2 to the set A1, i.e.

Pr{i →A1}=
∑
j∈A1

Si j (4.20)

has the same value, for every i ∈A2 (see Kemeny and Snell [97] for a proof ). Let
us consider the first part:

Pr{i →A2}=
∑
j∈A2

�
ηHi j +µMi j

�
= η

∑
j∈A2

Hi j +µ
∑
j∈A2

Mi j . (4.21)

The second term of the RHS is equal to 0, since by the definition of our telepor-
tation model the random surfer can only teleport to nodes belonging to the same
block. The first term, on the other hand, equals η, as a result of the stochastic-
ity of H and the fact that the outgoing edges of our graph connect only vertices
belonging to different partite sets. Thus,

Pr{i →A2}=
∑
j∈A2

Si j = η, for all i ∈A1.

Following exactly the same path one can show that (4.20) equals to η, also. Thus,
the criterion of lumpability is verified, and the proof is complete.
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Besides being interesting from a purely theoretical point of view, the lumpabil-
ity of our model carries the potential of letting us have a first look to the properties
of our final ranking vector.

Theorem 4.7 (Property of the Perron Eigenvector of a BT-Rank Chain). When
the final Markov chain is lumpable with respect to partition A, the left Perron-
Frobenius eigenvector of the corresponding stochastic matrix S has the property, the
sum of the elements that correspond to nodes in the first lump of states to be equal to
the sum of the elements that correspond to nodes in the second lump of states.

Proof. For simplicity and without loss of generality, we assume that the rows and
columns of the stochastic matrix S are arranged such that all the nodes in the first
lump correspond to the first |A1| rows and columns of S.

Let π⊺ be the unique left eigenvector that corresponds to the Perron eigen-
value of S. By definition it holds

π⊺S =π⊺. (4.22)

Now, taking into account the arrangement of matrix S, if we multiply from the

right with matrix
�

1A1
0

0 1A2

�
we get

π⊺S
�

1A1
0

0 1A2

�
=π⊺

�
1A1

0
0 1A2

�
π⊺
�

S11 S12
S21 S22

��
1A1

0
0 1A2

�
=π⊺

�
1A1

0
0 1A2

�
π⊺
�
µM11 ηH12
ηH21 µM22

��
1A1

0
0 1A2

�
=π⊺

�
1A1

0
0 1A2

�
π⊺
�
µM111A1

ηH121A2

ηH211A1
µM221A2

�
=
�
π⊺11A1

π⊺21A2

�
�
π⊺1 π⊺2

��µ1A1
η1A1

η1A2
µ1A2

�
=
�
π⊺11A1

π⊺21A2

�
.

Then solving the last system taking into consideration that π⊺ denotes a proba-
bility vector and that η+µ= 1, we get

π⊺11A1
=π⊺21A2

, (4.23)

and our proof is complete.

Translating this result to our random surfer model, implies that in the long
run the percentage of time the random surfer spends being in the nodes of lump
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A1 equals the percentage of time he spends being in the nodes of lump A2. No-
tice that one could readily utilize Theorem 4.7, choosing an initial vector for Al-
gorithm 4, that satisfies Equation (4.23), in the hope of decreasing the expected
number of iteration till convergence. A simple selection, that makes no other
assumptions about the graph is

π⊺(0) =
� 1

2|A1|1
⊺
A1

1
2|A2|1

⊺
A2

�
. (4.24)

In our computational tests, presented in the following section, we will see that the
resulting benefit from following this approach is, in fact, very significant.

4.4 Experimental Evaluation
The experimental evaluation of our method was done using a number of publicly
available datasets, originated from many different application areas. Appendix A
contains more information about the datasets used for our computational experi-
ments, including simple diagrams illustrating their block structure. Every dataset
used throughout this chapter can be downloaded from [159] (MovieLens20M),
from [2] (Yahoo!R2Music) and from the collection [113] (the rest).

As we discussed in §4.2.3, when we have disconnected graphs, Algorithm 4
can be applied for each aggregate in isolation. Then, the independent solutions can
come together based on the interactions between the subgraphs. Of course, this
reduces the dimensionality of the problem and lowers the computational burden
for computing the final ranking vector; especially if we take into account the fact
that the calculation of the rankings of the aggregates can be done in parallel. Here,
in order to test the computational implications arising solely from the use of our
novel teleportation model, we run our model against the standard PageRank with
uniform teleportation on six datasets modeled by connected multipartite graphs.
Our experiments were done in Matlab on a 64bit machine with 24GB RAM.

We consider two versions of our method, denoted Block Teleportation
and Block Teleportation(NoLump). The first version exploits the lumpabil-
ity of the Markov chain using the starting vector (4.24), whereas the second one is
using the standard uniform starting vector. Figure 4.3 shows the number of iter-
ations needed by the algorithms to converge – up to a difference in the L1-norm
lower than 10−6 – for values of parameter η in the range [0.75,0.95].

The difference in the number of iterations is very large. Notice that even
in the second case, where we do not exploit lumpability, our method constantly
converges in less than half iterations than PageRank. And this was true for every
dataset and for every value of η tested. The exploitation of lumpability, however,
makes the difference in convergence speed even larger, with our method exhibit-
ing, at the same time, very modest increase of iteration steps with η.

The same picture was observed in Figure 4.4 where we report the time needed
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Figure 4.3: Number of iterations till convergence for different values of parameter
η.

for the computation of the ranking vectors in each case. As expected, the factor-
ization of our teleportation model (see §4.3), makes the SpMV product with M
in each iteration cost significantly less than the SpMV product with H, which
is also needed for the computation of standard PageRank. Thus, the actual wall-
clock timing difference of the methods, boils down to the difference of number
of iterations till convergence, which are significantly less in our case, due to the
spectral effects of our block teleportation model.
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Figure 4.4: Execution time for different values of parameter η.

4.5 Conclusions
The vast majority of applications of PageRank in the literature adopt the tradi-
tional rank-one teleportation matrix that is defined using, either the standard uni-
form vector proposed by Page et al. [151] or, in some cases, an application-specific
teleportation vector [6, 180, 190]. Recently, Gleich and Rossi [68] proposed a
dynamical system reformulation of PageRank that incorporates a time-evolving
teleportation vector. In every case, the teleportation model remains rank-one. In
Chapter 3 we proposed NCDawareRank framework, a generalization of PageRank
that includes a more complex low-rank teleportation model designed to highlight
the decomposable structure of the Web graph, and we studied the conditions un-
der which it obviates the need for uniform teleportation.

In this chapter, we exploit the approach behind the NCDawareRank frame-
work in order to propose a model for random surfing on multipartite graphs. The
simple alternative teleportation model we propose accounts for the heterogene-
ity of the nodes and results in an ergodic Markov chain yielding a well-defined
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ranking vector. We explore analytically our model’s implications and we uncover
several nice theoretical properties, that affect the final stochastic matrix in a com-
putationally redeemable way. This was verified by our experiments in several
real-world datasets, where we found that our method consistently outperforms
PageRank, in every case considered.
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Chapter 5

EigenRec: An Efficient
and Scalable Latent
Factor Family for
Ranking-based
Collaborative Filtering

5.1 Introduction
Recommender Systems (RS) are information filtering systems designed to help
online users “clear the fog” of information overload. Given a set of users, a set of
items and implicit or explicit ratings that express how much a user likes or dis-
likes the items he has already seen, recommender systems try to either predict the
ratings of the unseen user-item pairs, or provide a list of items that the user might
find preferable. Out of several different approaches to building RS, Collaborative
Filtering (CF) is widely regarded as one of the most successful ones. The great
impact of CF on Web applications, and its wide deployment in important com-
mercial environments, have led to the significant development of the theory over
the past decade, with a wide variety of algorithms and methods being proposed
[21, 49, 163].

Despite their success in many application settings, ranking-based CF tech-
niques encounter a number of problems that remain to be resolved. One of
the most important such problems that presents a fundamental obstacle towards
achieving high-quality Top-N recommendations, arises when available data are
insufficient for identifying similar elements and is commonly referred to as the
Sparsity problem. Sparsity is known to impose severe limitations to the quality of
recommendations [21], and to decrease substantially the diversity and the effec-
tiveness of CF methods – especially in recommending unpopular items (Long-Tail
problem) [202]. Unfortunately, sparsity is an innate RS characteristic since in the
majority of real-world applications, users interact with only a minuscule subset of
the available items, with the problem being aggravated even more, by the fact that
newcomers with no ratings at all, are frequently added to the system. The latter
is commonly referred to as the cold-start problem and is known to be responsible
for significant degradation of CF performance [4, 164].

149
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While traditional CF techniques such as neighborhood models are very sus-
ceptible to sparsity, Graph-Based methods manage to cope a lot better. The fun-
damental characteristic that makes the methods of this family well-suited for al-
leviating problems related to limited coverage and sparsity is that they allow RS
entities that are not directly connected, to “influence” each other by propagating
information along the edges of a graph model of the dataset [49]. Then, the tran-
sitive relations captured in this way, can be used to recommend items either by
estimating measures of proximity between the corresponding nodes [61, 73, 88]
or by computing node similarity scores between them [60, 61, 126].

Despite being promising in dealing with sparsity problems, the unprecedented
growth of the number of users and listed items in modern e-commerce applica-
tions make many graph-based CF techniques suffer serious computational and
scalability issues. Latent Factor methods, on the other hand, present a more feasi-
ble alternative [49, 70, 107, 162, 188]. The fundamental hypothesis behind using
latent factor models for building recommender systems is that users’ preferences
are influenced by a set of “hidden taste factors” that are usually very specific to the
domain of recommendation [108, 162]. These factors are generally not obvious
and might not necessarily be intuitively understandable. Latent factor algorithms,
however, can infer those factors by the user’s feedback as depicted in the rating
data. Generally speaking, the methods of this family work by projecting the el-
ements of the recommender database into a denser subspace that captures their
most meaningful features, giving them the power to relate previously unrelated
elements, and thus making them less vulnerable to sparsity [49].

Although the majority of latent factor related work was done for prediction-
based recommendations, one very successful latent factor algorithm for Top-N
recommendation is PureSVD, proposed by Cremonesi et al. in [46]. This algo-
rithm considers all missing values in the user-item rating matrix, R, as zeros, and
produces recommendations by estimating R by the factorization

R̂ =UfΣfQ
⊺
f
, (5.1)

where, Uf is an n × f orthonormal matrix, Qf is an m × f orthonormal ma-
trix, and Σf is an f × f diagonal matrix containing the f largest singular values.
The rows of matrix R̂ contain the recommendation vectors for every user in the
system. Cremonesi et al. [46], after evaluating PureSVD’s performance against
various latent factor-based algorithms and neighbourhood models, found that it
was able to produce better Top-N recommendations compared to sophisticated
matrix factorization methods [107, 109] and other popular CF techniques.

However, despite showing promising qualitative results and being fairly simple
to apply, PureSVD as presented in [46], does not lend itself into fertile generaliza-
tions, nor does it leave room for qualitative improvements. The method behaves
like an enigmatic “black box” that takes as an input the rating matrix, and out-
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puts its low-rank estimate based on the truncated singular value decomposition;
almost like a “happy accident” that effectively perturbs the previously zero values
of R in a way that induces a meaningful personalized ranking. But is there a more
fruitful way to look at PureSVD? A way that can give more intuition about how it
works and how it can be improved?

Here, we try to shed more light to these questions by exploring the algorithmic
inner workings of the method; our aim is to expose the modeling “scaffoldings”
behind its mathematical structure, while building PureSVD from scratch. In-
terestingly, as we will see, our approach provides an illustrative reformulation of
the model that paves the path towards a straightforward generalization to a whole
family of related methods – which we denote EigenRec – that can lead to qualita-
tively superior, and computationally attractive Top-N recommendation schemes.

5.1.1 Chapter Overview and Summary of Contributions
Our main contribution here is the proposal of EigenRec; a latent-factor-based
collaborative filtering family for Top-N recommendations that contains PureSVD
as a special case.

• EigenRec works by building a low-dimensional subspace of a novel inter-
element proximity matrix, the intuition behind which lays at the heart of
PureSVD. This matrix is designed to be simple, easily handleable from a
computational point of view, and at the same time able to allow the nec-
essary modeling freedom for achieving significantly better qualitative out-
comes with respect to the standard PureSVD.
• One of the primary concerns of this work pertains to the computability

of our method in realistic big-data recommendation scenarios. Our new
modeling approach implies immediate computational gains with respect to
PureSVD, since it reduces the computation of a truncated singular value de-
composition to the solution of a simple symmetric eigenvalue problem ap-
plied to a significantly lower-dimensional matrix. Our latent-factor model is
built using a computationally efficient Krylov subspace procedure – namely
the Lanczos Method. We discuss in detail its parallel implementation in a dis-
tributed environment and we perform several computational experiments
using real-world datasets that verify the efficiency of our approach, ensuring
its applicability in the large-scale.
• We conduct a comprehensive set of qualitative experiments on the Yahoo

and MovieLens datasets and we show that our method produces recom-
mendations that outperform several state-of-the-art methods, in widely used
metrics, achieving high-quality results even in the considerably harder task
of recommending Long-Tail items. EigenRec displays low sensitivity to the
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sparsity of the underlying space and shows promising potential in alleviating
a number of related problems that occur commonly in recommender sys-
tems. This is true both in the very interesting case where sparsity is localized
in a small part of the dataset – as in the New-Users problem, and in the case
where extreme levels of sparsity are found throughout the data – as in the
New-Community problem.

The rest of this chapter is organized as follows: In Section 5.2, we revisit
PureSVD and we “rediscover” it under different modeling lenses in order to set
the intuitive grounds behind the EigenRec approach; its mathematical details are
presented rigorously in Section 5.3. In Section 5.4 we present the EigenRec algo-
rithm, we comment on its computational complexity and we delve into the details
behind its parallelization. Our computational tests are presented in Section 5.5.
The qualitative evaluation of EigenRec, including experimental methodology,
metrics definition, a detailed discussion of the competing recommendation meth-
ods, as well as Top-N recommendation results in standard, long-tail and cold-start
scenarios are presented in Section 5.6. Finally, in Section 5.7 we comment briefly
on related literature and in Section 5.8 we conclude our presentation.

5.2 From PureSVD to EigenRec
Let us consider the full singular value decomposition of the ratings matrix R:

R =UΣQ⊺, (5.2)

where, U is an n× n orthonormal matrix, Q is an m×m orthonormal matrix,
andΣ is an n×m rectangular diagonal matrix containing the singular values. The
columns of matrix U are eigenvectors of RR⊺, and the columns of matrix Q are
eigenvectors of R⊺R. The min(n, m) singular values on the diagonal of Σ are the
square roots of the nonzero eigenvalues of both RR⊺ and R⊺R, in descending
order.

Let us now multiply equation (5.2) from the right with matrix Q,

RQ =UΣQ⊺Q
RQ =UΣ, (5.3)

since by the orthonormality of Q, we have Q⊺Q = I.
Now if we use If to denote the f × f identity matrix and we multiply again

from the right with the m×m matrix
� If 0

0 0

�
, we get

R
�
Qf 0

�
=U

�
Σf 0
0 0

�
⇒ RQf =UfΣf, (5.4)
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where Qf, Uf,Σf, are exactly the same matrices involved in the definition of Pure-
SVD, as well. Therefore, substituting equation (5.4) in (5.1) gives

R̂ = RQfQ
⊺
f
. (5.5)

Similarly, if we multiply equation (5.2) from the left with matrix U⊺, we get

U⊺R =U⊺UΣQ⊺

U⊺R =ΣQ⊺, (5.6)

since by the orthonormality of U, we have U⊺U = I.
Now if we multiply this time from the left with the n × n matrix

� If 0
0 0

�
we

get �
U⊺

f
0

�
R =

�
Σf 0
0 0

�
Q⊺

⇒U⊺
f
R =ΣfQ

⊺
f
. (5.7)

Substituting equation (5.7) in (5.1) gives

R̂ =UfU
⊺
f
R. (5.8)

Relations (5.5) and (5.8) show that the recommendation matrix of PureSVD
can be expressed only in terms of the ratings matrix and either matrix Qf alone, or
matrix Uf alone. As we discussed earlier, matrix Qf contains the orthonormal set
of eigenvectors that correspond to the f principal eigenvalues of the symmetric
matrix R⊺R, and matrix Uf contains the orthonormal set of eigenvectors that
correspond to the f principal eigenvalues of the symmetric matrix RR⊺. A closer
look at matrices R⊺R and RR⊺ reveals that their elements have a very intuitive
interpretation in the recommender systems parlance. In particular,

R⊺R =


users

items – r⊺i –

× 
items
|

users rj|



=


items

items ·
 ∥ri∥∥rj∥︸ ︷︷ ︸

scaling

·cosθi j︸ ︷︷ ︸
similarity

.

Thus, the i j th element of R⊺R can be interpreted as the standard cosine-based
inter-item similarity score, scaled up by a factor related to the popularity of the items
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i , j as expressed in the ratings matrix. Similarly,

RR⊺ =


items

users – u⊺i –

× 
users
|

items uj|



=


users

users ·
 ∥ui∥∥uj∥︸ ︷︷ ︸

scaling

·cosϕi j︸ ︷︷ ︸
similarity

,

where the i j th element of RR⊺ can be interpreted as the standard cosine-based
inter-user similarity score, scaled up by a factor related to the past behavior of the users
i , j as expressed by the number and the magnitude of their ratings.

Therefore, the latent factor model of PureSVD is essentially built from the
eigendecomposition of a scaled cosine-based inter-user or inter-item similarity
matrix.

From a purely computational perspective, this observation reduces the extrac-
tion of PureSVD’s recommendation matrix to the calculation of the f principal
eigenvectors of a min(m, n)×min(m, n) symmetric matrix; a fact that decreases
significantly the overall computational and storage needs (§5.4.2). From a mod-
eling perspective, the above observation places PureSVD in the center of a family
of latent factor methods that can readily be obtained using inter-element prox-
imity matrices that allow (a) different similarity functions and (b) different scaling
functions. We denote this family EigenRec, and we will show that it can lead to
high-quality results even in challenging recommendation scenarios (§5.6).

In the following section we proceed to the rigorous definition of EigenRec
and its constituent parts. Since in the majority of realistic applications the number
of items is much smaller than the number of the users (and it also scales better), we
choose to focus to the item-based view. Of course, an exactly analogous approach
can result in a user-based application of our method when preferable.

5.3 EigenRec Recommendation Framework
5.3.1 Definitions

Let U = {u1, u2, . . . , un} be a set of users and V = {v1, v2, . . . , vm} a set of items.
Let R be a set of tuples ti j = (ui , v j , ri j ), where ri j is a non-negative number
referred to as the rating given by user ui to the item v j , and let R ∈Rn×m be a
matrix whose i j th element contains the rating ri j if the tuple ti j belongs in R,
and zero otherwise. These ratings can either come from the explicit feedback of
the user or inferred by the user’s behavior and interaction with the system.
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Inter-Item ProximityMatrix A. We first need to define a matrix that captures the
relations between the elements of the itemspace. Following the discussion in the
previous section, we define a symmetric matrix A ∈ Rm×m whose i j th element
is given by

Ai j ≜ ξ (i , j ) ·κ(i , j ), (5.9)

where ξ (·, ·) : V×V 7→ [0,∞) is a symmetric scaling function andκ(·, ·) : V×V 7→
R is a symmetric similarity function.
Recommendation Matrix Π. The final recommendation matrix contains the rec-
ommendation vectors for each user in the system. Concretely, for each user ui
the corresponding personalized recommendation vector is given by

π⊺i ≜ r⊺i VV⊺, (5.10)

where r⊺i the ratings of user ui and V ∈ Rm× f is the matrix whose columns
contain the f principal orthonormal eigenvectors of the inter-item proximity ma-
trix A. Notice that since matrix A is real and symmetric, we can always choose
its eigenvectors such that they are real, orthogonal to each other and have unity
norm. The computational aspects of building matrix V efficiently are discussed in
detail in §5.4. Below we discuss possible choices for the scaling and the similarity
components of the inter-item proximity matrix A.

5.3.2 Scaling Component
The definition of the scaling function can be done in many different ways, subject
to various aspects of the recommendation problem at hand. Here, we are utilizing
this function as an easy way to control how much the inter-item proximity scores
are affected by the prior popularity of the items involved. This was found to
be very important for the overall recommendation quality as we will see in the
experimental section of this chapter. In particular, for the scaling function ξ (·, ·),
we use the simple symmetric function

ξ (i , j )≜ (∥ri∥∥rj∥)d . (5.11)

Notice that the definition of the scaling function allows the final inter-item prox-
imity matrix to be written in the following form:

A= SKS, (5.12)

where

S ≜ diag
��∥r1∥ ∥r2∥ . . . ∥rm∥

��d

, (5.13)

and where matrix K (the i j th element of which is defined to be κ(i , j )), contains
the pure similarity scores.
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5.3.3 Similarity Component
The definition of the similarity matrix K can be approached in several different
ways, depending on the particular nature of the recommendation task, possible
computational restrictions etc. Note that the final offline computational cost of
the method may depend significantly on the choice of matrix K. For example,
given that the inter-item proximity matrices can be relatively dense, in applications
where the number of the items is extremely large there may arise storage as well as
computational issues. Furthermore, the use of involved statistical techniques e.g.
to learn sophisticated kernels or incorporate content-based meta-information etc.
implies additional burden, which may prove prohibitively large for many realistic
big-data recommendation scenarios.

Having this in mind, in this work we propose using three simple similarity
matrices that can be applied easily and are able to achieve high-quality results,
namely (a) the Cosine Similarity (as in the standard PureSVD), (b) the Pearson-
Correlation Similarity and finally (c) the Jaccard Similarity.

Cosine Similarity Kcos. In this case, the similarity function κ(·, ·) is defined to
be the cosine of the angle between the vector representation of the items
vi , v j

Ki j ≜ cos(vi , v j ). (5.14)

One of the particularly useful properties of Kcos is that it can be expressed
as a product of extremely sparse matrices, ensuring significant advantages
in terms of both storage and computability. In particular, its i j th element
can be expressed as follows:

Ki j ≜ cos(vi , v j ) = r⊺i rj(∥ri∥∥rj∥)−1

= r⊺i rjS
−1
i i S−1

j j ,

which allows the final inter-item proximity matrix A to be written as:

A= SKcosS =W⊺W, (5.15)

where

W ≜ R diag
��∥r1∥ ∥r2∥ . . . ∥rm∥

��d−1

. (5.16)

Pearson Similarity Kpc. The similarity score between two items vi and v j is de-
fined as the i j th element of matrix Kpc which is given by

Ki j ≜
Ci jÆ
Ci i C j j

, (5.17)
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with Ci j denoting the covariance between the vector representation of the
items vi , v j . For the purposes of computing the latent space, this matrix
will be accessed only through Matrix×Vector (MV) products, thus, it is
useful to express Kpc in terms of sparse components. In particular, taking
advantage of the properties of the covariance – and after a little bit of algebra
– the final matrix Kpc can be written as:

Kpc ≜ D(R⊺R− nµµ⊺)D, (5.18)

where
D ≜ diag{R⊺R− nµµ⊺}−1/2, (5.19)

and µ, the vector containing the mean ratings of the items.

Jaccard Similarity Kjac. The Jaccard similarity index between two items is de-
fined as the ratio of the number of users that have rated both items to the
number of users that have rated at least one of them. Concretely,

Ki j ≜
|Ri ∩R j |
|Ri ∪R j | , (5.20)

where Ri the set of users that have rated item i . As with the two previous
similarity matrices, Kjac can also be brought in a more useful matrix form,
which allows us not to compute and store it explicitly. Concretely, if we use
Y to denote the matrix whose i j th element is 1 if and only if Ri j > 0, and
zero otherwise, matrix Kjac can be expressed as follows:

Kjac ≜ Y⊺Y⊘ (1y⊺+ y1⊺−Y⊺Y) , (5.21)

where y denotes a vector containing the number of ratings of each item,
and ⊘, the Hadamard division operator.

Having defined the basic components of our model, we are now ready to pro-
ceed to the discussion of the computational aspects behind building the low-
dimensional subspace.

5.4 Building the Latent Space
The specific properties of our model (symmetry and sparsity), make Krylov Sub-
space Methods [71] ideal candidates for building the latent space and producing
the recommendation lists efficiently. In particular, we employ the Lanczos algo-
rithm [114], an iterative Krylov subspace method for solving symmetric eigen-
value problems. In the subsections to follow we delve into the details behind
the application of the Lanczos method, we discuss its parallel implementation in
distributed computing environments and we evaluate experimentally its compu-
tational performance.
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5.4.1 The Algorithm
Given a matrix A ∈Rm×m and an initial unit vector q, the corresponding Krylov
subspace of size ℓ is given by

Kℓ(A,q)≜ range{q,Aq,A2q, . . . ,Aℓ−1q}. (5.22)

By forming an orthogonal basis for Kℓ, Krylov subspace methods can be used to
solve several types of numerical problems. In this section we describe the applica-
tion of Lanczos algorithm for building our latent factor subspace, V.

The algorithm starts by choosing a random starting vector q and builds up an
orthogonal basis Qj of the Krylov subspace, one column at a time. In the new
orthogonal basis Qj the operator A is represented by a real symmetric tridiagonal
matrix,

Tj =


α1 β1

β1 α2
. . .

. . . . . . β j−1
β j−1 α j

 , (5.23)

which is also built up one row and column at a time [14], using the recurrence,

AQj =QjTj+ re⊺j , with Q⊺j r= 0. (5.24)

In exact arithmetic, orthogonality of the Krylov subspace is performed implicitly
by the elegant three-term recurrence (5.24). However, in most real-case appli-
cations of Lanczos, orthogonality of the Krylov subspace is maintained explicitly
by re-orthogonalization. Since our latent model is based on the few top eigen-
vectors of A (similarly to the PureSVD approach), these can be approximated by
computing at any step j , the eigendecomposition of Tj,

Tj = ΞΘΞ
⊺ . (5.25)

The Ritz value θi and its Ritz vector Qjξi , will give a good approximation to an
eigenpair of A if the residual δi has small norm. It can be shown that the residual
of the i th eigenpair at the j th Lanczos step satisfies

δ ( j )i = |β jΞ j i |, i = 1, . . . , j , (5.26)

so it suffices to monitor only the subdiagonal element β j of T and the last row
of Ξ to get an estimate of the norm of the residual [14]. The complete algorithm
for the computation of V and the final recommendation matrix Π for the whole
set of users is given below:
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Algorithm 5 EigenRec

Input: The inter-item correlation matrix A ∈Rm×m .
Output: Matrix Π ∈Rn×m whose rows are the recommendation vectors for ev-

ery user.
1: r← q ▷ where q a random unit vector, or preferably a good guess if available
2: β0←∥r∥2
3: for j ← 1,2, ..., do
4: qj← r/β j−1
5: r←Aqj ▷When A is not explicitly stored, r is returned from a routine
6: r← r−qj−1β j−1

7: α j ← q⊺j r
8: r← r−qjα j
9: Reorthogonalize if necessary

10: β j ←∥r∥2
11: Solve the eigenvalue problem (5.25) of size j
12: If the f top eigenvectors have converged stop
13: end for
14: Compute latent factors V =QfΞ
15: return Π← RVV⊺

Computational Complexity: Regarding the computational complexity of our
method, the most expensive operations of Lanczos are the MV product and the
orthogonalization phase. The total cost introduced by the MV products in j Lanc-
zos steps amounts to O( j ·nnz), with nnz denoting the total number of non-zero
entries, while, at the same time, making the j th Krylov vector orthogonal to the
previous j −1 ones costs O( j 2m). Depending on the number of non-zeros of A,
the orthogonalization cost will become the main bottleneck. On the other hand,
memory complexity is linear to the number of Lanczos steps and it is essentially
dominated by the need to store all vectors produced by Lanczos.

5.4.2 Faster PureSVD Computation

As we discussed in §5.2, from a mathematical point of view, the final recommen-
dation matrix of PureSVD coincides with that produced by our method, using the
similarity matrix Kcos and the standard scaling matrix S with parameter d = 1.
From a computational point of view however, there can be significant differences.
In particular, a direct application of the standard truncated singular value decom-
position is also obtaining a set of the f principal eigenvectors of RR⊺ – the first
f columns of the n× f matrix U – which implies additional computational and
storage burden. More specifically, the standard application of SVD would be to
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use the Lanczos algorithm on matrix

Â=
�

0 R⊺

R 0

�
,

and solve the associated symmetric eigenvalue problem. The (non-zero) eigenval-
ues of Â are equal to ±σi , with the corresponding eigenvectors being�

qi
ui

�
,

�−qi
ui

�
.

However, in our case, there are good reasons to proceed as in Algorithm 5. This is
because Algorithm 5 operates on a matrix of size m×m and thus the orthogonal-
ization, the inner products, as well as the vector update operations, are performed
on vectors of length m, instead of n +m. To quantify the time difference that
arises from the exploitation of EigenRec’s equivalent formulation for comput-
ing PureSVD, we run the two algorithms in Matlab, on the MovieLens10M and
MovieLens20M datasets [159], using in both cases Matlab’s native functions and
the same convergence criterion for fair comparison.
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Figure 5.1: PureSVD’s computation speed up using EigenRec’s formulation for
latent factors in the range [50, . . . , 500].

Figure 5.1 reports the results. As predicted, with our approach, PureSVD is
computed significantly faster, with the speedup increasing with the dimension of
the desired latent subspace ranging from 6× to 16× faster computation for latent
factors in the range [50, . . . , 500].
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5.4.3 Parallel Implementation for Large-Scale Scenarios
In this subsection we consider the practical application of the EigenRec approach
in the context of very large datasets. To tackle large-scale computations, we con-
sider the implementation of EigenRec in distributed computing environments.

While Lanczos algorithm is an inherently serial procedure – in the sense that
the next iteration starts only after the previous one is completed – we can speed-up
its application by performing all inner computations, such as the MV products
with A, the inner products, as well as the re-orthogonalization of the Krylov basis,
in a distributed manner.

All of the discussion to follow adopts a distributed environment in which
communication is achieved by means of the Message Passing Interface (MPI)
standard [182]. We will assume that the number of available processors is P and
they are organized in an 1-D grid (vector of processors). Then, both the matrix
A ∈Rm×m and a random vector q ∈Rm can be written as

A=


– A1 –
– A2 –

...
– AP –

 , q=


q1

q2
...

qP

 ,

where AI and qI are formed by consecutive rows of A and q respectively, and are
local in each processor. Below, for reasons of simplicity, we discuss the parallel
implementation for the latent space construction of an inter-item proximity ma-
trix A that can be written in a simple product form, A=W⊺W, as in the case of
the Cosine similarity matrix.

TheMV product: The MV product between A and a vector q can be achieved
by a two-stage procedure where we first perform

q̂= (Wq),

followed by
y=W⊺q̂.

Assuming that W⊺ is distributed row-wise (thus W is distributed column-
wise), the only need for communication appears when performing q̂ =
(Wq) and consists of a simple mpi_allreduce operation (of length n) to
sum the local contributions of each process.

The inner products: The inner product is the second operation of Lanczos which
demands communication among the processors. It is a two-stage procedure
where in the first stage each processor computes its local part of the global



162 Chapter 5. EIGENREC

inner product, while in the second stage the local inner products (a scalar
value per processor) are summed by mpi_allreduce and the final value
is distributed to all processors.

Performing the re-orthogonalization step: Similarly to the above computations,
the full re-orthogonalization step during the j th Lanczos iteration, to get
an improved vector q′j+1 is given by

q′j+1 = qj+1−QjQ
⊺
j qj+1,

and it is performed by a two-stage procedure where we first compute

ŷ=Q⊺j qj+1,

followed by
q′j+1 = qj+1−Qjŷ.

Again, the only need for communication among the different processors ap-
pears when performing ŷ=Q⊺j qj+1 and is of the mpi_allreduce form.

The vector updates: The vector updates are trivially parallel.

Remark 6. Similar approaches can be followed if matrix A is given by more general
expressions as in the case of Kpc or Kjac. In general, as it is the case with all Krylov
subspace methods, in Lanczos method the actual matrix need not be formed; only a
routine that is able to perform the MV product between A and a vector is necessary.
Furthermore, having the inter-item proximity matrix explicitly formed is not only
impractical but also not advised since any explicit formation will probably be much
more dense – resulting in an unnecessary raise of the computational time spent on
Lanczos compared to the same run using the product form.

5.4.4 A Note on Scalability
The scaling as we increase the number of computing cores will be limited by two
key factors: a) the intrinsic sparsity of the recommender datasets, and b) the oper-
ations performed within the Lanczos algorithm. The sparsity of the datasets shifts
the MV product to be more memory-bound (limited by bandwidth), in the sense
that the CPU is not fully exploited each time we read data from the memory (a
reality inherent in all methods based on sparse matrix computations). Moreover,
the rest of the computations performed in parallel, like the inner products and
the orthogonalization phase, are generally dominated by latency and low granu-
larity, which in turn also limits the scalability of the method. Note that to alleviate
this, one can use sophisticated parallel schemes that try to overlap communica-
tion with computations; however, their analysis goes deep into high-performance
computing and lies outside the scope of this work.
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5.5 Computational Tests in a Distributed Environment
In this section, we report computational experiments with our parallel implemen-
tation of the EigenRec scheme. Our main purpose is to measure the actual wall-
clock timings to compute a predefined number of eigenvectors of A = W⊺W
using the Lanczos algorithm, and which by far represents the main computa-
tional bottleneck of our approach. We report results for a varying number of
MPI processes, where each MPI process is a single computational core. For each
MPI process, we explicitly set the number of threads equal to one (distributed-
memory model only). The communication among the processors performed by
means of the Message Passing Interface standard. The local BLAS-1 operations
to compute the associated inner products and vector updates, as well as the two
sparse Matrix-Vector products with W⊺ and W at each Lanczos iteration were
performed using routines implemented in the Intel Math Kernel Library (Release
11.3) [3], while the tridiagonal eigenvalue problem was solved using the LAPACK
routine DSYEV [8]. The source codes were compiled under the Intel MPI com-
piler (mpiifort) using the -O3 optimization level [1]. All computations were
performed in 64-bit arithmetic. Regarding the distribution of matrix W⊺ across
the set of available processors, we have the choice to distribute it either by rows,
or by the number of non-zero entries, where in the latter each processor is as-
signed an unequal number of rows so that all processors share roughly the same
number of non-zero entries. We tried both techniques but we opted to use the
nnz-aware distribution because load balancing was much better. The latter is
not surprising since most of the item ratings are included in a small region of
the overall rating matrix and thus distributing W⊺ evenly by rows will result to a
large load imbalancing among the processors. The experiments were performed at
the Itasca Linux cluster at Minnesota Supercomputing Institute. Itasca is an HP
Linux cluster with 1,091 HP ProLiant BL280c G6 blade servers, each with two-
socket, quad-core 2.8 GHz Intel Xeon X5560 “Nehalem EP” processors sharing
24 GB of system memory, with a 40-gigabit QDR InfiniBand (IB) interconnect.
In total, Itasca consists of 8,728 compute cores and 24 TB of main memory.

Table 5.1 reports results obtained in distributed computing environments for
the two largest matrices in the MovieLens collection, datasets MovieLens10M and
MovieLens20M. Details for these two datasets can be found in Appendix A. For
each dataset, we consider the computation of a varying number of eigenvectors in
the proposed latent model. Naturally, as more and more eigenvectors are sought,
the computational time to build the latent model grows larger, since more Lanc-
zos steps are necessary. We provide the elapsed time (in seconds) for computing
f =50, 100, 150, 200 and 300 top eigenvectors, using 8, 16, 32 and 64 compu-
tational cores. All timings amount to computing the f largest eigenvectors in the
maximum possible accuracy. From Table 5.1, we can see that for the largest of
the two datasets, MovieLens20M, we can build a sufficiently good latent model
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Table 5.1: Computational Experiments in a Distributed Environment

MovieLens10M MovieLens20M
f=50 100 150 200 300 f=50 100 150 200 300

8 cores 2.1 3.8 5.5 7.0 9.6 11.0 18.0 24.2 28.7 36.8
16 cores 1.2 2.3 3.4 4.3 6.0 6.9 11.6 15.6 18.9 24.3
32 cores 0.7 1.3 1.9 2.4 3.4 4.8 8.1 11.1 13.5 17.6
64 cores 0.5 0.8 1.1 1.4 2.1 3.5 6.0 8.2 9.9 12.5

EigenRec

in roughly half a minute (the time to compute the 300 largest eigenvectors us-
ing a modestly-sized system with eight cores). Using more cores to perform the
inner computations in Lanczos algorithm reduces the computational time and
helps build the latent model in as less as a few seconds. Finally, the scaling of the
method was found to be satisfactory and steady up to sixty-four cores.

5.6 Qualitative Evaluation
5.6.1 Datasets

The recommendation quality of our method was tested utilizing data originated
from two recommendation domains, namely Movie Recommendation – where
we exploit the standard MovieLens1M and MovieLens100K datasets [159] that
have been used widely for the qualitative evaluation of recommender systems; and
Song Recommendation – where we used the Yahoo!R2Music dataset [2] which
represents a snapshot of the Yahoo!Music community’s preferences for different
songs. Details about the datasets used can be found in Appendix A.

5.6.2 Metrics

For our qualitative experiments, except for the standardRecall and Precisionmet-
rics [13, 46], we also use a number of other well-known utility-based ranking in-
dices, that assume that the utility of a recommended item is discounted by a factor
related to its position in the final recommendation list [168]. Depending on the
decay of the positional discount down the list we have the:

Normalized Discounted Cumulative Gain which assumes that the ranking po-
sitions are discounted logarithmically fast [16, 168] and is defined by:

NDCG@k =
DCG@k(y,π)
DCG@k(y,π⋆)

, (5.27)
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with

DCG@k(y,π) =
k∑

q=1

2yπq − 1
log2(2+ q)

, (5.28)

where y is a vector of the relevance values for a sequence of items, πq is the
index of the q th item in the recommendation list π, and π⋆ is the optimal
ranking of the items with respect to the relevant scores (see [16] for details).

R-Score, which assumes that the value of recommendations declines exponentially
fast to yield the following score:

R(α) =
∑

q

max(yπq
− rd , 0)

2
πq−1
α−1

, (5.29)

where α, controls the exponential decline and is referred to as the half-life
parameter, and rd is a task-dependent neutral “don’t care” rating (see [168]
for details).

Mean Reciprocal Rank, which assumes a slower decay than R-Score but faster
than NDCG. MRR is the average of the reciprocal rank scores of the users,
defined as follows:

RR=
1

minq{q : yπq
> 0} . (5.30)

5.6.3 Competing Recommendation Methods
We compare EigenRec against a number of methods of the graph-based Top-N
recommendation family, that are considered to be highly promising in dealing
with sparsity [49]. Generally speaking, graph-based recommendation methods
represent the recommender database as a bipartite user-item graph,

G = {{V ,U},E},
where

E = {ei j | i ∈ V , j ∈ U such that ti j ∈R},
and try to estimate similarity or distance measures between the nodes which can
be used for the computation of ranked lists of the items with respect to each user.

The five competing methods used in our experiments¹⁷ are: the Pseudoin-
verse of the user-item graph Laplacian (L†), the Matrix Forest Algorithm (MFA), the
Regularized Commute Time (RCT), the Markov Diffusion Kernel (MD) and the
Relative Entropy Diffusion (RED). Below we give their formal definitions.

¹⁷We have tested against a large number of related methods including ItemRank [73], the
random-walk related Commute Time and First Passage Time [61], the Katz similarity algorithm [96],
as well as many traditional CF algorithms. However, for reasons of better presentation and clarity,
in our results we include only the five best performing ones.
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The Pseudoinverse of the Graph’s Laplacian. This matrix contains the inner prod-
ucts of the node vectors in a Euclidean space where the nodes are exactly
separated by the commute time distance [61]. For the computation of the
GL† matrix we used the formula:

GL† ≜ (L− 1
n+m

11⊺)−1+
1

n+m
11⊺, (5.31)

where L is the Laplacian of the graph model of the recommender system;
n, the number of users; and m, the number of items (see [60] for details).

TheMFA matrix. MFA matrix contains elements that also provide similarity mea-
sures between nodes of the graph by integrating indirect paths, based on the
matrix-forest theorem [37]. Matrix Gmfa was computed by

Gmfa ≜ (I+ L)−1 , (5.32)

where I, the identity matrix and L, defined above.

Markov Diffusion Kernel. As discussed in [60] the underlying hypothesis behind
this kernel is that similar nodes diffuse in a similar way through the graph.
Concretely, if we define a stochastic matrix P ≜ D−1AG , where AG is the
adjacency matrix of the graph and D, a diagonal matrix containing the
outdegrees of the graph nodes, the Markov diffusion kernel with parameter
t is defined by

Gmd ≜ Z(t )Z⊺(t ), with Z(t )≜ 1
t

t∑
τ=1

Pτ . (5.33)

Extensive experiments done by the authors in [60] suggest that the Markov
diffusion kernel does particularly well in collaborative recommendation
tasks.

Relative Entropy Diffusion Matrix. This similarity matrix is based on the Kullback-
Leibler divergence between distributions and it is defined by

Gred ≜ Z(t ) log(Z⊺(t ))+ log(Z(t ))Z⊺(t ), (5.34)

where Z(t ) is defined as previous. As with the Markov diffusion kernel, t
is a parameter of the model.

Regularized Commute Time Kernel. Finally, the Regularized Commute Time is
defined by

Grct ≜ (D−αAG)
−1, (5.35)

and its i j th element denotes the discounted cumulated probability of visit-
ing node j when starting from node i [60, 205].
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For our experiments we tested each method for many different values of the
parameters for every dataset and we report the best results achieved for each exper-
iment. Table 5.2 shows the parametric range tested for each method. For further
details about the competing methods the reader should see [37, 60, 61] and the
references therein.

Table 5.2: Parameter Selection for the Competing Recommendation Methods

Method Param. Range Tested

PseudoInverse of the Laplacian – –
Matrix Forest Algorithm – –
Markov Diffusion Kernel t 1,2, . . . , 10,50,100

Relative Entropy Diffusion Matrix t 1,2, . . . , 10,50,100
Regularized Commute Time Kernel α 10−6, 10−5, . . . , 0.99

For our recommendation quality tests we used the complete MovieLens1M
dataset (denoted ML1M) and – following the dataset preparation approach used
by Karypis et al. in [92] – a computationally manageable subset of the Yahoo!
Research Alliance Webscope dataset (denoted Yahoo) with 3312 items and 7307
users. The latter was necessary, because of the computational profile of many of
the methods we compete against. Note here, all competing methods require han-
dling a graph of m+ n nodes (where m the number of items and n the number
of users), with the extraction of the recommendation scores many times involv-
ing inversions of (m+ n)-dimensional square matrices etc.; problems that easily
become intractable as the population of users in the system increases.

In the subsections to follow, except for the Standard Recommendation, we also
test the performance of our method in dealing with two very challenging and re-
alistic scenarios that are linked to the inherent sparsity of typical recommender
systems datasets. Namely, the Long-Tail Recommendation, where we evaluate the
ability of our method in making useful recommendations of unpopular items, and
the Cold-Start Recommendation, were we evaluate how well it does in recommend-
ing items for New-Users in an existing recommender system (localized sparsity) as
well as making recommendation for a New-Community of users in the starting
stages of the system.

5.6.4 Quality of Top-N Recommendations
To evaluate the quality of EigenRec in suggesting Top-N items, we have adopted
the methodology proposed by Cremonesi et al. in [46]. In particular, we form
a probe set P by randomly sampling 1.4% of the ratings of the dataset, and we
use each item v j , rated with 5-star by user ui in P to create the test set T . For
each item in T , we select randomly another 1000 unrated items of the same user,
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Figure 5.2: Testing the recommendation performance of EigenRec on the MRR
metric for scaling factors in the range [−2,2] using all three similarity matrices.

we rank the complete lists (containing 1001 items) using each of the competing
methods, and we measure the respective recommendation quality.

First we test the recommendation performance of EigenRec in the MRR
metric for scaling factors in the range [−2,2] using all three similarity matrices.
We choose the MRR metric for this test simply because it can summarize the rec-
ommendation performance in a single number which allows direct comparisons
between different similarity matrices as well as different scaling parameters for
each given matrix. Figure 5.2 reports the MRR scores as a function of the param-
eter d for every case, using the number of latent factors that produces the best
possible performance for each matrix.

We see that the best performance is achieved for small positive values of pa-
rameter d . This was true for every similarity matrix tested, and for both datasets.
Notice that this parameter was included in our model as a means to control the
sensitivity of the inter-item proximity scores to the prior popularity of the items
under consideration. Our results suggest, that while this popularity is important
(i.e. every time the best performing scaling factor was strictly positive), its contri-
bution to the final matrix A should be weighted carefully so as not to overshadow
the pure similarity component.

Table 5.3: Ranking Performance for Different Proximity Matrices

PureSVD Cosine Pearson Jaccard
Yahoo 22.22% 33.66% 33.46% 34.11%
ML1M 30.48% 33.12% 32.84% 32.40%
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Figure 5.3: Top-N recommendation quality on ML1M and Yahoo datasets using
Recall@N, Precision and NDCG@N metrics.

We see that our models outperform PureSVD every time, with the perfor-
mance gap being significantly larger for the Yahoo dataset, which had a steeper
performance decay as the scaling factors moved towards 1 (see Figure 5.2). Re-
member here, that the “black box” approach of the traditional PureSVD assumes
cosine similarity (which is usually great) with scaling parameter d equal to 1
(which is usually not). As can be seen in Table 5.3, simply controlling param-
eter d alone results to 51.59% recommendation performance gain with respect
to PureSVD. We find this particularly interesting, as it uncovers a fundamental
limitation of the traditional PureSVD approach, that can be trivially alleviated
through our approach.

Using the Jaccard similarity matrix, we test EigenRec against the 5 state-
of-the-art graph-based methods described earlier. Figure 5.3 reports the Recall
as a function of N (i.e. the number of items recommended), the Precision as
a function of the Recall, the Normalized Discounted Cummulative Gain as a
function of N and the RScore as a function of the halflife parameter α, for the
Yahoo (first row) and the ML1M (second row) datasets. As for Recall(N ) and
NDCG@N, we consider values of N in the range [1, . . . , 20]; larger values can
be safely ignored for a typical Top-N recommendation task [46]. As we can see,
EigenRec outperforms every other method considered, for all datasets and in all
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metrics, reaching for example, at N = 10 a recall around 60%. This means that
60% of the 5-starred items were presented in the Top-10 out of the 1001 places
in the recommendation lists of the respective users.

Performance on the Standard MovieLens100K Benchmark

Finally, for completeness, we also run EigenRec on the standard MovieLens100K
dataset using the five predefined splittings into training and test sets. In this test,
and in order to allow direct comparisons with many different results to be found in
the literature [62, 73, 121, 203], we use the Degree of Agreement metric. Degree
of Agreement (DOA) is a variant of Somer’s D statistic, that have been used by
many authors for the performance evaluation of Top-N recommendations on the
MovieLens100K dataset (see [62] for details). EigenRec obtained a macroaver-
aged DOA score of 92.81 and a micro-averaged DOA of 91.18. To the best of
our knowledge these scores are the highest achieved thus far on this benchmark
dataset.

Table 5.4: Average Performance between EigenRec and other State-of-the-Art
Recommendation Algorithms, Computed over the Same Standard Predefined
Folds of MovieLens100K

macro-DOA micro-DOA

EigenRec 92.81 91.18
iExpand 91.31 –
Hybrid Random Fields 89.83 88.07
Markov Random Fields 89.47 88.09
Topical PageRank 89.08 –
Naive Bayes 88.87 86.66
ItemRank 87.76 87.06
L† 87.23 –
Katz 85.85 -
Commute Time 84.09 -
First Passage 84.08 -
MaxF 84.07 –
PCA Commute Time 84.04 -
Dependency Networks 80.51 81.33

5.6.5 Long-Tail Recommendation

The distribution of rated items in recommender systems is long-tailed, i.e. most
of the ratings are concentrated in a few very popular items, leaving the rest of the
itemspace unevenly sparse. Of course, the recommendation of popular items is an
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easy task, that brings little utility in recommender systems; on the other hand, the
task of recommending long-tail items adds novelty and serendipity to the users [46],
and it is also known to increase substantially the profits of e-commence compa-
nies [7, 202]. The innate sparsity of the problem however – which is aggravated
even more for long-tail items – presents a major challenge for the majority of
state-of-the-art collaborative filtering methods.

To evaluate EigenRec in recommending long-tail items, we adopt the method-
ology described in [46]. In particular, we order the items according to their pop-
ularity which was measured in terms of number of ratings, and we partition the
test set T into two subsets, Ttail and Thead, that involve items originated from the
long-tail, and the short-head of the distribution respectively. We discard the items
in Thead and we evaluate EigenRec and the other algorithms on the Ttail test set,
using the procedure explained in §5.6.4.

Having evaluated the performance of EigenRec in the MRR metric for all
three similarity matrices, we obtained good results for every case, with marginally
better recommendation quality achieved for the Jaccard similarity component
with 241 and 270 latent factors and scaling factor 0.2 and 0.4 for the Yahoo and
the MovieLens datasets respectively. Proceeding with these parameter settings we
run EigenRec against the other graph-based algorithms and we report the results
in Figure 5.4. It is interesting to notice that MFA and L† do particularly well in
the long-tail recommendation task, especially in the sparser Yahoo dataset. They
even manage to surpass RED, who had reached the second place when the popu-
lar items were included (Figure 5.3). Once again, we see that EigenRec achieves
the best results, in all metrics and for both datasets.

We have seen that both in standard and in long-tail recommendation scenar-
ios, our approach gives very good results, consistently outperforming – besides
PureSVD – a number of elaborate graph-based methods, known to work very
well in uncovering nontrivial similarities through the exploitation of transitive re-
lations in the data. In our final set of experiments, presented in the following
section, we test the merits of EigenRec in dealing with sparsity in its most ex-
treme manifestations; the Cold-Start Problems.

5.6.6 Cold-Start Recommendation
The cold-start problem refers to the challenging task of making reliable recom-
mendations for a system experiencing an initial lack of ratings [21]. This is a very
common problem faced by real recommender systems in their beginning stages,
when there is no adequate number of ratings for the collaborative filtering algo-
rithms to uncover similarities between items or users (New-Community Problem).
The problem however can arise also through the introduction of new users to
an existing system (New-Users Problem); naturally newly emerging users have not
rated many items yet, making it difficult for the collaborative filtering algorithm
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Figure 5.4: Long-Tail recommendation quality on ML1M and Yahoo datasets using
Recall@N, Precision, NDCG@N and RScore metrics.

to produce qualitative personalized recommendations. This can be seen as a type
of localized sparsity problem and it represents one of the continuing challenges
faced by recommender systems in use [105].

New Community Problem

To test the performance of EigenRec in dealing with the new-community prob-
lem, we conduct the following experiment: We simulate the phenomenon by
randomly selecting to include 33%, and 66% of the Yahoo dataset on two new
artificially sparsified versions in such a way that the first dataset is a subset of
the second. The idea is that these new datasets represent snapshots of the initial
stages of the recommender system, when the community of users was new and
the system was lacking ratings. Then, we take the new community datasets and
we create test sets following the methodology described in §5.6.4; we run all the
algorithms and we evaluate their performance using the MRR, which makes it
easier to compare the Top-N quality for the different stages in the system’s evo-
lution. We test for both standard and long-tail recommendation and we report
the results in Figure 5.5. We clearly see that EigenRec outperforms every other
algorithm, even in the extremely sparse initial stage where the system is lacking
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Figure 5.5: Top-N recommendation quality for the New-Community problem
using the MRR metric.

2/3 of its ratings. In the figure, we report the qualitative results using the Cosine
similarity this time, however, the performance of all three similarity components
we propose was found to be equally good.

New Users Problem

In order to evaluate the performance of our algorithm in coping with new-users
problem, we again use the Yahoo dataset and we run the following experiment.
We randomly select 50 users having rated 100 items or more, and we randomly
delete 95% of their ratings. The idea is that the modified data represent an “earlier
version” of the dataset, when these users were new to the system, and as such, had
fewer ratings. Then, we take the subset of the dataset corresponding to these new
users and we create the Test Set, using 10% as a cut-off for the Probe Set this
time, in order to have enough 5-rated movies in the test set to estimate reliably
the performance quality. The results are presented in Figure 5.6. We see that
EigenRec manages to outperform all competing algorithms as before.

5.6.7 Discussion
The qualitative results presented above indicate that our method is able to produce
high-quality recommendations, alleviating significant problems related to spar-
sity. Let us mention here that the competing algorithms are considered among
the most promising methods in the literature to address sparsity problems [49, 73].
This was verified in our experiments as well. Indeed, our results clearly show that
the graph-based methods perform very well with their comparative performance
increasing with the sparsity of the underlying dataset, and reaching its maximum
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Figure 5.6: Top-N recommendation quality for the New Users problem using
Recall@N, Precision, NDCG@N and RScore metrics.

in the cold-start scenarios. EigenRec nonetheless managed to perform even bet-
ter, in every recommendation setting considered; a fact, that together with its
significantly friendlier computational profile, makes it a qualitative and feasible
option for realistic Top-N recommendation settings.

The choice of the scaling factor was found to be particularly significant for
every pure similarity component. For the cosine similarity, in particular, we ob-
served that the best results were always achieved for scaling parameters away from
1, making the traditional PureSVD algorithm, “qualitatively dominated” in every
case considered. Regarding the best choice for the pure similarity component, the
differences in recommendation quality observed in our experiments were relatively
small. Therefore, our observations suggest that, at least for the recommendation
scenarios considered in this work, all three simple inter-item proximity matrices
present good candidates for high-quality recommendations, with the Kcos being
slightly more convenient to handle computationally.

5.7 Additional Remarks on Previous Work
Factorization of a sparse similarity matrix was used to predict ratings of jokes
in the EigenTaste system [70]. The authors first calculate the Pearson’s correla-
tion scores between the jokes and then form a denser latent space in which they
cluster the users following a scheme related to the well-known spectral clustering
method [171]. The predicted rating of a user about a particular item is then cal-
culated as the mean rating of this item, made by the rest of the users in the same
cluster. The approach followed here differs significantly. The fact that we pur-
sue ranking-based recommendations grants us the flexibility of not caring about
the exact recommendation scores and allows us to introduce our novel proximity
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matrix, which except its pure similarity core also includes an important scaling
component which was found to greatly influence the overall quality in every rec-
ommendation scenario.

In the literature there have been proposed many “content aware” methods
(both learning-based and graph-based [54, 65, 170]) that deal with cold-start
problems exploiting meta-information about the items and/or the users outside
the ratings matrix (e.g. the genre or the director of a movie, the composer of a
piece of music etc.). EigenRec is a pure collaborative filtering method, i.e. it
neither assumes nor exploits any information about the users of the items other
than the rating matrix. In our experiments, we have tested its innate ability to
alleviate sparsity related problem and found that it managed to do very well even
in their most extreme manifestations.

At the computational core of our method lays the classic Lanczos algorithm
that has been extensively used in the context of numerical linear algebra for the
computation of the eigenvectors and/or singular triplets of large sparse matri-
ces [71]. From a qualitative perspective, Blom and Ruhe [20] suggested the use
of an algorithm closely related to Latent Semantic Indexing, which employs the
Lanczos bidiagonalization technique to generate two sets of vectors that essentially
replace the left and right singular vectors, lowering the computational cost. Chen
and Saad [38] have recently examined the use of Lanczos vectors in applications
where the major task can be reduced to computing an MV product in the prin-
cipal singular directions of the data matrix; they demonstrated the effectiveness
of this approach on two different problems originated from information retrieval
and face recognition. Finally, in an earlier version of this work presented in [145],
we examined the use of Lanczos vectors for a very fast “crude” construction of a
latent space that avoids overfitting extremely sparse datasets.

5.8 Conclusions
In this chapter, we propose EigenRec; an expressive and computationally efficient
latent factor framework for Top-N recommendation that generalizes and refines
the standard PureSVD method. EigenRec “uncovers” PureSVD’s modeling core
and treats it as a special case of a general inter-element proximity matrix consist-
ing of a similarity and a scaling component. We propose three simple inter-item
proximity matrices that are capable of increasing significantly the recommenda-
tion quality with respect to PureSVD, and we show how to handle them efficiently
in a way that allows building the latent model without assembling or explicitly
forming them in the process.

Based on the formulation of the problem developed in this chapter and using
our computational approach, one can achieve a more economical computation
of PureSVD, with respect to the application of the standard truncated singular
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value decomposition on the rating matrix. In particular, the reduced dimension
subspace built by EigenRec is based on the eigendecomposition of a significantly
lower-dimensional matrix, which can be performed very efficiently by exploiting
the Lanczos method. Having implemented the suggested approach in distributed
computing environments and after performing several experiments on different
datasets of varying size and complexity, we find that the computational profile of
our method makes it readily applicable in real-world large-scale systems.

Finally, from a qualitative perspective, a comprehensive set of experiments on
real datasets shows that EigenRec achieves very good results in widely used met-
rics against several state-of-the-art collaborative filtering techniques. Our method
was also shown to behave particularly well even when the sparsity of the dataset
is severe – as in the new-community and the new-users versions of the cold-start
problem – where it was found to outperform all other methods considered, in-
cluding the very promising for their anti-sparsity properties graph-based tech-
niques. In conclusion, our findings suggest that both the computational profile
of EigenRec and its qualitative performance make it a promising candidate for
the Standard, Long-Tail and Cold-Start recommendation tasks even in big-data
scenarios.



Chapter 6

Top-N Recommendations
in the Presence of
Extreme Sparsity: An
NCD-Based Approach

6.1 Introduction
In real recommendation scenarios, we sometimes have more information about
the underlying space, than what was assumed in the development of EigenRec
in the previous chapter. For example movies can be categorized as belonging to
one or more genres; musical compositions are written by composers, and their
recordings involve one of more performing artists etc. While the success of pure
CF methods suggests that under sufficient number of expressed opinions the qual-
itative advantages that come from the exploitation of this meta-information may
not worth the trouble of constructing a richer model, in cases of severe sparsity
this might not be necessarily true [54, 170]. Pure CF methods neither assume
nor exploit any information about the users or the items other than ratings; they
basically model both users and items as sets of ratings, and focus on the sparse ma-
trix that lies at the common core, trying to either estimate the missing values, or
find promising cells to propose. Now, when this matrix is extremely sparse, there
might simply not be enough data for CF to estimate reliably how items and users
relate with each other. In fact, this situation occurs commonly in newly emerging
systems and it is known to fundamentally limit the quality and the effectiveness of
CF methods. In cases like these, the exploitation of useful meta-information about
the structure and the properties of the itemspace could be vital in ameliorating the
sparsity problem. Unfortunately, incorporating such meta-information directly in
the recommendation core could result to significant computational complications
or even change the dimension of the model [60, 61], restricting its applicability in
realistic settings. But, can we augment the pure collaborative filtering core in order
to exploit useful meta-information in a controllable and computationally manageable
way? Here we try to answer this question, resorting to the idea of decompositions
we introduced in the first part of this dissertation.

177
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6.1.1 Chapter Overview and Summary of Contributions
Building on the intuition behind NCD, we decompose the itemspace into blocks,
and we use these blocks to characterize broader, indirect aspects of inter-item
proximity. Central to our approach is the idea that blending together the direct
with the indirect inter-item relations can help reduce the sensitivity to sparse-
ness and improve the quality of recommendations. The resulting method, which
we denote NCDREC, is an efficient and scalable ranking-based recommendation
framework that combines: the effectiveness of the Latent-factor family – exploiting
EigenRec; with the intrinsic ability to overcome limited coverage problems of the
Graph-based recommendation family – exploiting our NCDawareRank frame-
work.

• Following the modeling approach we introduced in Chapter 3, we define a
decomposition,D, of the itemspace into blocks and we introduce the notion
of D-proximity, to characterize the implicit inter-level relations between the
items. This proximity notion, is then translated into suitably defined ma-
trices that quantify these macroscopic inter-item relations under the prism
of the chosen decomposition. These matrices are designed to be easily han-
dleable in order for our method to be applicable in realistic scenarios, and
their involvement in the final model is weighted carefully so as not to “over-
shadow” the pure collaborative filtering core.
• The criteria behind the decomposition can vary with the particular aspects

of the itemspace, the information available etc. For example, if one wants
to recommend hotels, the blocks may be defined to depict geographic in-
formation; in the movie recommendation problem, the blocks may corre-
spond to the categorization of movies into genres, or other movie attributes
etc. To give our framework maximum flexibility, we allow the blocks to
overlap, which intuitively seems to be particularly useful in many modeling
approaches and recommendation problems.
• Our final model, constitutes of two parts:

1. A Latent-factor based main component that builds a low-dimensional
subspace of a suitably defined NCD-perturbed inter-item proximity
matrix, following the EigenRec approach presented in Chapter 5.

2. A Markov chain-based ColdStart component created to fight the
inevitably extreme sparsity related to newly emerging systems, as well as
newly added users in existing ones.

• The ColdStart component aims at increasing the percentage of the itemspace
covered in case of cold-start recommendations. We study its properties using
elementary theoretical tools of discrete-time Markov-chains, and we prove
that under mild and easily verifiable conditions – expressed solely in terms
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of theoretical properties of the proposed decomposition – full itemspace cov-
erage can be guaranteed.
• We conduct a comprehensive set of qualitative experiments on the ML1M

and Yahoo datasets and we show our method produces recommendations
that outperform several state-of-the-art methods (that can also take advan-
tage of meta-information), in widely used metrics, achieving high-quality
results even in the considerably harder task of recommending Long-Tail
items. NCDREC displays low sensitivity to the sparsity of the underly-
ing space and shows promising potential in alleviating a number of related
problems that occur commonly in recommender systems. This is true for
even the most extreme manifestations of the cold-start problem as well.

The rest of this chapter is organized as follows. In Section 6.2, we define
formally our model; we introduce its latent-factor as well as its graph-based com-
ponent and we study theoretically the conditions under which full itemspace cov-
erage can be guaranteed. In Section 6.3 we present the NCDREC algorithm and
we discuss its storage and computational aspects. Our testing methodology and
experimental results are presented in Section 6.4. Finally, our concluding remarks
are presented in Section 6.5.

6.2 NCDREC Framework
6.2.1 Definitions

Let U = {u1, . . . , un} be a set of users, V = {v1, . . . , vm} a set of items and R a set
of tuples R≜ {ti j }= {(ui , v j , ri j )}, where ri j is a non-negative number referred
to as the rating given by user ui to the item v j . For each user in U we assume he
has rated at least one item; similarly each item in V is assumed to have been rated
by at least one user. We define an associated user-item rating matrix R ∈Rn×m ,
whose i j th element equals ri j , if ti j ∈R, and zero otherwise.

For each user ui , we denote Ri the set of items rated by ui in R, and we
define a Preference Vector

ω⊺ ≜ �ω1 ω2 . . . ωm
�
, (6.1)

whose nonzero elements contain the user’s ratings that are included in Ri , nor-
malized to sum to one.

We consider an indexed family of non-empty sets

D≜ {D1, . . . ,DK}, (6.2)

that defines aD-decomposition of the underlying spaceV , such thatV =
∪K

k=1Dk .
Each set DI is referred to as a D-block, and its elements are considered related
according to some criterion.
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We define
Dv ≜

∪
v∈Dk

Dk , (6.3)

to be the Proximal Set of items of v ∈ V , i.e. the union of the D-blocks that
contain v . We use Nv to denote the number of different blocks in Dv , and

nℓui
≜ |{ri k : (ri k > 0)∧ (vk ∈Dℓ)}|, (6.4)

for the number of items rated by user ui that belong to the D-block, Dℓ. Every
D-decomposition is also associated with an undirected graph

GD ≜ (VD,ED). (6.5)

Its vertices correspond to the D-blocks, and an edge between two vertices exists
whenever the intersection of these blocks is a non-empty set. This graph is referred
to as the Block Coupling Graph for the D-decomposition.

Finally, with everyD-decomposition we associate an Aggregation Matrix AD ∈
Rm×K , whose j k th element is

Aj k ≜
�

1, if v j ∈Dk ,
0, otherwise.

(6.6)

Notice that the definition of the D-decomposition ensures that the aggregation
matrix, AD, is allowable.

6.2.2 Main Component
The pursuit of ranking-based recommendations, grants us the flexibility of not
caring about the exact recommendation scores; only the correct item ordering is
needed. This allows us to manipulate the missing values of the rating matrix in an
“informed” way so as to introduce some preliminary ordering based on the user’s
expressed opinions about some items, and the way these items relate with the rest
of the itemspace.

The existence of such connections is rooted in the idea that a user’s rating, ex-
cept for expressing his direct opinion about a particular item, also gives a clue
about his opinion regarding the proximal set of this item. So, “propagating”
these opinions through the decomposition to the many related elements of the
itemspace, can hopefully refine the estimation of his preferences regarding the
vast fraction of the item set for which he has not expressed opinions, introducing
an initial ordering between some of the zero entries of the rating matrix.

Having this in mind, we perturb the user-item rating matrix R, with an NCD
preferences matrix W that propagates the expressed user opinions about particular
items to the proximal sets. The resulting matrix is given by

G ≜ R+ εW, (6.7)
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where ε is a positive parameter, chosen to be small so as not to “eclipse” the actual
ratings. The NCD preferences matrix and the associated NCDaware Inter-Item
Proximity Matrix Θ are formally defined below:

NCD Preferences Matrix W. The NCD preferences matrix, is defined to propa-
gate each user’s ratings to the many related elements (in theD-decomposition
sense) of the itemspace. Formally, matrix W is defined by

W ≜ ZX⊺, (6.8)

where matrix X denotes the row normalized version of AD, and the i k th

element of matrix Z equals

Zi k ≜


1

nk
ui

[RAD]i k , if nk
ui
> 0,

0, otherwise.
(6.9)

NCDaware Inter-Item Proximity Matrix Θ. Following the approach we used in
the previous chapter, the NCDaware inter-item proximity matrixΘ will be
generally defined as follows:

Θ = SKS, (6.10)

where S is a diagonal scaling matrix and K an inter-item similarity matrix.
Of course, matrix K can be defined in many ways depending on possible
computational restrictions, the particular nature of the recommendation
task etc. Here, we use the Cosine Similarity matrix, which was found (in
our experiments in Chapter 5) to combine good recommendation perfor-
mance, with computational efficiency. For its definition as well as a detailed
discussion of its computational handling see §5.3.

Recommendation Matrix Π. The final recommendation matrix contains the vec-
tors arising by the main component of NCDREC for each user ui :

π⊺i ≜ r⊺i VV⊺, (6.11)

where V ∈Rm× f is the matrix whose columns contain the f principal or-
thonormal eigenvectors of the inter-item proximity matrix Θ. Notice that
since matrix Θ is real and symmetric, we can always choose its eigenvectors
such that they are real, orthogonal to each other and have unity norm.
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6.2.3 ColdStart Component
In some cases the sparsity phenomenon becomes so intense and localized that the
perturbation of the ratings through matrix W is not enough. Take for example
newly emerging users in an existing recommender system. Naturally, because
these users are new, the number of ratings they introduce in the RS is usually
not sufficient to be able to make reliable recommendations. If one takes into
account only their direct interactions with the items, the recommendations to
these newly added users are very likely to be restricted in small subsets ofV , leaving
the majority of the itemspace uncovered.

To address this problem which represents one of the continuing difficulties
faced by recommender systems in operation [21], we create a ColdStart com-
ponent based on a discrete Markov chain model over the itemspace with tran-
sition probability matrix P, defined to bring together the direct as well as the
decomposable structure of the underlying space. Matrix P is comprised of three
components, namely a rank-one Preference Matrix 1ω⊺ that rises from the explicit
ratings of the user as presented in the training set; a Direct Proximity Matrix H,
that depicts the direct inter-item relations; and an NCD Proximity Matrix D that
relates every item with its proximal sets. Concretely, matrix P is given by

P≜ (1−α)1ω⊺+α(βH+(1−β)D), (6.12)

with α andβ being positive real numbers for which α,β< 1 holds. Parameter α
controls how frequently the Markov chain “restarts” to the preference vector ω,
whereas parameterβweights the involvement of the direct and the NCD proxim-
ity matrices in the final Markov chain model. The personalized ranking vector for
each newly added user is defined to be the limiting probability distribution of the
Markov chain that corresponds to the stochastic matrix P, using the normalized
ratings of the user as the initial distribution.

Direct Proximity Matrix H. The direct proximity matrix H is designed to cap-
ture the direct relations between the elements of V . Generally, every such
element will be associated with a discrete distribution hv = [h1, h2, · · · , hm]
over V , that reflects the correlation between these elements. In our case, we
use the stochastic matrix defined as follows:

H ≜ diag(C1)−1C, (6.13)

where C is an m×m matrix whose i j th element is defined to be [C]i j ≜
r⊺i rj for i ̸= j , zero otherwise. Note that the definitions of sets U ,V ensure
that matrix H is well-defined.

NCD Proximity Matrix D. The NCD proximity matrix D is created to depict
the indirect connections between the elements of the itemspace that arise
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from its innate hierarchical structure. The exploitation of such connections
is based on the assumption that when a user rates an item, except for ex-
pressing his direct opinion about that particular item, also gives a clue about
his preference for related elements of the itemspace.

For example, if Alice gives 5 stars to a specific comedy/romantic movie, ex-
cept for testifying her opinion about that particular movie, also “hints”
about her opinion regarding: firstly, comedy/romantic movies and sec-
ondly, comedies and romantic movies in general. In the presence of spar-
sity, the assistance of these indirect relations is in fact very helpful, as we
will see in §6.4.4.

Following this line of thought, we associate each row of matrix D with
a probability vector d⊺v , that distributes evenly its mass between the Nv
blocks of Dv , and then, uniformly to the included items of each block.

Formally, the i j th element of matrix D, that relates item vi with item v j ,
is defined as:

Di j ≜
∑

Dk∈Dvi
,v j∈Dk

1
Nvi
|Dk | . (6.14)

It is then easy to observe that matrix D can be written as the product of the
row-stochastic versions of the aggregation matrix and its transpose respec-
tively. Concretely,

D =XY, X ∈Rm×K , Y ∈RK×m , (6.15)

with matrices X, Y defined by

X ≜ �diag(AD1)
�−1AD, (6.16)

and
Y ≜ �diag(A⊺D1)

�−1A⊺D. (6.17)

Notice that the invertibility of the diagonal matrices involved in the defi-
nition of X, Y is ensured by the allowability of matrix AD (see also Defi-
nition 3.5 in §3.4).

A small example of the NCDREC model and its related NCD Preference
matrix W and NCD Proximity matrix D is presented in Figure 6.1.
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6.2.4 Theoretical Analysis of the Cold-Start Component
Informally, the introduction of the NCD proximity matrix D, helps the itemspace
become more “connected”, allowing the recommender to reach more items even
for the set of newly added users. When the blocks are overlapping this effect
becomes stronger, and in fact, full itemspace coverage can be guaranteed under
certain conditions.

Theorem 6.1 (ItemSpace Coverage). If the block coupling graph GD is connected,
there exists a unique steady state distribution π of the Markov chain corresponding to
matrix P that depends on the preference vector ω; however, irrespectively of any par-
ticular such vector, the support of this distribution includes every item of the underlying
space.

Proof. When GD is connected, the Markov chain induced by the stochastic matrix
D consists of a single irreducible and aperiodic closed set of states, that includes all
the items. To prove the irreducibility part, we will show that the NCD proximity
stochastic matrix, that corresponds to a connected block coupling graph, ensures
that starting from any particular state of the chain, there is a positive probability
of reaching every other state.

Lemma 6.2. The connectivity of GD implies the irreducibility of the Markov chain
with transition probability matrix D.

Proof. From the decomposition theorem of Markov chains we know that the state
space S can be partitioned uniquely as

S = T ∪ C1 ∪ C2 ∪ · · · , (6.18)

where T is the set of transient states, and the Ci are irreducible closed sets of
persistent states [75].

Furthermore, since S is finite, at least one state is persistent and all persistent
states are non-null (see [75], page 225). We will prove that the connectivity of
GD alone, ensures that starting from this state i , we can visit every other state of
the Markov chain. In other words, the connectivity of GD implies that T = ; and
there exists only one irreducible closed set of persistent states.

Assume, for the sake of contradiction, that GD is connected and there exists a
state j outside the set C. This, by definition, means that there exists no path that
starts in state i and ends in state j .

Here we will show that when GD is connected, it is always possible to con-
struct such a path. Let vi be the item corresponding to state i and v j the item
corresponding to state j . Let Dvi

the proximal set of items of vi . We must have
one of the following cases:
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v j ∈Dvi
: In this case, the states are directly connected, and:

Pr{next is j |we are in i}=Di j =
∑

Dk∈Dvi
,v j∈Dk

1
Nvi
|Dk | , (6.19)

which can be seen by Eq. (6.14) together with the definitions of §6.2.

v j /∈Dvi
: In this case, the states are not directly connected. LetDv j

be aD-block
that contains v j , andDvi

aD-block that contains vi . Notice that v j /∈Dvi

implies thatDvi
∩Dv j

= ;. However, since GD is assumed connected, there
exists a sequence of vertices corresponding to D-blocks, that forms a path
in the block coupling graph between nodes Dvi

and Dv j
. Let this sequence

be the one below:
Dvi

,D1,D2, . . . ,Dn ,Dv j
. (6.20)

Then, choosing arbitrarily one state that corresponds to an item belonging
to each of theD-blocks of the above sequence, we get the sequence of states:

i , t1, t2, . . . , tn , j , (6.21)

which corresponds to the sequence of items

vi , vt1
, vt2

, . . . , vtn
, v j . (6.22)

Notice that the definition of the D-blocks together with the definitions of
the proximal sets and the block coupling graph, imply that this sequence
has the property every item, after vi , to belong to the proximal set of the
item preceding it, i.e.

vt1
∈Dvi

, vt2
∈Dvt1

, . . . , v j ∈Dvtn
. (6.23)

Thus, the consecutive states in sequence (6.21) communicate, or

i → t1→ t2→ ·· · → tn→ j , (6.24)

and there exists a positive probability path between states i and j .

In conclusion, when GD is connected there will always be a path starting from
state i and ending in state j . But because state i is persistent, and belongs to the
irreducible closed set of states C, state j belongs to the same irreducible closed set
of states too. This contradicts our assumption. Thus, when GD is connected every
state belongs to a single irreducible closed set of states, C.

For the aperiodicity part we will show that matrix D makes it possible, for
the Markov chain to return to any given state in consecutive time epochs.
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Lemma 6.3. The Markov chain induced by matrix D is aperiodic.

Proof. It is known that the period of a state i is defined as the greatest common
divisor of the epochs at which a return to the state is possible [75]. Thus, it suffices
to show that we can return to any given state in consecutive time epochs. But this
can be seen readily because the diagonal elements of matrix D are by definition
all greater than zero; thus, for any state and for every possible trajectory of the
Markov chain of length k there is another one of length k + 1 with the same
starting and ending state, that follows a self loop at any of the intermediate steps.
In other words, leaving any given state of the corresponding Markov chain, one
can always return in consecutive time epochs, which makes the chain aperiodic.
And the proof is complete.

We have shown so far that the connectivity of GD is enough to ensure the
irreducibility and aperiodicity of the Markov chain with transition probability
matrix D. It remains now to prove that the same thing holds for the complete
stochastic matrix P. This can be done using the following useful lemma¹⁸.

Lemma 6.4. If A is the transition matrix of an irreducible and aperiodic Markov
chain with finite state space, and B the transition matrix of any Markov chain defined
onto the same state space, then matrix C = κA+ λB, where κ,λ > 0 such that
κ + λ = 1 denotes the transition matrix of an irreducible and aperiodic Markov
chain also.

Proof. It is easy to see that for κ,λ > 0 such that κ+ λ = 1 matrix C is also a
valid transition probability matrix. Furthermore, when A is irreducible there ex-
ists a positive probability path between any two given states of the corresponding
Markov chain. The same path will also be valid for the Markov chain that corre-
sponds to matrix C, as long as κ> 0. The same thing is true for the aperiodicity
property, since the addition of the stochastic matrix B does nothing to the length
of the possible paths that allow a return to any given state of the Markov chain
that corresponds to matrix A. Thus, the irreducibility and the aperiodicity of A,
together with the requirement κ > 0, imply the existence of those properties to
the final matrix C, as needed.

Applying Lemma 6.4 twice, first to matrix:

Ξ=βH+(1−β)D, (6.25)

¹⁸A generalized version of this result has been proved in Chapter 3, relying on basic tools of the
theory on Non-Negative Matrices. Here we give a different proof based on elementary Markov
chain theory.
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and then to matrix:
P= (1−α)1ω⊺+αΞ, (6.26)

gives us the irreducibility and the aperiodicity of matrix P. Taking into account
the fact that the state space is finite, the resulting Markov chain becomes er-
godic [75] and there exists a unique recommendation vector corresponding to
its steady state probability distribution which is given by

π⊺ =
�
π1 π2 · · · πm

�
=
� 1
µ1

1
µ2
· · · 1

µm

�
, (6.27)

where µi is the mean recurrence time of state i . However, for ergodic states, by
definition it holds that 1 ≤ µi <∞. Thus πi > 0, for all i , and the support
of the distribution that defines the recommendation vector includes every item of
the itemspace.

The above theorem suggests that even for a user who have rated only one item,
when the chosen decomposition enjoys the above property, our recommender
finds a way to assign preference probabilities for the complete itemspace. Note
that the criterion for this to be true is not that restrictive. For example for the
MovieLens datasets, using as a criterion of decomposition the categorization of
movies into genres, the block coupling graph is connected. This, proves to be a
very useful property, in dealing with the cold-start problem as we will see in the
experimental evaluation presented in §6.4.4.

6.3 NCDREC Algorithm: Computational and Storage
Aspects
It is clear that for the majority of reasonable decompositions the number of blocks
is much smaller than the cardinality of the itemspace, i.e. K ≪ m; this makes
matrices D and W, extremely low-rank. Thus, if we take into account the in-
herent sparsity of the ratings matrix R, and of the component matrices X, Y, Z,
we see that the computational and storage needs of NCDREC are in fact modest.
The computation of the reduced dimensional subspace of the main component
can be done using the EigenRec approach presented in §5.4 with the matrix
vector product of each Lanczos step been computed in a way that takes advan-
tage of the fact that matrix G can be expressed as a sum of sparse and low-rank
components (see also the detailed discussion of §5.4). For the computation of
the newly added users’ recommendations, we collect their preference vectors in
a highly sparse matrix Ω, and we compute their stationary distributions using a
batch power method approach exploiting matrices X, Y. Notice that the ex-
ploitation of the factorization of the NCD matrices in both procedures results in
a significant drop of the number of floating point operations per iteration, since
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Algorithm 6 ColdStart Component

Input: H, X, Y,Ω,α,β.
Output: Πsparse.

1: Π←Ω, k← 0, r ← 1
2: while r > tol and k ≤maxit do
3: k← k + 1
4: Π̂← αβΠH
5: Φ←ΠX
6: Π̂← Π̂+α(1−β)ΦY+(1−α)Ω
7: r ←∥Π̂−Π∥, Π← Π̂
8: end while
9: return Πsparse←Π

Algorithm 7 NCDREC

Input: Matrices R,H, X, Y, Z Parameters α,β, f , d ,ε .
Output: The matrix with recommendation vectors for every user, Π ∈Rn×m .
Step 1: Find the newly added users and collect their preference vectors into
matrix Ω.
Step 2: Compute Πsparse using Algorithm 6.

Step 3: Compute the diagonal matrix Ŝ ≜ diag{∥g1∥,∥g2∥, . . . ,∥gm∥}d−1.
Step 4: Compute the recommendation vectors Πfull using the EigenRec algo-
rithm with the matrix vector product of each Lanczos step been computed as
follows:

y1← Ŝqj

y2←X⊺y1

r← Ry1+ εZy2

Step 5: Update Πfull, replacing the rows that correspond to new users with
Πsparse.

every dense MV multiplication, is now replaced by a sum of lower dimensional
and sparse MV’s, making the overall method significantly faster. The complete
algorithm is presented above.
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6.4 Experimental Evaluation
In order to evaluate the performance of NCDREC in recommending Top-N lists
of items, we run a number of experiments using two real datasets: the Yahoo,
which represents a real snapshot of the Yahoo! Music community’s preferences for
various songs, and the standard MovieLens1M dataset. These datasets also come
with information that relates the items to genres; this was chosen as the criterion
of decomposition behind the definition of matrices D and W. For further details
about these datasets see Appendix A.

6.4.1 Metrics
For our qualitative experiments, except for the standardRecall and Precisionmet-
rics [13, 46] and the well known utility-based ranking measures R-Score, Nor-
malized Discounted Cumulative Gain and Mean Reciprocal Rank – which have
been presented in §5.6 of the previous chapter – we also make use of four ranking-
comparison measures; namely the standard Spearman’s ρ and Kendall’s τmetrics
[13, 168], the Degree of Agreement (DOA) [61, 62, 73] and the Normalized
Distance-based Performance Measure (NDPM) [168]. The definitions of these
metrics are presented below. Table 6.1 contains all the necessary notation.

Table 6.1: Summary of the Notation Used for the Definition of Ranking Com-
parison Metrics

Symbol Meaning

ri User’s ui reference ranking
πi Recommender System generated ranking
r i

v j
Ranking score of the item v j in user’s ui ranking list (reference ranking)

πi
v j

Ranking score of the item v j in user’s ui ranking list (RS generated ranking)

C Number of pairs that are concordant
D Number of discordant pairs
N Total number of pairs
Tr Number of tied pairs in the reference ranking
Tπ Number of tied pairs in the system ranking
X Number of pairs where the reference ranking does not tie, but the RS’s

ranking ties (N −Tr −C −D)
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Kendall’s τ. This is an intuitive nonparametric rank correlation index that has
been widely used in the literature. The τ of ranking lists ri , πi is defined
to be:

τ ≜ C −Dp
N −Tr i

p
N −Tπi

, (6.28)

and takes the value of 1 for perfect match and -1 for reversed ordering.

Spearman’s ρ. This is another widely used non-parametric measure of rank cor-
relation. The ρ of ranking lists ri , πi is defined to be:

ρ≜ 1
m

∑
v j
(r i

v j
− r̄ i )(πi

v j
− π̄i )

σ(ri )σ(πi )
, (6.29)

where the ·̄ and σ(·) denote the mean and standard deviation. The ρ takes
values from -1 to 1. A ρ of 1 indicates perfect rank association, a ρ of zero
indicates no association between the ranking lists and a ρ of -1 indicate a
perfect negative association of the rankings.

Degree of Agreement (DOA). DOA is a performance index commonly used in
the recommendation literature to evaluate the quality of ranking-based CF
methods [61, 62, 73, 204]. DOA is a variant of the Somers’ D statistic
[173], defined as follows:

DOAi ≜
∑

v j∈Ti∧vk∈W i
〚πi

v j
>πi

vk
〛

|Ti | · |Wi |
, (6.30)

where 〚S〛 equals 1, if statement S is true and zero otherwise; Ti , the set of
items rated by user ui in the test set; Li the set of items rated by user ui in
the training set; andWi ≜ (Li∪Ti ). Macro-averaged DOA (macro-DOA)
is the average of all DOAi and micro-averaged DOA (micro-DOA) is the
ratio between the aggregate number of item pairs in the correct order and
the total number of item pairs checked (for further details see [61, 62]).

Normalized Distance-based Performance Measure. The NDPM of ranking lists
ri , πi is defined to be:

NDPM≜ D + 0.5X
N −Tr i

. (6.31)

The NDPM measure gives a perfect score of 0 to RS that correctly pre-
dict every preference relation asserted by the reference. The worst score of
1 is assigned to recommendation vectors that contradict every preference
relation in ri [168, 198].
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6.4.2 Competing Recommendation Methods
Exploiting meta-information is a very useful weapon in alleviating sparsity related
problems [49]. Therefore, in order to provide fair comparisons we test NCDREC
against recommendation methods that: (i) can also take advantage of the cat-
egorization of items to genres and, (ii) are known to show lower sensitivity to
the problems of limited coverage and sparsity [49]. In particular, we run NC-
DREC against five state-of-the-art graph-based approaches; the node similarity
scores based on the Pseudoinverse of the Graph’s Laplacian, and Katz; the random
walk methods First Passage Time (FP) and Commute Time (CT) and the Matrix
Forest Algorithm (MFA).

The data model used for all the competing methods is a graph representation
of the recommender system database. Concretely, consider a weighted graph G
with nodes corresponding to database elements and database links corresponding
to edges. For example, in the MovieLens1M datasets each element of the people
set, the movie set, and the movie_category set, corresponds to a node of the
graph, and each has_watched and belongs_to link is expressed as an edge
[60, 61]. Below we give their formal definitions.

The Pseudoinverse of the Graph’s Laplacian. This matrix contains the inner
products of the node vectors in a Euclidean space where the nodes are exactly
separated by the commute time distance [61]. For the computation of the GL†

matrix we used the formula:

GL† = (L− 1
n+m+K

11⊺)−1+
1

n+m+K
11⊺, (6.32)

where L is the Laplacian of the graph model of the recommender system, n, the
number of users, m, the number of items, and K , the number of blocks (see [60]
for details).

The MFA matrix. MFA matrix contains elements that also provide similarity
measures between nodes of the graph by integrating indirect paths, based on the
matrix-forest theorem [37]. Matrix Gmfa was computed by

Gmfa = (I+ L)−1 , (6.33)

where I, the identity matrix.

The Katz Similarity Matrix. Katz similarity matrix is computed by

Gkatz = αAG +α
2A2

G + · · ·=
�
I−αAG

�−1− I, (6.34)

where AG is the adjacency matrix of the graph and α measures the attenuation in
a link (see [96]).
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Average First Passage Time. The Average First Passage Time scores are com-
puted by iteratively solving the recurrence�

FP(k|k) = 0,
FP(k|i) = 1 +

∑n+m+K
j=1 pi j FP(k| j ), for i ̸= k , (6.35)

where pi j is the conditional probability a random walker in the graph G, visits
node j next, given that he is currently in node i .

Average Commute Time. Finally, Average Commute Time scores can be ob-
tained in terms of the Average First-Passage Times by

CT(i , j ) = FP(i | j )+FP( j |i). (6.36)

For further details about the competing algorithms see [37, 60, 61, 96] and
the references therein.

6.4.3 Top-N Recommendation Quality
To evaluate the quality of our method in suggesting Top-N items, we follow the
approach described in §5.6. In particular, we randomly sample 1.4% of the ratings
of the dataset in order to create a probe set P , and we use each item v j rated with
5-star by user ui in P , to form the test set T . Then, we order the items according
to their popularity (which was measured in terms of number of ratings) and we
also extract a subset of the test set, Ttail, that involves items originated from the
tail of the distribution. Finally, for each item in T and in Ttail, we randomly select
another 1000 unrated items of the same user, we rank the 1001 item lists using
all different algorithms, and we evaluate their quality in the standard (using T )
and the long-tail (using Ttail) recommendation scenarios.

Figure 6.2 reports the performance of the algorithms on the Recall, Precision,
NDCG and RScore metrics for the standard recommendation task. In particu-
lar, we report the average Recall as a function of N (focusing on the range N =
[1, . . . , 20]), the Precision at a given Recall, the NDCG@N and the RScore(α) as
a function of the halflife parameter α, for the MovieLens1M (1st row – denoted
ML1M ) and the Yahoo!R2Music (2nd row – denoted Yahoo) datasets. As we can
see NCDREC outperforms all other methods in all utility-based ranking metrics
considered. Similar results are observed for the long-tail recommendation task,
as well – where we see that NCDREC manages to retain its performance in all
metrics and for both datasets (Figure 6.3). Notice here the significant drop in
the long-tail recommendation quality of the random-walk-based methods, which
were found to behave very well in the standard scenario. This finding indicates
their bias in recommending popular items. MFA and L† on the other hand, do
particularly well, especially in the sparser Yahoo dataset.
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Figure 6.2: Top-N recommendation quality on ML1M and Yahoo datasets using
Recall@N, Precision and NDCG@N metrics.
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Figure 6.3: Long-Tail recommendation quality on ML1M and Yahoo datasets using
Recall@N, Precision and NDCG@N metrics.
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6.4.4 Evaluating the Performance of the Cold-Start Component Under
Extreme Sparsity
In this section we test NCDREC’s performance in the presence of severe sparsity.
In particular, we will focus on extreme manifestations of the New Community and
New Users problems, i.e. the cases for which recommendations are based on the
ColdStart component of our method.

New Community Problem
In order to test the performance of our method in dealing with the new commu-
nity problem, we conduct the following experiment: We simulate a newly emerg-
ing community of users by constructing randomly three new artificially sparsified
versions of the ML1M and Yahoo datasets at different density levels. The idea is
that these modified versions represent early snapshots of the system’s evolution,
when the community was young and – as a result – the density of the dataset was
lower.

First, to demonstrate the positive effect that comes from the introduction
of the D-decomposition and the related matrix D, we run our method using
different values of β (varying from β = 0.4 to β = 1), and we test the quality
of the recommendation lists produced using as reference ranking for each user
his complete set of ratings from the original dataset. The measures used for this
comparison is the Kendall’s τ, the Spearman’sρ, the NDPM and the macro-DOA.
Low values on the NDPM and high values on the other three metrics suggest
that the ranking lists produced using the extremely sparse data are “close” to the
preferences of the users, as described by their full set of ratings.

Figure 6.4 reports the mean values for each metric counting every user that
has rated at least one item in the modified dataset¹⁹. The results show that the
introduction of our NCD Proximity component induces a positive effect in deal-
ing with the new community problem. As the “weight” of matrix D increases,
the ranking quality continues to increase, reaching the best score when β takes
a value between 0.6 and 0.8. This was true for all the evaluation metrics consid-
ered. Then, the quality begins to drop, as expected, because the direct inter-item
relations get increasingly ignored.

Figure 6.5 shows the performance of our method against the other algorithms
for the different stages of the newly emerging system. NCDREC performs very
well on both datasets, exhibiting very good results even in the sparsest cases. These
results verify the intuition behind our method; even though the direct item-item
relations of the dataset collapse with the exclusion of such many ratings, the in-
direct relations captured by matrix D decay harder and thus, preserve longer the

¹⁹For clarity of presentation we report the parametric tests on the ML1M dataset only. Similar
results were observed on the Yahoo dataset as well.
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Figure 6.4: Parametric tests for the New Community problem. The figure reports
the performance of the ColdStart component, for different values of the param-
eter β ∈ (0.4,1).
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Figure 6.6: Parametric tests for the New Users problem. The figure reports the
performance of the ColdStart component for different values of the parameter
β ∈ (0.4,1).

coarser structure of the data, giving our method a “fighting chance” at uncovering
inter-element relations even in such adverse circumstances.

New Users Problem
To evaluate the performance of our algorithm in coping with the new-users prob-
lem, we conduct the following experiment: We randomly select 200 users having
rated 100 items or more, and then we randomly delete 96%, 94% and 92% of
each users’ ratings in order to create three new versions of the ML1M and Yahoo
datasets. Following an approach similar to the new community case presented
earlier, we test the positive effect that comes from the introduction of matrix D,
by running our algorithm for different values of β for all the ranking measures,
using the complete set of ratings as a reference list. Figure 6.6 reports the average
values of each metric over the set of new users, for the ML1M dataset. The experi-
ment confirms our previous observations; the introduction of matrix D increases
the ranking quality in this case too, with the best results achieved this time for a
value of β around 0.7-0.8.
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Figure 6.7: Recommendation performance for New Users problem on the ML1M
dataset.

Figures 6.7 and 6.8, report the average scores for all different measures and
all different percentages of included ratings, for the set of new users. NCDREC
outperforms every other method considered, achieving good results even when
only 4% of each user’s ratings are included. MFA and L† also do well, especially
as the number of included ratings increases. These results are in accordance with
the intuition behind our approach as well as the theoretically predicted proper-
ties of the ColdStart component. Note here, that for both datasets, the block
coupling graph is connected, and therefore full itespace coverage is guaranteed
for every user. Our results suggest that even though the de facto initial lack of
personalized feedback makes new users’ tastes unclear, the exploitation of NCD
proximity captured by matrix D, manages to “propagate” this scarce rating in-
formation to the many related elements of the itemspace, giving our method an
advantage in dealing with the problem.

6.4.5 Discussion
Our qualitative experiments suggest that NCDREC achieves very good results
for all the utility-based as well as the rank-correlation metrics considered. The
construction of the Latent Space of NCDREC’s main component is based on an
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Figure 6.8: Recommendation performance for New Users problem on the Yahoo
dataset.

NCD-perturbed rating matrix. We find that the introduction of the NCD Pref-
erences matrix brings a positive effect to the model, especially in cases when the
sparsity of the data is generalized and particularly severe. Of course, the criterion
behind the definition of the decompositions must be chosen to be meaningful
for the recommendation problem at hand. In our case, and for the datasets we
experimented on, the only available meta-information was the categorization of
items into genres. Although this is a particularly coarse-grained decomposition²⁰
our results suggest that it presents a reasonable choice for recommending movies
or songs. In real systems where there are more options available, one should con-
sider testing the effects of the granularity of a suggested decomposition, or even
including multiple decompositions at once. Intuitively, in cases of extreme spar-
sity, we expect the quality of recommendation to be supported by more detailed
categorizations, since in the absence of clearly characterized inter-item relations
these decompositions will need to play a more central role to the recommenda-
tion process. On the other hand, testing our method in the denser subsets of
the datasets reveals that the difference in quality of the main component with

²⁰For example in the ML1M dataset, there are only 18 movie genres that correspond to 18 over-
lapping D-blocks.
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and without the perturbation with matrix W becomes marginal. Therefore, as
the system grows and the inter-item relations become more and more clear, one
could consider proceeding with a simpler main component based solely on pure
CF (e.g. EigenRec for some inter-item proximity matrix), while relying on the
ColdStart component for the continuing problem of dealing with newcomers
in the system.

6.5 Conclusions
In this chapter we proposed NCDREC; a novel method that builds on the intu-
ition behind Decomposability to provide an elegant and computationally efficient
framework for augmenting the pure collaborative filtering approach for producing
Top-N recommendations. NCDREC exploits the innately hierarchical structure
of the itemspace, and decomposes it into item-blocks, in order to characterize and
quantify indirect relations between the elements of the dataset. Our analysis sug-
gest that the exploitation of this decomposition manages to fill-in some of the void
left by the intrinsic sparsity of the data and under mild conditions can guarantee
the production of recommendation vectors that cover the complete itemspace –
even for newly emerging users of the system.

The resulting model is scalable – with its dimension depending solely on
the cardinality of the itemspace which in most realistic applications increases
slowly; and efficient – because of the attractive mathematical properties of the
NCD proximity matrices as well as the use of our efficient EigenRec and NC-
DawareRank algorithms in its core. Our experiments on the MovieLens and the
Yahoo!R2Music datasets, indicate that NCDREC outperforms several – known
for their antisparsity properties – state-of-the-art graph-based algorithms in widely
used performance metrics. Our findings suggest that NCDREC carries the po-
tential of handling sparsity effectively, being able to produce high-quality recom-
mendations in standard, long-tail as well as cold-start scenarios.
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Chapter 7

Conclusions and Future
Work

Now this is not the end. It is not even the beginning of
the end. But it is, perhaps, the end of the beginning.

– Winston Churchill

7.1 Synopsis
In this dissertation, we embarked on an exploration of ranking in the presence of
sparsity focusing on two of the most important and generic ranking settings: Link-
Analysis and Ranking-based Recommendation. Our discourse, was something akin
to a two-voice fugue, with the main theme being Near Decomposability. Looking
at the problem through the conceptual lens of Simon’s theory, we introduced a
novel modeling approach that leads to efficient, effective and sometimes elegant
models and algorithms for both application areas. The models and algorithms we
proposed were shown to possess a wealth of useful mathematical properties that
result to direct computational as well as qualitative advantages. The theoretical
implications of our work were evaluated both computationally and qualitatively
based on a comprehensive set of experiments using real-world data. Our findings
verify the applicability of our methods in big-data scenarios as well as their promis-
ing performance in achieving high-quality results with respect to state-of-the-art
ranking and recommendation algorithms.

In this final chapter, instead of presenting yet another detailed summary of
our contributions, we choose to close our work, with an informal and intuitive
discussion of some interesting research directions for future work that arise directly
from our results.
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7.2 Directions for Future Work
7.2.1 Random Surfing

Spectral Properties of the NCDawareRank Matrix. In the general case – where
the NCDawareRank model includes the standard rank-one teleportation
matrix – the subdominant eigenvalue of matrix P is upper bounded by
η+µ as shown in Theorem 3.23. However, in the very interesting case
where primitivity can be ensured by the inter-level proximity component
alone, the properties of the subdominant eigenvalue of the matrix that arises
after dispensing the rank-one teleportation:

P= ηH+µM,

are not clear. From the primitivity of P we know that |λ2(P)| is strictly less
than 1. A very interesting problem would be to determine tighter upper
and lower bounds for this eigenvalue in terms of properties of the pro-
posed decomposition. Notice that in the limiting case where we have only
one block containing all the nodes, matrix M coincides with the standard
uniform rank-one teleportation matrix, therefore – assuming reducibility
of the underlying graph – a reasonable conjecture for the modulus of the
subdominant eigenvalue would be

|λ2(P)| ∈ [η, 1− γ ],
with γ ∈ (0,µ) being somehow related to the properties of the proposed
decomposition.

Low-Rank Regularization Framework. The Teleportation matrix of PageRank can
be thought of as the most straightforward primitivity adjustment of the final
stochastic matrix, through a rank-one regularization component. Our anal-
ysis in Chapter 3 shows that primitivity could also be ensured using a low-
rank component, instead. Informally, “reversing” our primitivity proofs
one could end up with a procedure to construct a rank-r regularization
component for any given r ≤ n in an attempt to allow for richer modeling
without sacrificing much in term of computational efficiency. This proce-
dure could be guided by the properties of the graph under consideration,
the particular nature of the ranking problem at hand etc. However, it could
also be completely random. Indeed, given an integer r ≤ n, one can start
by constructing a random sparse n × r allowable row-normalized matrix
Y1, and a random sparse r ×n allowable row-normalized matrix Y2, such
that their product

W ≜ Y2Y1,
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yields an irreducible square matrix of order r . Then, using the correspond-
ing n× n stochastic matrix defined by the product,

M ≜ Y1Y2,

would result in a primitive matrix P, as a direct consequence of the reverse
direction of Theorem 3.8. The exploration of the computational as well as
qualitative properties of the new centrality measures that arise from such
procedure is a very interesting path we are currently pursuing.

“In-Sync” Teleportation. Another interesting path that remains to be explored
involves the definition of a systematic framework for the creation of tele-
portation models that are more in-sync with the spectral properties of the
underlying graphs. Notice, that the traditional rank-one teleportation ma-
trices can not do the trick; however, allowing the teleportation model to be
low-rank instead, gives the necessary room for combining easy handling,
richer modeling, as well as computational efficiency. In this work we went
down this path focusing on 2-chromatic graphs, however there remain more
to be explored in a more general setting.

Spam Identification. In our experiments we have seen that there appears to be an
increased sensitivity of the spamming node’s ranking score for small changes
of the ratio η/µ around 1, when one combines our inter-level proximity
component with the standard uniform teleportation matrix. This could
lead to interesting alternative uses of our measure. For example, one could
define µ to be a random variable, and try to exploit the variance of the
ranking of the nodes in the final NCDawareRank vector by feeding it to
a machine learning framework for spam classification (see the discussion
in [43]).

NCDawareRank in Different Application Settings. PageRank, with its elegant
simplicity, its computational efficiency and its generality have been used
with noticeable success in a plethora of applications that go far beyond
Web-ranking. Wu et al. [194] include it in a list of the top-10 most in-
fluential algorithms in data mining, and Gleich [67] surveys many of its
diverse applications beyond the Web. In all these applications the regular-
ization component (i.e. the teleportation model) have been assumed to be
the standard rank-one matrix proposed in the initial model (in the major-
ity of them in fact its standard uniform version). Our approach allows for
far richer regularizations that can take into account known properties of
the graph’s structure, available information about the nodes etc. Further-
more, our model can admit both overlapping and multiple simultaneous
decompositions allowing for even more flexibility, that could possibly lead
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to better centrality measures, especially for problems where the standard
teleportation approach has little intuitive grounds.

One such application of our method in a real-world system has already
come to our attention. In particular, our ranking framework has been
adopted by a new cryptocurrency system, called NEM. NEM is a peer-to-
peer cryptocurrency platform that introduces new features in the blockchain
technology. NCDawareRank is exploited for the creation of a novel tool
called “Proof-Of-Importance (POI)”, that has been designed to encourage
users of NEM to actively carry out transactions within the NEM ecosys-
tem, alleviating a number of significant problems of the famous BitCoin
cryptocurrency²¹.

7.2.2 Ranking-Based Recommendation
Faster Computation of EigenRec. We have seen that using the Lanczos method

with full re-orthogonalization, one can construct the Latent subspace effi-
ciently, even for immense real-world datasets. Of course other Krylov sub-
space methods can be used, together with various “tricks and tweaks” to
achieve an even faster construction of our latent model. In our particular
case, since pursuing ranking-based recommendations grants us the flexibil-
ity of not caring about the exact recommendation scores, the “wiggle room”
for such modifications may be significantly different than in other more tra-
ditional eigenvalue problems. It would be, therefore, very interesting to test
the personalized recommendation vectors arising from a subspace built us-
ing looser convergence criteria, or milder re-orthogonalization schemes, or
even correlation-based convergence criteria etc., since it may lead to use-
ful insights that can help us achieve faster implementations for practical
applications of the method in real-world settings.

Generalization on the ColdStart Component. A very interesting direction to
be explored involves the generalization of the ColdStart component ex-
ploiting the functional rankings family [12]. In particular, based on the re-
cently proposed multidamping reformulation of these rankings [102, 103],
that allows intuitive and fruitful interpretations of the damping functions in
terms of random surfing habits, one could try to capture the actual newly

²¹For the Technical Reference of NEM, see http://nem.io/NEM_techRef.pdf (see in particular
Chapter 7). See also relevant media coverage:
Yahoo Finance: http://finance.yahoo.com/news/cryptocurrency-nem-gears-change-
trade-100500963.html,
CoinTelegraph: http://cointelegraph.com/news/nem-technical-reference-introduces-
reputation-enhanced-proof-of-importance, and
Vice: http://motherboard.vice.com/read/this-cryptocurrency-doesnt-want-to-beat-
bitcoin-it-wants-to-beat-the-economy .

http://nem.io/NEM_techRef.pdf
http://finance.yahoo.com/news/cryptocurrency-nem-gears-change-trade-100500963.html
http://finance.yahoo.com/news/cryptocurrency-nem-gears-change-trade-100500963.html
http://cointelegraph.com/news/nem-technical-reference-introduces-reputation-enhanced-proof-of-importance
http://cointelegraph.com/news/nem-technical-reference-introduces-reputation-enhanced-proof-of-importance
http://motherboard.vice.com/read/this-cryptocurrency-doesnt-want-to-beat-bitcoin-it-wants-to-beat-the-economy
http://motherboard.vice.com/read/this-cryptocurrency-doesnt-want-to-beat-bitcoin-it-wants-to-beat-the-economy
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emerging users’ behavior as they begin to explore the recommender sys-
tem, and map it to suitable collections of personalized damping factors that
could lead to even better recommendations.

Ensuring Itemspace Coverage through the Main Component. Consider the bi-
partite graph representation of a newly emerging recommender system.
When this graph is disconnected, it is easy to show that the correspond-
ing ratings matrix can always be written as

R =


R1 0 · · · 0

0 R2
. . .

...
...

. . . . . . 0
0 · · · 0 RK

 , RI ∈RnI×mI , I = 1, . . . ,K ,

leading to a cosine-based inter-item proximity matrix that can be brought
in a block diagonal form

A=


A1 0 · · · 0

0 A2
. . .

...
...

. . . . . . 0
0 · · · 0 AK

 , AI ∈RmI×mI , I = 1, . . . ,K .

Therefore, by elementary linear algebra one can show that the final recom-
mendation matrix Π defined in the EigenRec framework (which is based
on the principal eigenvectors of A), will have a structure similar to that of
matrix R above. This makes the recommendation vector for each user ui ,
unable to differentiate between any of the items that belong to a different
connected component than ui . Furthermore, in case of a very fragmented
dataset there will be difficulties related with the right choice for the dimen-
sion of the latent-space, in order to avoid the possibility of zero rows in the
recommendation matrix. Of course, following the approach we proposed
in Chapter 6, this problem can be alleviated through the perturbation of the
ratings matrix with the NCD preference matrix W. However, in complete
absence of meta-information, the problem stands and presents an interest-
ing research path that remains to be explored.
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Appendix A

Datasets

In this Appendix we collect information about all the datasets used in this disser-
tation, in order to provide a convenient reference for the reader.

A.1 Snapshots of the Web Graph
The snapshots of the Web used for our experiments in Chapter 3 are presented in
Table A.1, below.

Table A.1: Datasets Used in Chapter 3

Network #Nodes #Edges Dangling Nodes Description

cnr-2000 325557 3216152 23.98% A small crawl of the CNR domain
eu-2005 862664 19235140 8.31% Crawl of the .eu domain in 2005

india-2004 1382908 16917053 20.41% Crawl of the .in domain
uk-2002 18520486 298113762 14.91% Crawl of the .uk domain in 2002

More information about the graphs – including details about the crawling
and storing procedure – can be found in the Website of the Laboratory of Web
Algorithmics (see also [24, 25, 29]).

A.2 Multipartite Graphs
The graphs used for our experiments in Chapter 4, are presented in Table A.2.
Matrix H is the standard square adjacency matrix of the graph; not the rectan-
gular biadjacency matrix that is also used to describe bipartite graphs in the liter-
ature. Every dataset used throughout Chapter 4 can be downloaded from [159]
(the MovieLens20M dataset), from [2] (the Yahoo!Music dataset) and from the
collection [113] (the rest).
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Table A.2: Datasets Used in Chapter 4

Dataset Name # Nodes Density of H Block Structure

Jester 74K 0.15% Users Jokes

Digg votes 143K 0.029% Users Stories

YouTube 124K 0.0038% Users Groups

Wikinews(en) 171K 0.0024% Users Pages

BookCrossing 264K 0.0012% Users Books

Stack Overflow 642K 0.00063% Users Posts

DBLP 5.4M 0.00006% Authors Papers

Amazon-Ratings 3.4M 0.0001% Users Products

Wikipedia(en) 277K 0.0077% Articles Words

TREC 1.7M 0.0056% Documents Words

MovieLens20M 165K 0.15% Users Movies Genres

Yahoo!R2Music 1.3M 0.012%
Users Songs Genres

Artists Albums

A.3 Recommender System Datasets
The recommendation quality of EigenRec and NCDREC algorithms in Chap-
ters 5 and 6, was tested utilizing data originated from two recommendation do-
mains, namely Movie Recommendation and Song Recommendation. Details
about the datasets used can be found in Table A.3.

Table A.3: Datasets Used in Chapters 5 and 6

Dataset #Users #Items #Ratings Density of R

MovieLens100K 943 1682 100,000 6.30%
MovieLens1M 6,040 3,883 1,000,209 4.26%

MovieLens10M 71,567 10,681 10,000,054 1.31%
MovieLens20M 138,493 26,744 20,000,263 0.54%

Yahoo!R2Music 1,823,179 136,736 717,872,016 0.29%
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