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Abstract 

The field of Textual Sentiment Analysis has been met with increased interest by the 

research community in recent years due to the rise of social media and the Internet. The vast 

amount of opinion-heavy user-generated content that is available to us, whether that is a 

product/service review or an opinion on an event, shows that effective Sentiment Analysis is 

needed. However, automatic knowledge extraction about the opinion and emotional state of 

people can be a very challenging task.  

This thesis studies the fields of Machine Learning and Deep Learning in-depth, in 

order to perform Sentiment Analysis and by extension Emotion Recognition classification 

tasks. A novel Hidden Markov Model-based approach is proposed where a single model is 

trained for each class label with the help of clustering and a lexicon. Overall, the main goal 

is to present a variety of Machine Learning models, ranging from basic all the way to state-

of-the-art approaches, and implement them in real-world datasets. Initially, the theory behind 

the aforementioned fields and the related literature is introduced. Then, we present the 

mathematical background of the proposed approaches as well as expand on their usage for 

text classification and its challenges. The task at hand is supervised text classification. 

Additionally, a survey of the available datasets in the Sentiment Analysis domain is 

performed and the field of Ensemble Learning is explored. Finally, we implement and 

evaluate the proposed models on benchmark datasets using k-fold cross-validation and come 

to conclusions regarding each algorithm’s ability to recognize peoples' opinions and 

emotions.  

From the experimental results it is observed that the proposed Hidden Markov 

Models and Deep Neural Networks with word embeddings achieve very high performance, 

proving that they are potent and suitable tools for Sentiment Analysis and classification tasks 

in general. 

 

Keywords: Sentiment Analysis, Emotion Recognition, Machine Learning, Ensemble 

Learning, Deep Learning, Hidden Markov Models, Classification Algorithms, Big Data 
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Abstract (Translated) 

Το πεδίο της κειμενικής ανάλυσης συναισθήματος έχει συγκεντρώσει μεγάλο 

ενδιαφέρον από την ερευνητική κοινότητα τα τελευταία χρόνια λόγω της ανόδου των 

κοινωνικών μέσων και του Διαδικτύου. Ο τεράστιος όγκος περιεχομένου που δημιουργείται 

από χρήστες ο οποίος έχουμε στη διάθεση μας, είτε πρόκειται για μια κριτική 

προϊόντος/υπηρεσίας είτε για μια γνώμη πάνω σε ένα γεγονός, δείχνει ότι αποτελεσματική 

ανάλυση συναισθήματος είναι αναγκαία. Ωστόσο, η αυτόματη εξόρυξη γνώσης σχετικά με 

τη γνώμη και συναισθηματική κατάσταση ενός ανθρώπου αποτελεί ένα πολύ δύσκολο έργο.  

Η παρούσα διπλωματική εργασία πραγματεύεται σε βάθος τα πεδία του Machine 

Learning και του Deep Learning με σκοπό να διενεργήσουμε ανάλυση συναισθήματος μέσω 

κατηγοριοποίησης. Προτείνεται μια καινούργια προσέγγιση βασισμένη στα Hidden Markov 

Models, όπου ένα ατομικό μοντέλο εκπαιδεύεται για κάθε κλάση στα δεδομένα με την 

βοήθεια συσταδοποίησης και ενός λεξικού. Ο κύριος στόχος είναι να παρουσιαστεί μια 

ποικιλία μοντέλων Machine Learning, από απλοϊκά μέχρι μοντέλα που αποτελούν την 

τελευταία λέξη την τεχνολογίας (state-of-the-art), και στη συνέχεια να υλοποιηθούν σε 

πραγματικά σενάρια. Αρχικά, παρουσιάζεται η θεωρία πίσω από τους προαναφερθέντες 

τομείς και τη σχετική βιβλιογραφία. Στη συνέχεια, παρουσιάζουμε το μαθηματικό υπόβαθρο 

των προτεινόμενων προσεγγίσεων και επεκτείνουμε πάνω στην κειμενική κατηγοριοποίηση 

και τις προκλήσεις της. Το έργο που καλούμαστε να επιτελέσουμε είναι επιβλεπόμενη 

κατηγοριοποίηση. Επιπλέον, παρουσιάζεται μια έρευνα των διαθέσιμων datasets για 

ανάλυση συναισθήματος και το Ensemble Learning. Τέλος, υλοποιούνται και αξιολογούνται 

τα προτεινόμενα μοντέλα πάνω σε datasets με χρήση cross-validation και καταλήγουμε σε 

συμπεράσματα σχετικά με την ικανότητα κάθε αλγορίθμου να αναγνωρίζει τις απόψεις και 

τα συναισθήματα ατόμων.  

Από τα πειραματικά αποτελέσματα παρατηρείται ότι τα προτεινόμενα Hidden 

Markov Models και τα Deep Neural Networks με word embeddings επιτυγχάνουν πολύ 

υψηλές επιδόσεις, αποδεικνύοντας ότι είναι ισχυρά εργαλεία για ανάλυση συναισθήματος 

και κατηγοριοποίηση γενικότερα. 

 

Λέξεις Κλειδιά: Ανάλυση Συναισθήματος, Μηχανική Μάθηση, Machine Learning, 

Ensemble Learning, Deep Learning, Hidden Markov Models, Αλγόριθμοι 

Κατηγοριοποίησης, Big Data 
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1  
Introduction 

1.1 Sentiment Analysis 

Textual Sentiment Analysis is a subfield of Natural Language Processing (NLP) that 

has attracted increased interest in recent years due to the rise of the Internet and constitutes a 

challenging task in the academic sphere. Social Networks, web-based applications and other 

mediums give users the ability to express their opinion in the form of text and share it with 

millions of people around the globe, giving us access to an enormous volume of data. 

According to Liu [1], the goal is to transform unstructured text to structured data. Sentiment 

Analysis is the computational study of people’s opinions, emotions and attitudes towards 

entities such as products, services, events etc. The aforementioned data contain very 

meaningful information and automated methods are needed in order to analyze and extract 

knowledge from them [15]. The goal of Sentiment Analysis methods is to extract knowledge 

about the attitude, the emotional state, or the subjective opinions of users. 

The vast amount of opinion-heavy texts available on the Internet shows that effective 

Sentiment Analysis is needed. For example, Twitter is a Social Network featuring microblog 

posts that is very frequently used in NLP and Sentiment Analysis tasks [2, 3, 4, 5, 6, 7, 9, 10, 

11]. Twitter is a platform where users can express their thoughts and interact with other 

individuals, thus making huge amounts of information readily available to the masses. 

Understanding sentiment/emotions in text is vital in order to grasp general public 

opinion on topics and companies. Overall, Sentiment Analysis focuses on processing user-

generated content such as product/service reviews, forums and microblogs. As a result of 

this, it’s apparent that businesses would benefit from automatically processing and 

understanding their users’ content, whether that is a review or an opinion on an event. Thus, 

recognizing emotions, sentiments and attitudes in textual data can greatly assist in 

understanding opinions, events and is highly sought after by businesses and service 

providers. Other than a strictly statistical analysis of the data, systems may also be created 

like a recommender (recommendation) system. The term ‘Opinion Mining’ is also used to 

refer to Sentiment Analysis. 

Reviews constitute the basis for almost all benchmark Sentiment Analysis datasets in 

literature that are used to evaluate a new model’s performance [30, 33, 108]. Furthermore, 
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Sentiment Analysis has proven to be a potent tool for grasping general public opinion on 

topics and companies [7, 53, 54]. 

In practice, Sentiment Analysis and Emotion Recognition methods can be roughly 

divided into three categories: knowledge-based methods, statistical methods and hybrid-

approaches [103]. An example of knowledge-based methods would be emotional word 

counting with the use of Sentiment Lexicons etc. Statistical methods refer to Machine 

Learning and by extension to Deep Learning. Quan et al. [12] also mention the category of 

concept-based methods, which make use of ontologies and semantics. An alternative 

categorization of methods by Pandey et al. [13] makes a distinction between lexicon-based 

methods and machine learning-based methods. 

Emotion Recognition is a subset of Sentiment Analysis/Opinion Mining. While the 

latter focuses on tasks like sentiment polarity orientation, intensity of sentiment, aspect-

based sentiment and subjectivity detection, the former works on predicting the exact emotion 

of a document (or video/audio). An example of six basic emotions would be anger disgust, 

fear, happiness, sadness, and surprise as defined by Ekman [14]. 

1.2 Goals of this Work 

User-generated content in social media as well as reviews contain very meaningful 

information regarding public sentiment and in order to analyze them and extract knowledge 

automated methods are needed. Understanding sentiment and emotions in text is vital in 

order to grasp general public opinion on various topics and events [17]. The accurate 

recognition of opinions in text is a very challenging task on its own and when it comes to the 

analysis of user-generated data in social media, things can get even more challenging [16]. 

In this work, we study the fields of Machine Learning, Ensemble Learning and Deep 

Learning in-depth, in order to perform Sentiment Analysis and by extension Emotion 

Recognition classification tasks. First, we present a variety of models, ranging from basic all 

the way to state-of-the-art approaches, with the goal of implementing them in real-world 

datasets. We introduce the theory behind the aforementioned fields, the related literature and 

the mathematical background of the proposed approaches. 

Overall, we implement a wide variety of Machine and Deep Learning models in 

order to recognize sentiments and opinions in text. We propose a high-order Hidden 

Markov Model-based approach where a single model is trained for each class label with the 

help of clustering and a lexicon. Additionally, we implement Deep Neural Networks with 

word embeddings. The task at hand is supervised text classification. Hidden Markov Models 

and Deep Neural Networks constitute a suitable and potent approach, given the special 

characteristics of textual data. In particular, they can utilize the sequential nature of textual 

data, a piece of information that traditional machine learning approaches fail to fully take 

into account; they are capable of achieving state-of-the-art accuracy. We expend on the 

usage of these models for text classification and its challenges. 

Two additional topics showcased in this work are Ensembles of Machine Learning 

models and a survey of the available datasets in the Sentiment Analysis domain. Since 

interest in machine learning methods has increased significantly, so has the need for big 
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datasets in order to train those algorithms. We present a collection of rich resources and 

datasets. 

We evaluate the proposed models’ performance on real-world benchmark datasets 

using k-fold cross-validation and come to conclusions regarding the capability of each 

algorithm to recognize peoples' opinions and emotions. Several experiments were conducted 

to assess the performance of Machine Learning models under various training parameters 

and architectures. From the experimental results it is observed that the proposed Hidden 

Markov Models and Deep Neural Networks with word embeddings achieve very high 

performance, proving that they are potent and suitable tools for Sentiment Analysis and 

classification tasks in general. 





 

5 

2  
Machine Learning 

2.1 Introduction 

 Machine Learning is the study of algorithms, computational methods, and statistical 

models which utilize past experience to effectively perform a specific task, such as a 

classification task. It is considered as a sub-field of Artificial Intelligence (AI). The main 

idea is to create a model, based on certain algorithms, which can make predictions and take 

decisions without being explicitly programmed on the task by a user. In a sense, the goal is 

to “train” a system on a set of data so that it can acquire/infer knowledge which can later be 

used on new input data. 

Interest in Machine Learning methods has increased significantly alongside the 

increase of the data size that we have access to. Social Networks, Blogs, Forums, Web-based 

as well as other applications have been met with increased interest and subsequently the data 

(textual etc.) are so large that they are referred to as “big data” and a new sub-field of 

Machine Learning has emerged, called Deep Learning, which outperforms its predecessor by 

achieving a very high performance on large data. Deep Learning utilizes algorithms with 

multiple layers/levels, usually in the form of Artificial Neural Networks. Machine and Deep 

Learning are on the forefront of data science, big data and technological innovations. The 

algorithms used in Machine Learning originate from the fields of statistics and mathematics. 

They build (“train”) a model by taking sample data (“training data”) as input. One of the 

main advantages is that whole process of inferring knowledge from the data is automatic. 

However, the task of automatically classifying data can be highly challenging. 

The name machine learning was coined in 1959 by Arthur Samuel. Arthur Samuel 

specialized in the fields of computer gaming and artificial intelligence and worked in IBM at 

the time. Already in the early days of Artificial Intelligence, researchers were interested in 

having machines learn from data. First attempts included perceptrons and probabilistic 

reasoning. However, an increasing emphasis on the logical, knowledge-based approach 

caused a rift between AI and machine learning. Probabilistic systems were plagued by 

theoretical and practical problems of data acquisition and representation. By 1980, expert 

systems had come to dominate AI, and statistics was out of favor. A good example of this 

were Artificial Neural Networks. Their potential was dismissed by almost everyone as an 

academic math puzzle, that is computationally very expensive with no practical uses and as a 

result they were abandoned. 
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Machine Learning started gaining traction again in the 1990s, with a shifted focus 

away from the symbolic approaches it had inherited from AI, and toward methods and 

models borrowed from statistics and probability theory. As far as neural networks are 

concerned, a breakthrough came the mid-1980s with the reinvention of backpropagation. 

The major paradigm in AI research has shifted from a knowledge-based approach to a 

Machine Learning based approach. Machine learning benefited from the increasing 

availability of information in recent years. 

An alternative to Machine Learning that was commonly used in the past is Case-

based reasoning (CBR). This Artificial Intelligence technique is used to construct Intelligent 

System e.g. in the medical domain. CBR solves new problems based on the solutions of 

similar past problems. It is alluded that CBR simulates human problem solving by applying 

previous experiences. CBR could be considered similar to Machine Learning, with the main 

difference being that Machine Learning performs generalizations before the problem/test set 

is known, while CBR delays generalization until testing. CBR is not a specific system, but 

instead can be implemented with many approaches and methods. Prentzas et al. [24, 25] 

performed a detailed analysis of case- and rule-based reasoning. 

 

The algorithms originate from the fields of statistics and mathematics. They build 

(“train”) a model by taking sample data (“training data”) as input. One of the main 

advantages is that whole process of inferring knowledge from the data is automatic. 

Assigning a human expert or developing a traditional algorithm would be useless because of 

the size of the data as well as the nature of the tasks we are dealing with. Some tasks are not 

well defined and are overall more favourable to machines, rather than human beings. 

Though. Wolpert’s and Macready’s No Free Lunch Theorem [19] notes that here is no single 

machine learning algorithm that is better across all problems. 

Machine Learning, also referred to as ML, includes four different types of learning 

paradigms which will be analyzed later: 

• Supervised Learning 

• Unsupervised Learning 

• Semi-Supervised Learning 

• Reinforcement Learning 

 

The fundamental goal of learning is generalization, being capable of generalizing 

the knowledge learned from training data to unseen instances and as a result, perform 

accurately. Over-specializing on the training data must be avoided. It is worth noting that: 

the larger the training data the better the model/accuracy.  

Whether a model is good depends on whether it can meet the requirements of the 

user or not, thus its performance has to be evaluated. The process of applying a learned 

model to unseen data is called testing. Generally, the test data should not overlap with the 

training and validation data; otherwise the estimated performance can be over-optimistic. 

Machine Learning models are generally categorized into: 

• Generative: They model how the data was generated. After the model has learned, it 

can be used to make predictions for classification. Examples of such models are 

Hidden Markov Models, Naïve Bayes etc. 
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• Discriminative: They model the decision boundary between the different classes. 

Examples of such models are Conditional Random Fields, Support Vector Machines, 

Logistic Regression etc. 

2.2 Applications 

Artificial Intelligence (AI) has gained heavy popularity in recent years. Machine 

Learning can be applied to an impressive range of scientific sectors because data such as 

text, audio and images are all suitable candidates for learning models. The tasks at hand 

range from basic all the way to advanced topics. Here we mention some of the applications: 

• Computer Vision (e.g. Image Recognition) 

• Speech Recognition 

• Natural Language Processing 

• Bioinformatics 

• Spam Detection 

• Information Retrieval 

• Fraud Detection 

• Search Engines 

• Computational Economics 

• Game playing 

• Network-related Tasks 

• Medical Diagnosis 

• DNA Sequence Alignment 

• Time Series Forecasting 

• Demand Forecasting 

• Fraud and Risk Detection 

• Automation (e.g. Self-Driving) 

• Email Filtering 

• Recommender Systems 

• Machine Translation 

 

Machine Learning is used heavily in Natural Language Processing. Social Networks, 

Web-based applications and other mediums give users the ability to express their opinion in 

the form of text and share it with millions of people around the globe. In order to analyze 

large amounts of natural language data, advanced learning methods are required. An 

example is text classification which is the task of automatically categorizing textual digital 

documents into pre-set categories by analyzing their contents, e.g. perform Sentiment 

Analysis by classifying a product review as positive, negative or neutral. 
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2.3 Hidden Markov Models 

2.3.1 Related Work 

Over the last years, the domain of sentiment analysis and by extension emotion 

recognition has attracted newly found interest in the research community. There exists a 

huge research interest and several works that attempt to perform emotion detection as well as 

study the way people express emotions in the web and in social media [26, 27]. A detailed 

and complete overview of approaches can be found in [28, 29] with a plethora of works 

focusing on emotion expression in news, web blogs and social networks. 

Quan et al. [12] present a weighted high-order HMM for a sentiment analysis task 

and in particular emotion recognition. The main focus of the authors is to combine HMMs of 

different orders including the common first-order HMM. The advantage of a high-order 

HMM is that it takes into consideration a number of previous transitions/events instead of 

only the directly previous one. The architecture of the system consists of: (1) a MaxEnt 

classifier to recognize the emotion of words (2) recognition of some of the sentences (known 

states) (3) the proposed weighted high-order HMM which further recognizes the remaining 

sentences using modified (part of known states) Viterbi algorithm. An advantage of this 

approach is that it doesn’t require word labels since a classifier is used to infer them. 

Furthermore, a representation of compound emotions is introduced, named emotion code. 

HMMs up to an order of seven are evaluated and the authors conclude that the emotions of a 

sentence are clearly affected by the direct previous three or four consecutive sentences. The 

fourth-order HMM outperforms all previous ones, including the traditional first-order HMM. 

Zhao et al. [34] propose a system that utilizes a Hidden Markov Model for sentiment 

analysis of online-shopping reviews. The goal is to extract information from the latest two 

comments as well as the most popular one from the review page, because these are the ones 

that customers will unconsciously read. Other than a classic HMM, a two dimensional HMM 

is also built; it expands on the former by taking into consideration two previous states. The 

sentiment categories are used as hidden states. Additionally, a variation of a genetic 

algorithm is used after training to optimize the model. The proposed approach is evaluated 

against traditional machine learning algorithms on an Amazon Japan dataset consisting of 

tea reviews. It achieves the highest performance (f1-score of 53.79%) and outperforms the 

baseline models by a fair margin. 

Soni et al. [35] propose the use of a HMM for sentiment analysis of customer 

reviews. The task at hand is to automatically analyze whether the comment given by a 

customer is positive or negative (polarity), since manually going through all customers’ 

review to decide on the performance of the product would not be realistic. The HMM works 

on Part-of-Speech tagged sentences and will automatically extract the customer opinions 

present in the review comments on various product features. The model is evaluated on a 

multi-domain Amazon review dataset. It shows promising results, achieving an accuracy as 

high as 95.3% and an f-measure of 97.1%. 

Kang et al. [36] propose a system that includes HMMs and an Ensemble for 

sentiment analysis. The task at hand is polarity classification (positive/negative). The main 

idea is to transform the input data/space into clusters and then employ HMMs for the 

classification, using those clusters as hidden states. The training instances are split according 
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to their class label in order to then train one HMM on each subset. Then, for the evaluation 

phase, each instance is “run” through every model in order to compute a sentiment 

orientation. If the positive orientation is bigger, then the sentence is deemed to expresses a 

positive opinion, otherwise it is negative. It is worth noting that if clustering wasn’t 

performed and the original bag-of-words space was used, the calculated transition 

probability from one word to another word from the training data would be so small that the 

observation probability of a sentence pattern would be quite close to zero and practically 

useless. Finally, the Ensemble method used to convert weak HMMs into stronger models is 

Boosting. This approach is evaluated against state-of-the-art methods on benchmark datasets 

and outperforms them. It achieves an accuracy of 82.39% on the Movie Review Polarity 

Dataset [30], 87% on the Customer reviews Dataset [32] and 86.1% on the Stanford 

Sentiment Treebank [33]. These performances can be compared to other non-Ensemble 

methods like Neural Networks which achieve around 80%, 84% and 87% respectively. The 

HMM achieves an accuracy as high as 98.1%. 

Arani et al. [61] propose a combination of two Hidden Markov Models that will lead 

to a bidirectional model for an image recognition task. In particular, the task is to recognize 

handwritten Farsi words of small- and medium-sized vocabularies. The idea is to exploit 

both a left-to-right and a right-to-left HMM – two unidirectional approaches – by fusing 

their outputs in order to improve the recognition process. It is worth noting that Farsi is 

written right-to-left, thus the first observations are more important in the process. The 

authors also note which words are the hardest to classify. Both models output a score for 

each class and these two vectors are fused with a technique such as product role 

(multiplication). The proposed technique is evaluated against standalone unidirectional 

HMMs on the Iranshahr dataset which consists of 16,000 images of names. The combination 

of left-to-right and right-to-left HMMs shows an increase on the recognition rate, reducing 

the classification error by around 5% on average. Furthermore, six different ways to perform 

the fusion are evaluated, with a multilayer perceptron meta-classifier achieving the highest 

scores across the board. 

Zacher et al. [62] propose a new bidirectional Hidden Markov Model for annotation 

of genomics data. The main goal is overcome the shortcoming of traditional approaches, 

which utilize classic Hidden Markov Models for chromatin immunoprecipitation, such as the 

inability to assign forward and reverse direction to states. The reason that HMMs are so 

commonly used is that the genome can be segmented into discrete states. The proposed 

innovation is the introduction of bidirectionality to HMMs which can infer directed genomic 

states from occupancy profiles de novo. A detailed overview of the math behind the new 

bidirectional HMM is given by the authors, which are based on three specific symmetry 

conditions. The bidirectional HMM is evaluated on a genome-related task and provides 

unexpected, new insights, revealing gene-specific variations. 

Liu et al. [37] propose a modified version of a HMM for emotion classification in 

microblogs. The HMM operates on Ekman’s six basic emotions and utilizes metrics such as 

mutual information and tf-idf of the text as observed variables. Those metrics are given as an 

input feature vector to an algorithm that calculates a probability. Then, the parameters and 

the hidden states of the proposed model are calculated with the help of the particle swarm 

optimization algorithm – a self-adaptive approach. Six HMMs are constructed, one for each 

of the six emotions and each new tweet is evaluated on all of them. Furthermore, since 

manually labeling large-scale datasets is close to impossible, the authors employ an entropy 
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metric to decide whether an unlabeled tweet shall be contained in the training dataset after 

being assigned an emotion by the HMM. The proposed approach is evaluated against Naïve 

Bayes and SVMs on a dataset consisting of Chinese tweets. It outperforms them on almost 

all emotion categories with an f1-score as high as 85%. 

Jin et al. [38] propose a framework named OpinionMiner for opinion mining and 

extraction of high detailed product entities from product reviews. The machine learning 

approach that is utilized is lexicalized HMMs, a form of HMMs which integrates linguistic 

features such as part-of-speech and lexical patterns. Overall, opinions are classified as 

positive or negative. Additionally, the authors propose a self-adaptive tagging approach 

including use dictionary and bootstrapping. The proposed system is evaluated on an Amazon 

dataset consisting of digital camera reviews. Part-of-speech tagging is performed on the data 

and then the proposed HMM-based approach is evaluated on different sets of features and 

entities. Using the maximum number of features (part-of-speech, phrases’ internal formation 

patterns, surrounding contextual clues etc.) attains the highest performance. 

Yi et al. [40] propose a Hidden Markov Model for text classification of medical 

documents. The experiment is performed by using components such as the title and the 

abstract of a document as hidden states, alongside medical subject heading (MeSH) data to 

enrich a HMM algorithm. Observation symbol probabilities are obtained through maximum 

likelihood estimation. Then, the proposed HMM is evaluated on the OHSUMED corpus [39] 

which consists of 50,000 bibliographic entries. The baseline model achieves an f1-score of 

57.0% while implementing additional hidden states for MeSH improves the score to 58.4%. 

Iglesias et al. [41] propose a HMM for classification of biomedical text documents. 

First, preprocessing is performed on the textual data, and words in each document are sorted 

by their relevance with the goal of extracting the, for example, top four relevant words. 

Then, the main idea is simple: split the data depending on their class label on two subsets 

and train two HMMs where the hidden states represent the previously mentioned most 

relevant words. The most probable observations for the first state are the most relevant 

words in the corpus, the most probable observations for the second state are the words 

holding the second level of relevance in the corpus, and so on. An adaptation mechanism is 

also introduced, making the model able to learn from new documents, once trained. The 

proposed approach is evaluated against traditional machine learning techniques on the 

OHSUMED corpus [39]. It outperforms all classifiers except SVMs with an f-measure of 

92.0% when using the baseline HMM and 92.5% when utilizing the adaptive HMM. 

In literature, the majority of HMMs are trained using either the Baum-Welch 

algorithm or by simply counting transition and observation occurrences between states for 

labeled data (supervised) scenarios. 

2.3.2 Theory 

A Hidden Markov Model (HMM) [42] is a statistical Markov model in which the 

system being modeled is assumed to be a Markov process with unobserved (i.e. hidden) 

states. It is a structured probabilistic model that describes a probability distribution over a set 

of possible sequences; they can be thought of as a general mixture model plus a transition 

matrix. Starting from some initial states with the initial probability, a sequence of states is 

generated by moving from one state to another according to the state-transition probabilities 
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until a final state is reached, creating an observable sequence of symbols as each state emits 

a symbol when it is visited.  

The hidden states form a Markov chain with transition probabilities that satisfies the 

Markov property of depending only on the previous event (memorylessness). This means 

that in order to predict the next observation in a sequence, the distribution of predictions will 

depend only on the value of the immediately preceding observation and will be independent 

of all earlier observations. The latent variables – called hidden states – are discrete, while the 

observations can be either discrete or continuous with a variety of different distributions 

being able to model them.  

Applications other than Sentiment Analysis include: Speech Recognition [43], 

Speech Synthesis [44], Handwriting Recognition [45], Part-of-Speech tagging [46], Natural 

Language modelling [47], Computational Biology [48], Bioinformatics [49], Gene 

prediction [50], Alignment of bio-sequences, DNA motif discovery, Machine Translation, 

Computational Finance, Time series analysis [51]. In general, a specific left-to-right 

architecture is preferred: 

zt-1 zt zt+1 State Sequence (Zt)

xt-1 xt xt+1 Observation Sequence (Xt)

 

Figure 1: The basic structure of a Hidden Markov Model. 

 

The Hidden Markov Model, while not an algorithm per se, since it is a specific kind 

of probability distribution over sequences of vectors, can be seen as Machine Learning 

approach in the sense that it can be used for supervised and unsupervised classification. It 

operates on sequential data such as time series. However, HMMs are equally applicable to 

all forms of sequential data and are not limited to just temporal sequences. In a HMM, the 

state is not directly visible to the observer, but the observations (outputs) are in fact visible. 

The “hidden” keyword refers to the states and not to the parameters of the model or the 

observation sequence and does not indicate that the parameters are unknown. A strength of 

HMMs is that they can model variable length sequences. 

A Hidden Markov Model (HMM) is represented by a tuple θ = (S, V, π, A, B) which 

has the following parameters: 

S = {S1, S2, …, Sn) is a set of elements which are called states. 

V = {V1, V2, …, Vm), is a set of observations (or visible states). 

π = π1, π2, … , πn with πi = P(si),  is a vector of initial probabilities referring to the 

initial state distribution, for which, 0 ≤  𝜋𝜄  ≤  1, 𝑎𝑛𝑑 ∑ 𝜋𝑖 = 1𝑖  

aij = P(si|sj), is the matrix of transition probabilities which is of size n×n and 

represent the transition probability from hidden state i to hidden state j. 

bi(vm) = P(vi|si), is the matrix of observation probabilities 
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A HMM defines a probability distribution on a sequence of observations – e.g. 

sequence of words for an NLP task – of length m. It assumes that each observation is emitted 

by a corresponding hidden state variable Si, the value of which determines the observation 

probabilities. A distinct advantage of HMMs is their ability to exhibit some degree of 

invariance to local warping of the time axis. Variations can be accommodated by the hidden 

Markov model through changes in the number of transitions to the same state versus the 

number of transitions to the successive state [52]. This can be particularly helpful for speech 

and image recognition. 

However, the HMM model comes with certain disadvantages. If we were to compare 

HMMs to Artificial Neural Networks, it can be argued that they are outclassed. A Neural 

Network can retain a cumulative history of its transitions whereas a HMM has no markers 

retaining previous states over time and depends only on the value of the immediately 

preceding one. Additionally, HMMs assume that the current state can be obtained as a linear 

transformation of the previous state. Extending this to a more general scale, we notice that 

the output is also linearly obtained, thus making HMMs linear and “shallow”. Linearity 

makes HMMs a more constrained model compared to Neural Networks which can utilize 

non-linear activation functions. 

 

Categorization of HMMs: 

• Classic HMM [42]. Previously explained in detail and commonly used for Part-of-

Speech tagging, Biology-related tasks, Image recognition (with a sequence of pixels) 

etc. 

• A state-emission HMM [47] (SE-HMM) is an extremely basic form of HMM, used 

when we have no notion of class/category sequence. If the symbol emitted at time t 

depends on both the state at time t and at time t+1 we have what is sometimes called 

an arc-emission HMM. However, on a state-emission HMM, the symbol emitted at 

time t depends just on the state at time t. 

• General Mixture HMM (GM-HMM). More of a General Mixture Model rather than 

a Hidden Markov one (remember that a HMM can be thought of as a general mixture 

model plus a transition matrix). Let x be the sequence, xi the observations within the 

sequence and si the hidden states on each step: 𝑥 =  [𝑥1, 𝑥2, . . . , 𝑥𝑛] , 𝑠 =

 [𝑠1, 𝑠2, . . . , 𝑠𝑛] . Then, the si labels remain the same for the entire sequence s and as a 

result we start off with the transition matrix being identical to an identity matrix link. 

• Stationary HMM (ST-HMM). We use this name to refer to a common approach in 

literature [37, 40, 41, 58], where the transition probabilities are not a statistical 

reflection of the relationship among different states like in traditional HMMs. That 

occurs when each state represents a different information source and then the 

relationship between states can be rephrased as the one between different information 

sources; the transition probability is given as follows: 

𝑃(𝑆𝑖 = 𝑠𝑚 | 𝑆𝑖−1 = 𝑠𝑛) = {
1, 𝑚 = 𝑛 + 1
0, 𝑚 ≠ 𝑛 + 1

 

What is considered as training data is two separate data sets from different sources, 

which does not seem to have relevant information about their relationship [58]. For 

https://en.wikipedia.org/wiki/Identity_matrix
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example, imagine a HMM consisting of two hidden states, one for the title of a text 

and one for the body or one of a tf-idf feature and one for a mutual information 

feature. 

• A multivariate HMM [56, 57] is an alternative formulation of the Hidden Markov 

Model that lifts the restriction of a single observation per time state; we may now 

have multi-observer settings. As one would imagine, this approach might be more 

useful for Natural Language Processing tasks rather than tasks where we have time 

series or DNA sequences. Multivariate HMMs can include either continuous or 

discrete observation distributions. 

• An autoregressive HMM [59] tackles the problem of capturing correlations between 

observed variables that are far away from each other in terms of time steps. 

• An input-output HMM [60] introduces observed variables that can influence either 

the hidden state variables, output variables or both. This technique can be particularly 

helpful in the domain of supervised learning for sequential data. 

• Bidirectional HMM [61, 62]. 

• Hierarchical HMM [63]. 

2.3.3 High-Order Hidden Markov Models 

The traditional Hidden Markov Model and the Markov chain it is based on, depend 

only on the value of the immediately preceding observation and are independent of all earlier 

observations. This is very restrictive. For many sequential observations, we anticipate that 

the trends in the data over several successive observations will provide important 

information in predicting the next value. The aforementioned restriction also doesn’t allow 

combinations of states to be effectively modelled [67], and the self-loops on the states are 

poor duration models in most practical applications [68]. Quan et al. [12] found that utilizing 

more than one previous state increased performance and concluded that a sentence is clearly 

affected by as many as four previous sentences. 

One way to allow more than one of the previous observations to have an influence on 

the model, is to move to higher-order Markov chains. If we allow the predictions to depend 

also on the observation preceding the previous one, we obtain a second-order Markov chain 

which can be extended to nth-order in where the distribution for a variable will depend on the 

previous n observations [52]. For instance, a third-order Markov chain depends on the last 

three states it visited. The probability of transitioning to state x given current state q3 and 

preceding ones q2 and q1 is P(x | q3, q2, q1). 

For a traditional Markov chain – referred to as first-order – the joint distribution for a 

sequence of N observations, x1, x2, … xN is given by: 

 

 

 

Figure 2: A first-order Markov Chain [52]. 

while for a second-order Markov chain an observation x3 depends on the values of the two 

previous observations x2 and x1: 
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Figure 3: A second-order Markov Chain [52]. 

In the same fashion, we can create higher-order Hidden Markov Models instead of 

first-order Hidden Markov Models. A n-order Hidden Markov Model takes into account 

longer past state sequences and is represented by a tuple θ similarly to traditional HMMs 

except the transition probabilities – An = A1, A2, …, An which is a set of transition matrices – 

and the initial probabilities. 

 

Any higher-order HMM – or Markov chain – can be transformed to an equivalent 

general first-order HMM/process [69, 70, 71] and traditional training algorithms can be 

applied for training. For example, if we have a third-order Markov chain and a sequence of 

states s = [s1, s2, s3, s4, s5, s6 …], when we are in state s4, the probability of the next hop is 

based on s2, s3 and s4. That “history” of states can be encoded as a name for a new state. We 

are mapping states of a higher-order HMM to a reduced model on the original state space. 

As a result, the equivalent first-order states, where e denotes unknown state, would be: s’ = 

[s1s2s3, s2s3s4, s3s4s5, s4s5s6, s5s6e, s6ee, …]. Concluding, any information get from the history 

in the higher-order representation can be deduced from the longer name in the first-order 

representation [90]. 

Interestingly enough, as Preez et al. [72] notes, Markov chains are closely related to 

n-grams from the field of computational linguistics [73, 74]. N-grams are specifically 

popular in their higher-order forms and could be specified via a higher-order Markov chain. 

However, the n-gram language model is often integrated with lower level HMMs to form a 

single, large HMM. The ambiguity/certainty of n-grams plays a big role in this relationship. 

Overall, an n-gram is a special degenerate case of the Hidden Markov Model [72]. 

 

Sequence n-gram New Sequence Resulting HMM 

[s1, s2, s3, s4] 1 [s1, s2, s3, s4] 1st-order 

[s1, s2, s3, s4] 2 [s1s2, s2s3, s3s4] 2nd-order 

[s1, s2, s3, s4] 3 [s1s2s3, s2s3s4] 3rd-order 

Table 1: Implementing the n-gram model on a sequence forms a n-order Hidden Markov Model 

Sequence n-gram Also utilizing dummy states Resulting HMM 

[s1, s2, s3, s4] 1 [s1, s2, s3, s4] 1st-order 

[s1, s2, s3, s4] 2 [d1s1, s1s2, s2s3, s3s4] 2nd-order 

[s1, s2, s3, s4] 3 [d1d2s1, d2s1s2, s1s2s3, s2s3s4] 3rd-order 

Table 2: The same process but we also utilize dummy states to keep the length of all sequence equal 

 

Though due to the large number of parameters, higher-order models face a couple of 

challenges which can be traced back and explained by the increased number of transition 

probabilities. First, high-order HMMs require very expensive training and generalize poorly 
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to previously unseen data [69]. Second, they do not distinguish the transition probabilities 

with different length of history; Quan et al. [12] proposed weighting the state transitions to 

tackle the issue. 

2.3.4 Methodology 

In this section, we introduce Hidden Markov Models for sentiment analysis and in 

particular for a sentiment polarity classification task. We construct a wide variety of 

traditional Hidden Markov Models. Additionally, we propose an approach where a single 

supervised HMM is trained for each class label y of the dataset, using a set of observations 

and their labels, which can refer to either sentences, phrases or words. For example, a dataset 

includes n texts/documents, each consisting of a set of sentences S, forming a sequential 

vector: d = [s1, s2, …, sn]. Every sentence is annotated with a label x – commonly 

‘positive’/’negative’/’neutral’ or a cluster label in more advanced implementations. 

2.3.4.1 Training 

The most common algorithm to estimate the unknown parameters of a Hidden 

Markov Model is the Baum-Welch algorithm [61] which is also known as the forward-

backward algorithm. It is an expectation maximization algorithm and attempts to find the 

maximum likelihood estimate of the parameters of a hidden Markov model given a set of 

observed feature vectors. Observations are given weighs which can then be used in the 

weighted Maximum likelihood estimation. As far as the forward-backward algorithm is 

concerned it makes use of the principle of dynamic programming to efficiently compute the 

values that are required to obtain the posterior marginal distributions in two passes. The first 

pass goes forward in time while the second goes backward in time; hence the name forward–

backward algorithm. It is a hill-climbing algorithm and can get stuck in local maxima, thus 

does not guarantee a global maximum. There exist several variants of the algorithm, all of 

which lead to exact marginals. 

Given two models λ and λ’, and a function Q, the idea is to iteratively improve the 

model parameters with the aid of Q. Start from some initial model λ and find the Baum-

Welch re-estimate, λ’, by maximizing the Q-function. Now take λ’ to be the new initial 

model and repeat the process. Eventually one of two things will happen: either the 

probability based on λ will satisfy Pλ’ > Pλ or λ is a critical point of Pλ. Since Pλ has a finite 

number of critical points, starting from several initial models and iterating to convergence 

obtains a good estimate of the maximum likelihood model λ’ [8].  

Overall Process: 

(1) Start with initial probability estimates referring to a model λ. 

(2) Compute expectations of how often each transition/emission is used, which refer 

to model parameters of λ. 

(3) Apply changes to the model in order to maximize paths. 

(4) Re-estimate the probabilities iteratively until convergence. 
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If we were to describe a hidden Markov chain by θ = (π, A, B) then the Baum-Welch 

algorithm finds a local maximum for 𝜃∗ = 𝑎𝑟𝑔𝑚𝑎𝑥𝜃𝑃(𝑌|𝜃). For the forward procedure, let 

𝛼𝑖(𝑡) = 𝑃(𝑜1, 𝑜2, . . . , 𝑜𝑡, 𝑥𝑡 = 𝑖|𝜃), the probability of seeing 𝑜1, 𝑜2, . . . , 𝑜𝑡 and being in state i 

at time t. This is found iteratively: 

𝑎𝑖(1) = 𝑎[𝑥0, 𝑥𝑖]𝑏[𝑥𝑖 , 𝑜1] 

𝑎𝑗(𝑡 + 1) = ∑ 𝑎𝑖(𝑡)𝑎[𝑥𝑖, 𝑥𝑗]𝑏[𝑥𝑗 , 𝑜𝑡+1]

𝑁

𝑖=1

 

Then, for the backward procedure, let 

𝛽𝑖(𝑡) = 𝑃(𝑜𝑡+1, 𝑜𝑡+2, . . . , 𝑜𝑇 | 𝑥𝑡 = 𝑖, 𝜇) 

be the probability of the ending partial sentence 𝑜𝑡+1, 𝑜𝑡+2, . . . , 𝑜𝑇 given starting state 

i at time t. This is calculated by: 

𝛽𝑖(𝛵) = 1 

𝛽𝑖(𝑡) = ∑ 𝑎[𝑥𝑖, 𝑥𝑗]𝑏[𝑥𝑗 , 𝑜𝑡+1]𝛽𝑗(𝑡 + 1)

𝑁

𝑗=1

 

Now, for the updating phase, we can utilize the Bayes’ theorem. The probability of a 

state i at time t is: 

𝛾𝑖(𝑡) = 𝑃(𝑥𝑡 = 𝑖|𝑂, 𝜇) =
𝑃(𝑥𝑡 = 𝑖, 𝑂|𝜇)

𝑃(𝑂|𝜇)
 

while the probability of being in state i at time t, given the observed sequence and 

model is the following and can be computed using the forward and backward 

variables: 

𝜉𝑡(𝑖, 𝑗) =
𝑎𝑖(𝑡)[𝑥𝑖, 𝑥𝑗]𝑏[𝑥𝑗 , 𝑜𝑡+1]𝛽𝑗(𝑡 + 1)

𝑃𝑟(𝑂|𝜇)
 

The expected number of transitions from state i to state j compared to the expected 

total number of transitions away from state i: 

�̅�[𝑥𝑖, 𝑥𝑗] =
∑ 𝜉𝑡(𝑖, 𝑗)𝑇−1

𝑡=1

∑ 𝑇 − 1𝛾𝑗(𝑡)𝑡=1
 

The expected number of times the output observations have been equal to k while in 

state i over the expected total number of times in state i: 

�̅�[𝑥𝑖 , 𝑜𝑘] =
∑ 𝛾𝑗(t) 1(𝑜𝑡 = 𝑘)𝑇−1

𝑡=1

∑ 𝛾𝑗(t)𝑇−1
𝑡=1

 

The expected counts above assist us in estimating the parameters. 

An alternative simple fitting algorithm for HMMs is Viterbi training. In this method, 

each observation is tagged with the most likely state to generate it using the Viterbi 

algorithm [64, 65, 66] where the goal is to find the most probable sequence of states – also 

known as max-sum algorithm. The distributions (emissions) of each states are then updated 

using MLE estimates on the observations which were generated from them, and the 
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transition matrix is updated by looking at pairs of adjacent state taggings. Concluding, the 

Viterbi algorithm generates the final most probable path amongst all the possible ones. 

 

Figure 4: Viterbi algorithm pseudocode. 

However, this method is not optimal because it only calculates the single most likely 

path. Baum-Welch on the other hand uses the probabilities of all paths and does not use hard 

assignments. For our HMMs, we utilize either Baum-Welch or we estimate the transition 

probabilities by simply counting transition occurrences between states for exclusively 

supervised scenarios – also referred to as ‘simple MLE estimation’ in literature. 

2.3.4.2 Prediction 

For the evaluation (prediction) phase, the two main options are the Viterbi path and 

Maximum a posteriori – also known as forward-backward algorithm link. The Viterbi path is 

the most likely sequence of states that generated the sequence, given the full model. It 

utilizes a simple dynamic programming algorithm similar to sequence alignment. The 

forward-backward algorithm calculates the most likely state per observation in the sequence 

given the entire remaining alignment – it computes the marginals for all hidden state 

variables. Similarly to how the forward algorithm calculates the probability of all paths, the 

forward-backward algorithm calculates the best sum-of-all-paths state assignment instead of 

calculating the single best path.  

The prediction phase is significantly different when utilizing the alternative approach 

used in classification tasks [36, 40, 41, 58] in which a HMM model is trained for each of the 

class labels (Figure 6). We name this architecture Approach B. When a new instance 

arrives, we calculate the probability of the instance being generated by each of the models 

using a custom formula. The instance is labeled with the class associated with the maximum 

probability, i.e. the model that was most likely to have generated it.  

𝑃(𝑖𝑛𝑠𝑡𝑎𝑛𝑐𝑒|𝐻𝑀𝑀𝑖)  = 𝜋𝑆1
𝐸(𝑥1|𝑆1)𝑇𝑆1𝑆2

. . . 𝑇𝑆𝑛−1𝑆𝑛
𝐸(𝑥𝑛|𝑆𝑛) 

where π denotes the initial probability, E the matrix of observation probabilities and T the 

matrix of transition probabilities. This concept of calculating the probability of a HMM 

emitting the given observation sequence reminds us of the forward algorithm link which 

calculates the probability of a state at a certain time, given the history of evidence. 

https://en.wikipedia.org/wiki/Forward%E2%80%93backward_algorithm
https://en.wikipedia.org/wiki/Forward_algorithm
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Furthermore, the approach of creating per-class HMMs is applicable to scenarios 

where the transition probabilities are not a statistical reflection of the relationship among 

different states like in traditional HMMs. That occurs when each state represents a different 

information source and then the relationship between states can be rephrased as the one 

between different information sources. What is considered as training data is two separate 

data sets from different sources, which does not seem to have relevant information about 

their relationship [58]. For example, imagine a HMM consisting of two hidden states, one 

for the title of a text and one for the body or one of a tf-idf feature and one for a mutual 

information feature; We name this approach ‘Stationary HMM’ and some of its uses in 

literature include [37, 40, 41, 58]. 

In approach B it is possible for one training subset to not include some 

states/observations at all, given an imbalanced or small enough dataset. To remedy this, we 

simply add an instance to the data with all the missing elements occurring once. 

 

Training Data

Hidden Markov 

Model
D

Train a single Hidden 

Markov Model

Ti

Test Instance

Algorithm

Predict using MAP or Viterbi

Output 
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Figure 5: Traditional Approach A for training and testing HMMs 
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Figure 6: Proposed Approach B for training and testing HMMs 

 

If one of the aforementioned prediction algorithms encounters an out-of-vocabulary 

new observation on an instance during the evaluation phase, we are faced with two options: 

either perform random guessing since the model is not trained on that observation or assign a 

smoothing factor – also referred to as ‘emission pseudocount’ – to it. More information on 

utilizing smoothing on hidden states or observations during training or testing is provided in 

the following Section. 

2.3.5 Text Classification Challenges and Solutions 

HMMs are a potent tool for a variety of text-related tasks, which include Sentiment 

Analysis and Emotion Recognition. Their main advantage over traditional Machine Learning 

techniques is the fact that they can utilize the sequential nature of data. This means that we 

are no longer limited to the semantics of the words themselves, e.g. like in a Bag-of-Words 

approach for sentiment classification. Next, we present four main challenges that Hidden 

Markov Models face in classification tasks: 
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(1) High feature space dimensionality leads to issues on the transition probabilities 

matrix: In Natural Language Processing tasks we are faced with a very high number of 

features and problem can arise from such sparseness of data, especially with lexical 

estimations. 

(1.1) If we were to consider every feature word as an observation, we would have to iterate 

over all possible observable word combinations in a sentence to define the joint probability 

distribution. However, according to Chen et al. [75], in reality, this enumeration is hard to be 

traced and in order to obtain a computable and trainable model, an assumption has often 

been made: the elements are independent of each other. However, because of this, the 

HMM-based opinion mining method is inherently limited in that it cannot represent 

distributed hidden states and complex interactions among labels.  

(1.2) On the other hand, if we were to consider every feature word as a hidden state, the 

transition probability from one word to another after training will be very small on an overall 

sparse matrix; thus the probabilities of sequences will be practically useless. 

For example, let aij = P(si|sj) be the transition probability matrix. It can have a 

dimension length in the thousands: 

… abundant accurate adaptive … 

affirm P(abundant|affirm) P(accurate|affirm) P(adaptive|affirm)  

audible P(abundant|audible) P(accurate|audible) P(adaptive|audible)  

awesome P(abundant|awesome) P(accurate|awesome) P(adaptive|awesome)  

…     

Table 3: Showcasing the possible sparseness of the probability matrix 

Kang et al. [36] solve this problem by clustering the features which reduces the 

dimensionality. Higher order HMMs have far more states than a traditional HMM and as a 

result a bigger transition matrix, which exacerbates this problem. 

(2) Encountering out-of-vocabulary new observations that do not exist on the probability 

matrix: If certain conditions are met by the data, regardless of feature count, we face an 

observation probability issue. During the evaluation phase on the test data, the HMM will 

encounter out-of-vocabulary new observations which did not exist on the training data and as 

a result the model cannot perform an evaluation on those instances. The prediction algorithm 

that is being used – Viterbi, Maximum a posteriori or the custom probability Formula – will 

be unable to work on the instance at hand. Utilizing n-grams on the observations exacerbates 

this phenomenon. 

The factors that affect this phenomenon are the order of the n-gram and the dataset 

size. The higher the order or the smaller the size of the dataset, the higher the likelihood of 

encountering out-of-vocabulary, previously unseen, sequence transitions on the test dataset. 

A higher order means that each sequence can have a much higher number of possible 

observations – and more specified ones at that, e.g. A→B→D→B compared to 

ABD→BDB). 

For example, we run the Viterbi algorithm on the Finegrained dataset [8] and 

showcase in Figure 7 the number of instances in which the issue occurs, and the algorithm 

cannot perform an evaluation. 



2 Machine Learning - Hidden Markov Models 
 

21 

 

Figure 7: Number of instances where out-of-vocabulary new observations occur on a total 57 test instances. 

(Solution) In an attempt to avoid the aforementioned problems, the probability estimates 

for each distribution can be smoothed. According to Thede et al. [77] there are several 

methods of smoothing discussed in the literature, that include the additive method [78], the 

Good-Turing method [79], the Jelinek-Mercer method [80] and the Katz method [81]. For 

higher orders, we could implement smoothing with lower order information by using 

coefficients [77]. 

 

(3) On the superiority of the multi-model architecture B (Figure 6) approach compared 

to the traditional single-model architecture A (Figure 5) for classification tasks: It has been 

argued that Hidden Markov Models should be trained in a different way for classification 

tasks. Let all the training instances that belong to one class be separate, then train one HMM 

per class on each subset of the dataset. After that, for the evaluation phase, “run” each new 

instance through the HMM of each class and assign it with the class associated with the 

maximum probability, i.e. the model that was most likely to have generated it. 

The reasoning behind this choice is that training a single model would severely limit 

the time-series modelling capabilities of the HMM. It would be equivalent to fitting one 

Gaussian mixture (or any other distribution) model per class with the input data being 

independent and identically distributed (i.i.d.). If the data is treated as i.i.d. then the only 

information that we can extract from them is the relative frequency of observations. In 

particular, the transition matrix would only learn when the state changes from one class to 

the other instead of learning about changes within the sequence because it would be 

constrained to remain the same across each sequence. Let x be the sequence, xi the 

observations within the sequence and si the hidden states on each step:  𝑥 =  [𝑥1, 𝑥2, . . . , 𝑥𝑛] ,
𝑠 =  [𝑠1, 𝑠2, . . . , 𝑠𝑛] . Then on certain classification tasks the si labels remain the same for the 

entire sequence s. 

(4) It is entirely possible to have a HMM without final states or explicit accepting states. 

Language-related models – speech and text – have a fixed length of observations and do not 

have explicit end symbols. 
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2.4 Ensemble Learning 

The idea behind Ensemble Learning is that it is possible to increase classification 

accuracy by combining learning algorithms, compared to the performance that would be 

achieved from the best single learner [82]. Dietterich [83] gives good reasons for combining 

learners/classifiers. Many learners get stuck in local optima and by running the search from 

many different starting points and combining the hypotheses, there is a lower chance of 

choosing a local minimum. The hypothesis space can be too large to explore, with many 

different hypotheses giving similar accuracy on the training set, thus by combining 

hypotheses there is a lower risk of choosing the wrong one. Additionally, performing an 

ensemble could expand the space of representable functions and provide a result closer the 

truth. Overall, ensembles combine hypotheses in hopes of forming an even better solution. 

Furthermore, an ensemble can take weak models, which meet a minimum 

requirement of outperforming random guessing, and convert them into stronger models [85] 

as well as reduce overfitting in models. 

Ensemble techniques differ from each other based on three criteria [84]: (1) how the 

subsets of the training data are chosen for each learner (2) what types of learners are used in 

the ensemble (3) how are classifications by individual learners combined to form the final 

prediction. The most common techniques are: 

Bagging [86], which refers to bootstrap aggregating, utilizes a sampling technique 

followed by combining a multitude of base classifiers. In particular, every base classifier is 

trained on a randomly drawn (with replacement) subset of the training data. As a result, all 

classifiers will have different training samples and they will be trained in a fairly different 

manner. Bagging is the simplest ensemble to implement. It is a parallel method and the 

training speed can be easily accelerated using multi-core computing processors [87]. 

Base Classifier 1

Training Data

Data Sets / Sampling

Base Classifier 2

Base Classifier n

Ensemble Output

  

D1

D2

Dn

  

D

 

Figure 8: Illustration of a Bagging Ensemble. 

 

Boosting [85, 88, 89] executes the base classifiers in a sequential (iterative) order, 

thus creating the ensemble incrementally, with each new classifier attempting to predict 

previously misclassified data. Boosting attempts to convert weak models, which meet a 

minimum requirement of outperforming random guessing, into stronger models. It could be 

considered a model averaging method. Because of this attempt to focus on misclassified 
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data, boosting focuses on the most difficult instances, which can be both an advantage and a 

disadvantage. 

Similarly to bagging, boosting also uses sampling with/without replacement on the 

input training data, thus every base classifier is trained on a different subset of the data. 

Every new sample makes the mistakes of the previous learner more evident. However, the 

selection method is different than Bagging; the samples are assigned weights which change 

through time, based on the accuracy of the classifiers. 
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Figure 9: Illustration of a Boosting Ensemble. 

 

Voting is a very common and simplistic method that combines learning algorithms in 

similar fashion to conventional voting schemes. In the same way that people vote in real life, 

each algorithm makes a decision which consists its vote and the class label that receives the 

largest number (majority) of votes is the final winner [87]. We propose splitting voting 

schemes in two categories: 

Single Vote: Each algorithm picks a candidate and the candidate with the most votes 

is chosen by the majority vote method, for example: 

 

Base Classifier 2

POS

POS

Base Classifier 1 Base Classifier 3 Base Classifier 4

POS POSNEG

 

Figure 10: Illustration of a Single Vote Ensemble. 

Ranked Vote: Each algorithm delivers a distribution of rankings over all the 

candidates, ranking the candidates in an order. Those distributions can then produce an 

average distribution and the candidate that corresponds to the maximum value (argmax f(x)) 

is picked. In related works, authors who use this method often refer to with words such as 
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“weighted average” and “sum”. Machine learning classifiers can output a distribution of 

rankings with the use of class probability estimate matrices, for example: 

 

Base Classifier 1

+
Log Probabilities

argmax

Base Classifier 2 Base Classifier 3 Base Classifier 4

-1,90 -0,36 -1,90

-0,69 -1,39 -1,39

-1,51 -0,51 -1,71

-1,51 -0,51 -1,71

-1,11 -1,11 -1,11

-2,30 -0,22 -2,30

-1,39 -1,39 -0,69

-0,22 -2,30 -2,30

-4,61 -0,02 -4,61

-7,10 -2,48 -6,60

-3,13 -5,91 -5,91

-9,81 -1,44 -10,01

-2,30 -0,22 -2,30

-1,11 -1,11 -1,11

-1,39 -0,69 -1,39

 

Figure 11: Illustration of a Ranked Vote Ensemble. 

In this work we choose to utilize the above Ranked Vote method on the outputs of a 

set of Hidden Markov Models. Each model is not limited to outputting only the “winner”. It 

can also provide the probability of the instance at hand belonging to each of the classes – a 

set of log probabilities. The reason we choose to take the log(p(x)) rather than p(x) because it 

is generally more well-scaled. If the task at hand includes n classes (labels), then the output 

for each prediction is a 1×n vector. 

log(p(1)),  log(p(2)),  … ,  log(p(n)),      𝑤ℎ𝑒𝑟𝑒 ∑ 𝑝(𝑖) = 1

𝑛

𝑖=0

 

The probabilities are then combined/fused using a mathematical operation such as the 

mean. This is also referred to as Soft Voting in literature. Several fusion methods as well as 

the theory behind them have been overviewed by Kuncheva [91]. 

A weighting (vote) mechanism is also introduced. Instead of having every classifier 

equally contribute to the ensemble, weights are assigned to each base classifier. According to 

Zhou [87], a classifier specific weight is assigned to each classifier, so for weights wi: 

𝐻𝑗(𝑥) = ∑ 𝑤𝑖ℎ𝑖
𝑗

𝑇

𝑖 = 1

(𝑥) 
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 Figure 12: Proposed Ranked Weighted Vote Ensemble example. 
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3  
Deep Learning 

3.1 Introduction 

In the past decade, the volume of user-generated content posted on the World Wide 

Web has increased exponentially. Social Networks, Blogs, Forums, Web-based as well as 

other applications have been met with increased interest and subsequently the data (textual 

etc.) are so large in terms of size that they are referred to as ‘big data’. As a result, traditional 

Natural Language Processing and Machine Learning models and techniques are not adequate 

to deal with that challenge.  

The dramatical decrease in computation cost and the dramatical increase in data 

availability led to the emergence of a new sub-field of Machine Learning, called Deep 

Learning, which outperforms its predecessor by achieving a very high performance on large 

data. 

 

Figure 13: Artificial Intelligence Venn diagram [55]. 

Deep Learning utilizes algorithms with multiple layers/levels, usually in the form of 

Artificial Neural Networks. The learning method is focused on representation and 

abstraction on the features of the data. It was introduced around 1970, where concepts like 

“multi-layer perceptrons” and “neural networks with hidden layers” were first mentioned by 

researchers. The first general, working learning algorithm for supervised, deep, feedforward, 
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multilayer perceptrons was published by Ivakhnenko et al. in 1965 [115]. The term deep 

learning was introduced to the machine learning community in 1986 [116]. As far as 

computer vision is concerned, the first works appeared in 1980 by Fukishima et al. [117] and 

in 1989 by Yann LeCun et al. [118] with implementations of deep architectures. However, 

its potential was dismissed by almost everyone as an academic math puzzle, that is 

computationally very expensive with no practical uses. In the years following 2000, the deep 

learning industry began to rise in popularity alongside the rapid growth of the internet with 

the term deep (structured) learning gaining traction. A big variety of new algorithms and 

techniques emerged like CNNs and RNNs. Then after 2009 the first use of graphics 

processing units to train deep neural networks arose, as well as heavy use in image 

recognition. 

The applications are endless and some fields where deep learning achieves state-of-

art performance are image and automatic speech recognition. Furthermore, it is very useful 

in natural language processing, bioinformatics and recommendation systems. In recent years, 

the majority of competitions and challenges in all fields are won by Deep Learning models 

[119, 120, 121, 122]. 

3.2 Related Work 

Utilizing deep learning approaches in Sentiment Analysis tasks is currently 

undoubtedly one of the hottest fields of research in literature. 

• Variety of Methods 

Kiros et al. [122] propose an unsupervised approach to train a generic, distributed 

sentence encoder and also describe a vocabulary expansion method to encode words not seen 

at training time. They name their model 'skip-thoughts' and vectors induced by the model 

'skip-thought vectors'. First, an encoder-decoder model is trained where the encoder maps 

the input sentence to a sentence vector and the decoder generates the sentences surrounding 

the original one. Overall, the sentence is encoded in order to predict the sentences around it. 

This approach can be described as similar to the skip-gram since, but instead it is more 

abstract and operates on the sentence level. The encoder-decoder utilizes an RNN with a 

GRU, with the decoder also using a vocabulary matrix. As far as vocabulary expansion is 

concerned, using a model that was trained to induce word representations (e.g. word2vec), 

learn a matrix for all words that are common in both the word2vec model and the encoder 

model and use it to map any words from the former to the latter in order to encode sentences. 

For training, there are different variations of the proposed model, depending on if the model 

is unidirectional or bidirectional. The proposed approach is evaluated against a variety of 

techniques by other researchers on Sentiment Analysis Tasks. On the SemEval 2014 

Semantic Relatedness Task [112] it was outperformed only by Dependency Tree-LSTMs; on 

sentiment classification datasets it performs as well as bag-of-words baselines and when 

combined with Naive Bayes it reaches an accuracy of 80.4% on the Movie Review Polarity 

Dataset [30]. 

Xiao et al. [123] propose a neural network architecture that utilizes and efficiently 

encodes characters. In recent work character-level processing shows benefits over classic 

word-level approaches. At first the document is encoded into a character-based 

representation, then these features are used as input on a Recurrent Neural Network (RNN). 
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The model named ConvRec utilizes both recurrent and convolutional layers, and achieves 

comparable performances with other approaches while using much less parameters. In 

particular, the convolutional layer comes before the LSTM layer and ReLU activation is 

used. The proposed model is evaluated on eight large-scale classification datasets, two of 

which are sentiment analysis ones, the Yelp and Amazon review datasets. The comparison is 

performed against a model by Zhang et al. [124], which is most relevant to this paper. As 

previously mentioned, it performs around the same but with much less parameters. 

Huang et al. [125] propose a different word vector representation instead of the 

traditional standalone word embeddings. In word embeddings syntactic information is 

lacking and is yet to be explored. The proposed approach utilizes syntactic knowledge (part-

of-speech tag) by learning tag composition functions in a RNN and using part-of-speech tags 

to control the gates of a Tree-LSTM in order to enhance sentence/phrase representation, In 

particular a model named Tag-Guided Recursive Neural Network (TG-RNN) employs tag-

specific composition functions for different POS tags, while Tag Embedded RNN (TE-

RNN) and Tag Embedded RNTN (TE-RNTN) use POS tags of child nodes. Then the authors 

propose to use POS tags in Tree-LSTMs, by learning tag-specific weights to control the 

gates of the LSTM (TW-LSTM) or by learnings the embedding POS tags vector and let it 

control the LSTM gate (TE-LSTM). The model is evaluated on two datasets for sentiment 

classification: the Stanford Sentiment Treebank [33] and the Movie Review Polarity Dataset 

[30]. It is compared against a big variety of classic methods as well as methods by other 

researchers. TW-LSTM outperforms many classic neural networks such as CNNs and RNNs 

and TE-LSTM outperforms every model. TE-LSTM achieves an accuracy of 52.6% on the 

5-class part of the 1st dataset and 82.2% on the 2nd dataset but does have a large number of 

parameters. 

Poria et al. [126] propose a system for multimodal emotion recognition, where other 

type of data such as audio and video are also used alongside textual data. Sentiment analysis 

isn't limited to text, the content produced and uploaded on the internet nowadays is 

multimodal. The authors propose a method to extract features from visual and textual 

modalities using deep Convolutional Neural Networks (CNNs) with the goal of 

automatically extracting sentiment information. Then, such features are fed into a multiple 

kernel learning classifier. RNN layers are also used, since standalone RNN/CNN performs 

worse than combining them both. Multiple kernel learning (MKL) is a feature selection 

method where features are organized into groups and each group has its own kernel function. 

The proposed system is evaluated on two datasets, including the IEMOCAP dataset which 

consists of text, audio and video data annotated for four emotions (angry, happy, sad, 

neutral). It outperforms other models and achieves state-of-the-art performance, with an 

accuracy as high as 80.35% compared to 63.00% of the previous best performing model. 

Ghosal et al. [127] propose a system that utilizes an Ensemble of Deep Learning 

techniques for SemEval 2017 Task 5. The task at hand is polarity detection in a continuous 

form. The Ensemble used is Stacking with a Multi-layer Perceptron and the base classifiers 

are CNN, LSTM, Vector Average and a variety of feature-based models. Pretrained word 

embeddings are utilized. It achieves a performance of 83.4% on one of the datasets when 

using the best combination of methods, compared to around 79% when no Ensemble is used. 

It significantly outperforms standalone deep neural networks. 

Cliché et al. [128] proposes a system for SemEval 2017 Task 4 [11], using an 

Ensemble of Deep Learning techniques. The task at hand is Sentiment Analysis on twitter in 
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the form of polarity classification. The Ensemble used is soft voting and the base classifiers 

are Convolutional Neural Network and LSTM. Pre-trained word embeddings which are 

finetuned using distant supervision. This system achieved the 1st rank amongst 40 teams on 

the subtasks after the evaluation. Performing an ensemble of several CNNs and LSTMs 

together increased performance. 

Goel et al. [129] propose a system for the EmoInt 2017 shared task. The task at hand 

is emotion intensity prediction and the 4 emotions are anger, joy fear and sadness. The 

proposed approach combines various approaches like Neural Networks and Dropout. An 

Ensemble of models is used with weighted voting average and the base classifiers are Feed-

forward neural network, Multitask Deep Learning, CNN and LSTMs. The system is 

evaluated on the WASSA-2017 Shared Task on Emotion Intensity (EmoInt) and achieves a 

performance of 75.26%, compared to around 71% on standalone deep neural networks (no 

Ensemble used). 

Akhtar et al. [130] implement an Ensemble of the three most common Neural 

Network models. Initially, the GloVe word embedding package is used to classify multiple 

emotions. The Ensemble used is a Multi-layer Perceptron (Stacking) and the base classifiers 

are Convolutional Neural Network, LSTM and GRU. This approach is evaluated on the 

EmoBank dataset, where the task is emotion recognition of valance, arousal, dominance and 

the intensity of emotion. It is also evaluated on the WASSA-2017 Shared Task on Emotion 

Intensity (EmoInt), which similarly includes the emotions of anger, joy, fear and sadness and 

the intensity of emotion. The proposed approach achieves 61.8% accuracy (valence) on the 

1st dataset and 69.5% on the 2nd dataset. Concluding, the Ensemble as expected 

outperforms standalone Neural Networks. 

Piao et al. [131] propose a system that includes an Ensemble, for the Financial 

Opinion Mining and Question Answering (FIQA) challenge. The task at hand is polarity 

(continuous) classification and aspect prediction. There are two different Ensembles used for 

these two tasks, one is Ridge Regression for different models and the other is Voting. The 

base classifiers are Convolutional Neural Network, LSTM and GRU. Finally, it achieves a 

mean square error of 0.0926 on the sentiment prediction task, compared to around 0.1000 

with non-Ensemble Methods. Overall, CNNs perform better than RNNs and Ensembles can 

boost the performance even further. 

Yin et al. [132] propose an implementation for SemEval 2017 [11]. The task at hand 

is twitter sentiment polarity classification. Several word embeddings are collected and then 

used together (ensemble) on neural networks. This ensemble method operates by using 

different word embeddings sets as input to RCNNs and then combining all their outputs for 

the sentiment prediction. It is worth noting that most of the word embeddings are not learned 

from the twitter corpus but rather from different corpora with each embedding encoding 

different parts of sentiment knowledge. The proposed system is evaluated and achieves the 

highest accuracy of all models, which is 66.4%. 

Lai et al. [133] propose a Recurrent Convolutional Neural Network (RCNN) for a 

text classification task. The main advantage is that it doesn't require human-designed 

features, unlike traditional machine learning techniques. The recurrent (bi-directional) part of 

the architecture is used to capture contextual information when learning word 

representations. According to the authors. this architecture is better and can cover word in 

bigger distances than traditional window-based neural network approaches. Furthermore, a 

max-pooling layer is utilized in order to judge which features play key roles in text 
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classification. As far as word embeddings are concerned, word2vec with the skip-gram 

algorithm is used. The time complexity is O(n), making it linearly correlated to the length of 

the input. The proposed model is evaluated against previous models on four benchmark 

datasets, including the Stanford Sentiment Treebank [33]. It outperforms the state-of-the-art 

models on all except tasks except the sentiment polarity one, where it achieves an accuracy 

of 47.21%. 

Munkhdalai et al. [134] propose a middle ground between two popular deep neural 

network architectures, named Neural Tree Indexer (NTI). The 1st of the aforementioned 

neural networks is the recurrent neural network (RNN) which processes the input text in a 

sequential way, while the 2nd is the recursive neural network which models the recursive 

structure of natural language but is dependent on a syntactic tree. The proposed Neutral Tree 

Indexer is a syntactic parsing-independent tree structured model that constructs a full n-ary 

tree by processing the input text with its node function in a bottom-up fashion. Each node is 

associated with one of the node transformation functions: leaf node mapping and non-leaf 

node composition functions. It is worth noting that the input text doesn’t need to be parsed in 

tree form like in previous neural models. For example, in a natural language inference task, 

the model learns a premise and a hypothesis representation and then combines them with an 

attention mechanism. One of the approaches that can be used for leaf nodes is an LSTM 

model, in which case the NTI will form a sequence-tree hybrid model. The proposed model 

is evaluated on the SNLI dataset and on the Stanford Sentiment Treebank [33]. Many 

variations of NTI are tested, mainly using LSTMs and S-LTSMs. It significantly 

outperforms previous neural models and achieves state-of-the-art with an accuracy as high as 

87.3% on the natural language inference task and 53.1% on Stanford Sentiment Treebank. 

Hassan et al. [135] propose a model named ConvLSTM for a Sentiment Analysis 

task (short texts classification). The main goal is to tackle the shortcoming of neural network 

models by using a neural network architecture that employs Convolutional Neural Network 

(CNN) and Long Short-Term Memory (LSTM) on top of pre-trained word vectors. The 

ConvLSTM model exploits LSTM as a substitute of pooling layer in CNN in order to reduce 

the loss of detailed information and to capture long term dependencies in sequence of 

sentences. The proposed model is evaluated against a variety of machine and deep learning 

models on the Stanford Sentiment Treebank [33] and the IMDb Large Movie Review 

Dataset [108]. It achieves comparable performance to the neural network and uses less 

parameters. An accuracy as high as 47.5% is achieved on the 1st dataset. 

Wang et al. [136] propose a regional CNN-LSTM model for a Sentiment Analysis 

task. It consists of two parts: regional CNN and LSTM, to predict the valence-arousal ratings 

of texts. The idea is to use a dimensional approach instead of a categorical one since the task 

at hand is to recognize continuous values in a space like the valence-arousal one. The 

regional CNN uses an individual sentence as a region, dividing an input text into several 

regions such that the useful affective information in each region can be extracted and 

weighted according to their contribution in terms of valence and arousal. As a result, both 

regional and long-distance information is utilized, with an LSTM used for the final 

prediction. The proposed approach outperforms lexicon-, regression- and neural network-

based methods on two datasets annotated for valence and arousal in a continuous range: 

Stanford Sentiment Treebank [33] and Chinese Valence-Arousal Texts. 

Lei et al. [137] propose the use of a neural network in order to extract pieces of input 

text as justifications (rationales) for a classification prediction of review ratings. The model 
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consists of a generator and an encoder which both work together. The generator specifies a 

distribution over possible rationales and the encoder maps the text to a target vector to 

perform the prediction. The training attempts to minimize a cost function that favors short, 

concise rationales while enforcing that the rationales alone suffice for accurate prediction. A 

recurrent convolutional neural network is chosen by the authors (RCNN) for this work. The 

proposed model is evaluated on two tasks one of which is multi-aspect sentiment analysis 

(BeerAdvocate dataset). It outperforms the baseline SVM as well as an LSTM with a mean 

square error of 0.0087. 

• Other 

Li et al. [138] propose a method named document vector-ngram (DV-ngram), which 

is a way to learn document embeddings. This method is inspired by and very similar to 

Paragraph Vector, but it can learn document vectors by predicting not only words, but n-

gram features as well. The goal is to predict words and n-grams solely based on document 

vector. It is able to capture both semantics and word order in documents while keeping the 

expressive power of learned vectors. Negative Sampling is used to deal with the vocabulary 

size and accelerate the training process. Finally, the vectors are sent to logistic regression 

classifier for sentiment classification. DV-ngram uses no label information thus is 

unsupervised. This model is evaluated against other deep learning techniques and bag-of-

word based models on the IMDb Large Movie Review Dataset [108]. It outperforms all the 

other models. 

Le et al. [139] propose an unsupervised algorithm that learns feature representations, 

named Paragraph Vector. The main issue of traditional feature representations like bag-of-

words is that they lose ordering of the words while also ignoring semantics of the words. The 

Paragraph Vector algorithm learns semantically meaningful representations from any piece 

of text such as sentences, documents etc., in the form of fixed-length dense vectors. The 

algorithm works by training a word vector model with an additional paragraph embedding 

vector as an input which is fixed for each paragraph. Similarly to word2vec, PV comes in 2 

flavors: (1) a distributed memory model (PV-DM) that predicts the next word based on the 

paragraph and preceding words; it concatenates the paragraph and word vectors to predict 

the next word in a context. (2) a bag-of-words model (PV-DBOW) that predicts context 

words for a given paragraph. In PV-DBOW the context of the input words is ignored and the 

model is forced to predict words randomly sampled from the paragraph in the output. As a 

result, Paragraph Vectors address some of the key weaknesses of bag-of-words models: they 

inherit the semantics of the words, they take word order into consideration (like an n-gram 

with large n would) and they perform well on sentence similarity tasks. However, it is not 

the ideal choice if the data have a lot of misspellings. The proposed approach is evaluated on 

the Stanford Sentiment Treebank Dataset [33] and IMDb Large Movie Review Dataset 

[108], which is a sentiment analysis task. It outperforms bag-of-words models and deep 

neural networks. Paragraph Vectors achieve a new-state-of-the-art with 12.2% error rate on 

the 1st dataset and 7.42% on the 2nd one. 

Iyyer et al. [140] propose a new Neural Network architecture name Deep Averaging 

Network (DAN) for a text classification task. Traditional neural networks focus on learning 

the compositionality of the input and require expensive computations, which is what this 

new approach attempts to tackle. Deep Averaging Networks (DAN) can even outperform 

these models while requiring much less training time. DANs do not take syntactic 

information into consideration and overall are an attempt to marry the speed of unordered 
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functions with the accuracy of syntactic functions. In particular, a DNN works in three 

simple steps: (1) instead of taking a tree-like representation such as in RNNs, take the vector 

average of embeddings (2) pass the average through feed-forward layers (3) perform linear 

classification on the final layer's representation. The proposed model is evaluated against 

many Machine and Deep learning models on the Movie Review Polarity Dataset [30], 

Stanford Sentiment Treebank [33] and IMDb Large Movie Review Dataset [108], achieving 

near state-of-the-art accuracies. The authors conclude that, for the task at hand, nonlinearly 

transforming the input is more important than tailoring a network to incorporate word order 

and syntax. 

Wang et al. [141] propose a new dropout technique as an alternative to standard and 

Gaussian dropout. Dropout is a popular regularization technique used in Neural Networks. 

Its goal is to reduce overfitting by preventing co-adaptation on the training data. Overfitting - 

over-specializing on the training data - is a common phenomenon in Neural Networks 

because of the added layers of abstraction, which allow them to model rare dependencies in 

the training data. Dropout creates subnetworks (child models), aiming to minimize the 

expected loss by dropping out units. It reduces overfitting in a Neural Network by preventing 

complex adaptations during training and excluding rare dependencies from the model. 

Dropout is used very often in deep learning tasks. The main idea in fast dropout is to 

integrate a Gaussian approximation, instead of a Monte Carlo optimization, something that 

will speed up training time and provide more stability. Fast dropout Logistic Regression is 

evaluated on sentiment analysis datasets, while fast dropout neural networks are evaluated 

on the MNIST dataset. The training time is significantly improved and accuracy is 2% 

higher compared standard logistic regression. 

Yang et al. [142] propose a model named hierarchical attention network (HAN) for a 

document classification task. A HAN has hierarchical structure that mirrors the hierarchical 

structure of documents (words form sentences, sentences form a document). Furthermore, 

since words and sentences vary in terms of informativeness it has two levels of attention 

mechanisms applied at the word and sentence-level. As a result, it can differentiate its 

attention to more and less important content when constructing the document representation, 

while also using context to discover when a sequence is relevant. The encoder used for the 

sentences is a GRU. The proposed model is evaluated on six large datasets, including the 

2013-2015 Yelp Dataset Challenge [110], Diao's IMDb Dataset [111] and an Amazon 

review dataset. It outperforms previous methods on all six datasets, with an accuracy as high 

as 71% on the Yelp Dataset Challenge.  

Yin et al. [143] also propose a hierarchical iterative attention model for an aspect-

based sentiment analysis task. This model builds aspects-specific document representations 

by frequent and repeated interleaved interactions between documents and aspect questions 

(which have been previously constructed). The architecture expands upon that of the 

hierarchical attention network (HAN). In short, the aspect-based task is formulated as a 

machine comprehension problem. The approach is evaluated against baseline neural 

networks such as DAN, CNN, LSTM and standard HAN on the TripAdvisor and 

BeerAdvocate aspect-based datasets, outperforming them all. 

Zhao et al. [144] propose a self-adaptive hierarchical sentence model named 

AdaSent. The idea is to form a hierarchy of representations from words to phrases and then 

to sentences through a recursive gated local composition of segments. AdaSent is inspired 

from Gated Recursive Convolutional Neural Network (GrConv) in the sense that the 
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information flow forms a pyramid with a directed acyclic graph structure where local words 

are gradually composed to form intermediate representations of phrases. It differs from 

GrConv and other neural sentence models that try to obtain a fixed-length vector 

representation by forming a hierarchy of abstractions of the input sentence and by feeding 

the hierarchy as a multi-scale summarization into a classifier, combined with a gating 

network to decide the weight of each level in the final consensus. Overall it leads to a better 

sentence representation and an accurate model. The proposed approach is evaluated against 

previous approaches on five datasets, including the Movie Review Polarity & Subjectivity 

Dataset [30, 31], the Customer Reviews of Products Dataset [32] and MPQA. AdaSent 

outperforms all other techniques significantly in 4 datasets. 

Rong et al. [145] propose an autoencoder-based bagging prediction system, inspired 

by the feature extraction capability of auto-encoders. In particular, a Neural Network skip-

gram model is used for a Sentiment Classification task. The Ensemble method is bagging 

with a voting mechanism at the end and auto-encoder is the base classifier. The proposed 

method is evaluated against other models on the Movie Review Polarity Dataset [30], 

achieving 78.8% accuracy compared to 76.4% when no Ensemble is used. Furthermore, it is 

also evaluated on the on the IMDb Large Movie Review Dataset [108], achieving 87.7% 

accuracy compared to 86% when no Ensemble is used. 

Vinodhini et al. [146] propose a system that includes an Ensemble, for review 

polarity classification. While they don't emphasize on deep learning, it's an interesting 

comparison of traditional machine learning techniques against backpropagation neural 

networks. Overall, they perform a performance comparison of different neural network-

based approaches and also implement feature/dimensionality reduction techniques. The 

Ensemble used is a Homogenous Ensemble (HEN) Majority Voting and the base classifiers 

are LDA, SVM, Probabilistic Neural Network and Back propagation Neural Network. The 

system is evaluated on Amazon reviews, achieving an accuracy of 92%, compared to around 

88% when no Ensemble is used. Standalone neural networks outperform SVMs by around 

8%. 

Araque et al. [147] propose a system that includes an ensemble on both a classifiers 

and features level and also makes uses of word embeddings, for Sentiment Classification. 

The main goal is to improve the performance of deep learning techniques by integrating 

them with traditional surface approaches based on manually extracted features. As far as 

features are concerned feature vectors are concatenated and a Linear Regression classifier is 

also used. Additionally, a classifier ensemble is used that utilizes a meta-learning algorithm. 

This system is evaluated on the following datasets: SemEval 2013, SemEval 2014 [112], 

Vader, Stanford Twitter Sentiment [109], IMDb Large Movie Review Dataset [108], Movie 

Review Polarity Dataset [30]. Additionally, an Ensemble that follows a rule-based approach 

is evaluated and the authors conclude that the performance of the proposed models surpasses 

that of the original baseline on f-score. 

Tang et al. [148] propose new method to learn word embeddings, inspired the 

traditional C&W model. Contrary to existing techniques which only utilize syntactic context, 

this new approach also encodes sentiment information. It is given the name sentiment-

specific word embeddings (SSWE). The embeddings are learned by using large training 

corpora in a distant-supervised fashion. Three custom neural networks are used to effectively 

incorporate the supervision from sentiment polarity of text in their hinge loss functions. The 

proposed system is evaluated on a SemEval 2013 dataset as well as some other tasks. It 
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performs similarly to systems with hand-crafted features, achieving an f-score as high as 

86.58% (state-of-the-art). 

Yu et. al [149] propose a method to improve already existing word embeddings in 

order to perform a Sentiment Analysis task. The authors claim that existing methods for 

word embeddings typically fail to capture sufficient sentiment information. The idea is to re-

rank the word embeddings by what is described as sentiment score, adjusting the vector 

representations of words such that they can be closer to both semantically and sentimentally 

similar words. Additionally, a sentiment lexicon is used in the refinement process. The 

proposed approach is evaluated against traditional word embeddings such as word2vec [76], 

Glove [97] etc., on the Stanford Sentiment Treebank [33]. A variety of deep neural network 

classifiers from previous research are tested. Applying the refinement process on Glove 

outperforms the other word embeddings. Finally, as far as classifiers are concerned, Tree-

LSTM achieves the highest (new state-of-the-art) performance with an accuracy as high as 

54.0%. 

Zhai et al. [150] propose a semi-supervised autoencoder for a sentiment classification 

task. The main goal is to tackle the shortcomings of traditional autoencoders such as their 

scalability. The proposed approach introduces supervision via the loss function of 

autoencoders. As a result, the learning process is improved and better document vectors are 

obtained. In particular, the model learns a task-specific representation by relaxing the loss 

function in the autoencoder based on Bregman Divergence and also derives a loss function 

from the label of each instance. The proposed approach is evaluated against previous neural 

models on six sentiment analysis datasets. It outperforms the rest on almost all datasets, 

while gaining even better performance when using additional unlabeled data. 

Vo et al. [151] propose the use of rich automatic features, which are additional 

features obtained from unsupervised machine learning, for a Twitter Sentiment classification 

task. This approach doesn’t rely on the syntax of the text, but instead utilizes context-based 

pattern. Each instance/tweet is split into left context and right context depending on the 

aspect-target and then distributed word representations and neural pooling functions are used 

to extract features. Additionally, lexicons and word embeddings are used. The proposed 

approach is evaluated on a Twitter Dataset target-dependent sentiment dataset. Many 

combinations of word embeddings and lexicons were attempted with one of them achieving 

a new-state-of-the-art (4.8% over previous one). 

• Convolutional Neural Networks (Theory in Section 3.6.2)  

Kim et al. [152] showcase how simple Convolutional Neural Networks (CNNs) 

trained on top of pre-trained word vectors can be used on sentence-level classification task of 

the Sentiment Analysis field. The architecture of the propose approach is: map words using 

word embeddings to obtain a matrix for the sentence, apply convolutional layer with filters, 

perform max-over-time pooling, concatenate the pooling results from the layers and feed 

them to a fully connected layer with dropout and softmax output. There are four variations of 

the CNN, CNN-rand where all words are randomly initialized, CNN-static where pre-trained 

vectors from word2vec are used and word vectors are static, CNN-non-static which is 

similar to the previous one but the word vectors can be updated, CNN-multichannel where 

two sets of word vectors (channels) are used but only one can be updated. The proposed 

CNN performs very well with little parameter tuning. These four models are evaluated 

against models and learning techniques by other researchers on a variety of sentiment 

analysis datasets. They outperform the rest in 4 out of 7 datasets. 
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Zhang et al. [124] propose a character-level convolutional network for text 

classification tasks. First of all, the document is converted to a one hot encoding of 

characters with a 1014 feature input length for the model. A 9-layer deep Convolutional 

Neural Network is employed for the classification process. Overall, we are looking at very 

deep neural network with many parameters. It is then evaluated on eight large-scale 

classification datasets, two of which are sentiment analysis ones, the Yelp and Amazon 

review datasets. The comparison is performed against traditional models such as bag of 

words, n-grams and their TFIDF variants as well as deep learning models (word-based 

ConvNets and RNNs). The smaller the datasets the better n-gram models perform, while on 

bigger ones CNNs perform the best and the proposed approach performs the best. 

Zhang et al. [154] demonstrate the usage of Convolutional Neural Networks (CNNs) 

on text, from character level inputs up to abstract text concepts. The reason this work is 

called "understanding from scratch" is because no artificially embedded knowledge is used 

(no need for feature extractor or word2vec). The authors, inspired from the success of CNNs 

in computer vision, use characters (not words) encoded as one-hot vectors, as input to a 

CNN and get abstract properties of the text as an output. There is no requirement for 

knowledge of syntax or semantics, the CNN learns from scratch showing that language 

models aren't necessary. The number of layers used is up to nine. The proposed approach is 

evaluated on various large-scale datasets, including a sentiment analysis task on Amazon 

Reviews. Many different sizes are tested as well as the usage of a thesaurus. After a long 

time of training it is proven to outperform BoW and word2vec models by more than 10%. 

Poria et al. [155] propose a deep learning approach that utilizes a deep Convolutional 

Neural Network (CNN) for an aspect detection task, in the field of opinion mining. A 7-layer 

deep CNN is used to tag/classify each word in combination with linguistic patterns. The 

combination is an Ensemble Learning approach and is used alongside word-embeddings and 

part of speech tags for representation. In particular the word embeddings are word2vec as 

well as custom trained embeddings. Furthermore, the linguistic patterns are leveraged from 

the concept-level knowledge based SenticNet. The authors note that this is the first deep 

learning approach for aspect extraction. This system is evaluated on a SemEval 2014 [112] 

dataset and a large aspect-based product review dataset, outperforming the state-of-the-art 

methods. For example, on the SemEval dataset it achieves an f-score of 82.32% compared to 

74.55% by the state-of-the-art. 

Ma et al. [156] incorporate linguistic patterns and long-distance dependencies with 

Convolutional Neural Networks (CNNs) instead of simply using word vectors sequentially. 

The idea is to make use of tree-based n-grams which will utilize interaction between words 

that aren't next to each other. What the authors effectively propose is similar to skip-grams 

and has the same advantages. The proposed approach is evaluated against a variety of 

techniques by other researchers, on four datasets for sentiment and question classification 

tasks. The Dependency-based Convolutional Neural Networks (DCNNs) outperform the 

baseline CNNs. On the Movie Review Polarity Dataset [30] it achieves an accuracy as high 

as 81.9% which is higher than all other models and on par with Tree-LSTMs. On the 

Stanford Sentiment Treebank [33] it achieves 49.5% accuracy. Finally, on the TREC dataset 

it achieves the highest published accuracy, outperforming even approaches with heavy hand-

engineered features. 

Lee et al. [157] propose a method for identifying key words discriminating positive 

and negative sentences by using a weakly supervised learning method based on a 
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Convolutional Neural Network (CNN). The main issue that they are attempting to tackle is 

the fact that most data/datasets in sentiment analysis only have the sentiment label available 

and no info on the main words that contribute to the classification. The model is named 

CAM^2, short for Classification and locAlization Model with a Class Activation Map, and 

uses the class activation map (CAM) technique from previous research. Then a CNN neural 

network is used to identify semantically significant words in the document and provide this 

information to the predicted class. The CNN model is trained on sentence matrices, and after 

the training a word attention mechanism is employed that identifies high-contributing words 

with a class activation map, using the weights from the fully connected layer at the end of 

the CNN. The main advantage is that it produces both sentence-level polarity scores and 

word-level polarity scores by only using weak labels i.e. polarity of the sentence from the 

dataset. There are five variations of the CAM^2 model which are all evaluated on two movie 

review datasets: CAM^2-rand where all words are randomly initialized, CAM^2-static 

where pre-trained vectors from word2vec are used and word vectors are static, CAM^2-non-

static which is similar to the previous one but the word vectors can be updated, CAM^2-

multichannel where two of the previous versions are combined. The 'rand' version of the 

model achieves an accuracy as high as 89.57% on the IMDb dataset. 

dos Santos et al. [158] propose a deep Convolutional Neural Network (CNN) for a 

sentiment analysis task. The task at hand is classification of short texts (e.g. tweets), where a 

traditional bag-of-words approach isn't good enough. The proposed CNN, named Character 

to Sentence Convolutional Neural Network (CharSCNN), exploits character-to-sentence-

level information. It uses two layers to extract features from words and sentences while also 

being able to use word embeddings. In particular, both word and character-level embeddings 

are used in order to represent a sentence. Stochastic gradient descent is used for the training 

of the network. The model is evaluated against other machine and deep learning approaches 

on two datasets of two different domains, the Stanford Sentiment Treebank [33] and the 

Stanford Twitter Sentiment Corpus / Sentiment140 [109]. On the former dataset it achieves 

state-of-the-art results with 48.3% accuracy on the 5-class task and 85.7% on the 2-class one. 

On the latter dataset it outperforms all methods when assisted by unsupervised pre-training. 

Deriu et al. [159] propose a SemEval Shared Task implementation using an 

Ensemble of Convolutional Neural Networks (CNNs). The task at hand is to predict the 

sentiment of English micro-blog messages from Twitter (polarity classification). Large 

amounts of data are leveraged with distant supervision to train an ensemble of 2-layer 

convolutional neural networks whose predictions are combined using a random forest meta-

classifier. This Ensemble technique is named stacking and in this case it is performed on the 

probability outputs of the neural networks. During the distant supervision phase, network 

weight and word embeddings are trained to capture aspect. Each neural network uses 

different word embeddings and slightly different training data for the distant supervised 

phase. This system is evaluated on SemEval 2016, SemEval 2013 and other datasets. It 

achieves 63.30% on a 2016 dataset and 70.01% on a 2013 dataset, outperforming all other 

approaches. 

Poria et al. [160] propose a system for multimodal sentiment analysis. It includes a 

feature fusion as well as a classifier fusion (Ensemble) for a task that includes audio, video 

and text to perform emotion recognition of 4 different emotions. The base classifier for the 

feature fusion is Convolutional Neural Network while the one for the classifier fusion is 

SVM. Finally, the system is evaluated on many different combinations of features on the 
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IEMOCAP dataset. which consists of text, audio and video data annotated for four emotions 

(angry, happy, sad, neutral). The authors conclude that the proposed system outperforms the 

state-of-the-art model with a margin of around 11% and 4% accuracy on polarity detection 

and emotion recognition respectively. 

Khalil et al. [161] propose a system for SemEval 2017 Task 5, that utilizes an 

ensemble of deep learning techniques. The task at hand is polarity classification, in 

continuous form and aspect category extraction. The system uses an ensemble that consists 

of a Convolutional Neural Network (CNN) initialized with pretrained word vectors, and a 

Support Vector Machine classifier based on the bag of words model. After the evaluation, it 

achieves 2nd and 3rd place on each task on the Restaurants domain. 

Wang et al. [162] propose a system for text classification, that utilizes deep learning 

techniques. The text is conceptualized as concepts using a taxonomy base. Then, word 

embeddings and character-level features are each used as input to a separate Convolutional 

Neural Network. These two models are fused by concatenating the output of the character-

level CNN to that layer of the other CNN model. As a result, the final system named 

Knowledge Powered Convolutional Neural Network (KPCNN) is able to capture fine-

grained subword information. The proposed approach is evaluated on a variety of datasets, 

including TREC, Tweets and the Movie Review Polarity Dataset [30], achieving an accuracy 

of 59.84% on the tweets, compared to around 56.5% when no Ensemble is used. Overall it 

significantly outperforms other state-of-the-art methods. 

Mishra et al. [163] propose a multimodal framework that makes use of a CNN and an 

Ensemble to combine both gaze and text data. The overall goal is to learn cognitive features 

for sentiment analysis and the task is to classify the polarity as well as the sarcasm of an 

instance. The core of the framework is the Convolutional Neural Network (CNN) model, 

that learns features from gaze/text data. The Ensemble is performed with the use of vector 

concatenation and a softmax function on feature data. The authors note that there is no need 

for handcrafting of the data since CNN is used. The proposed system is evaluated on a 

dataset using three variations: CNN with only text data, CNN with only gaze data, CNN with 

both types of data. It achieves an f-score as high as 87.42% on the fusion variation, 

compared to significantly lower f-score on the other two. 

Kalchbrenner et al. [164] propose a convolutional neural network named Dynamic 

Convolutional Neural Network (DCNN) in order to semantically model sentences. DCNN 

uses dynamic max pooling (non-linear) and doesn't rely on a parse tree. It handles input 

sentences of varying length and induces a feature graph over the sentence that is capable of 

capturing short and long-range relationships. The convolutional layers apply filters across 

each row of features in the sentence matrix. Convolving the same filter with the n-gram at 

every position in the sentence allows the features to be extracted independently of their 

position in the sentence. Then a feature map is employed. The proposed system is evaluated 

on four datasets, including the Stanford Sentiment Treebank [33]. It achieves very high 

performance on all datasets, with an accuracy as high as 48.5% on the 5-class sentiment 

polarity task. 

Johnson et al. [165] propose variations of convolutional neural networks (CNNs) for 

a text classification task. The BoW-CNN model employs a bag-of-word conversion in the 

convolution layer. Another model was also designed, named seq-CNN, which keeps the 

sequential information of text by concatenating the one-hot vector of multiple words. It is a 

straightforward adaptation of CNNs from computer vision to the natural language processing 



3 Deep Learning - Related Work 
 

39 

field. The proposed models are evaluated against other learning models on some datasets, 

including the IMDb Large Movie Review Dataset [108]. Using two seq-convolution layers 

seems to perform best. It outperforms all other models with an accuracy as high as 92.33%. 

Tang et al. [166] attempt to incorporate user and product level information into a 

deep neural network for a sentiment classification task. The main goal is to predict a user's 

sentiment about a product. By modeling user and product representations using a vector 

space, we can capture important clues such as user preferences and trends regarding the 

products. The model is named User Product Neural Network (UPNN) and uses a 

convolution layer followed by pooling. The proposed approach is evaluated against other 

machine and deep learning models on Diao's IMDb Dataset [111] and the Yelp Dataset 

Challenge [110]. It achieves a new state-of-the-art with an accuracy as high as 43.5% on the 

IMDb dataset. 

• Recursive Neural Networks (Theory in Section 3.6.3) 

Socher et al. [33] introduce Recursive Neural Tensor Networks (RNTN) to tackle the 

disadvantage of Matrix-Vector Recursive Neural Networks by proposing a single powerful 

composition function with a fixed number of parameters. The idea in this neural model is to 

use the same, tensor-based composition function for all nodes with each slice of the tensor 

being interpreted as capturing a specific type of composition. Overall, the methodology in a 

recursive model is the following: (1) Parse a given n-gram into a binary tree and represent 

each word using a d-dimensional vector. (2) Compute parent vectors using a bottom-up 

approach using different composition functions. (3) To start with, word vectors are 

initialized randomly from a uniform distribution. (4) For classification task, use the 

compositions word vectors as input for the softmax. (5) Different models differ in terms of 

how word vectors are combined. Furthermore, the authors also introduce the Stanford 

Sentiment Treebank [33], a dataset containing phrases with fine-grained sentiment labels 

(polarity). This dataset features a new vector representation of words that performs around 

10% better compared to bag of features. The approach is evaluated on this new dataset, 

against traditional and state-of-the-art learning techniques (Naive Bayes, SVMs, Vector 

Average, RNN, MV-RNN) outperforming them all with an accuracy of 45.7% on the 5-class 

and 85.4% on the 2-class tasks. 

Dong et al. [167] propose an adaptive recursive neural network (AdaRNN) for target 

dependent sentiment classification. The goal is to model the semantic relatedness of a target 

with its context words in a sentence. AdaRNN achieves this by adaptively propagating the 

sentiments of words to target, depending on the context and syntactic relationships between 

them. For each instance, the authors propose to convert its dependency tree for the target at 

hand and then use the recursive neural network to propagate the sentiment to the target node. 

It uses the representation of the root node as the features and feeds them into the softmax 

classifier to predict the distribution over classes. This model is evaluated on a manually 

annotated Twitter dataset which is constructed and made available by the authors. It 

outperforms both SVMs and classic RNNs on the target-dependent sentiment polarity task. 

Xu et al. [168] propose a system that utilizes a data sampling approach (over-

sampling) using word embedding compositionality to form sentence vectors and solve an 

imbalanced dataset task. This is contrary to most existing research that generates new 

samples using a bag-of-words representation. First, the word embeddings are constructed 

based on the skip-gram model and the RNTN deep learning model, then the SMOTE 

algorithm is used for over-sampling the minority classes. The system is evaluated on two 
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sentiment related datasets, the Movie Review Polarity Dataset [30] and the NLPCC2013 

Chinese micro-blog emotion classification dataset. The methods compared are: Bag of Word 

Unigram and Word Embeddings with different types of over-sampling, while the classifiers 

are SVM and Naïve Bayes. It achieves better accuracy than the baseline, with SVM 

performing the best (83.3% on the 1st dataset) and a big accuracy improvement on the 2nd 

dataset (7-classes). 

Irsoy et al. [170] propose a deep recursive neural network model (deep RNN) in 

order to utilize a hierarchical representation. This is done by stacking multiple recursive 

layers on top of each other. The authors note that with a deep RNN, depth in structure and 

depth in space is achieved as well as a natural hierarchy of information. The architecture is 

essentially a deep feedforward neural network with an additional structural processing within 

each layer with each new layer learning new information. The parameters used are given in 

detail and include dropout and 300-dimensional word vectors. The proposed approach is 

evaluated against other neural models on the Stanford Sentiment Treebank [33], which is a 

sentiment polarity classification data. It outperforms shallow RNNs as well as other neural 

networks, achieving a new state-of-the-art performance. 

Bachman et al. [171] introduce the concept of pseudo-ensembles and evaluate it on a 

sentiment analysis task. The authors define pseudo-ensembles as possibly infinite collection 

of child models, originating from a parent model by alternating it according to some noise 

process. As far as the noise process is concerned, noise is imposed on the parent model and it 

can take any form. Overall, they make the claim that Dropout, a popular technique used in 

Neural Networks [169], is a pseudo-ensemble. Dropout creates subnetworks (child models), 

aiming to minimize the expected loss by dropping out units. It reduces overfitting in a neural 

network by preventing complex adaptations during training. Dropout in literature is 

considered a model averaging method, thus an Ensemble. The system proposed by the 

authors is evaluated on Computer Vision, Transfer-Learning and finally on the Stanford 

Sentiment Treebank [33] with a Recursive Neural Tensor Network (RNTN) as base 

classifier. In short, the RNTN is transformed into a pseudo-ensemble. It achieves an 

accuracy of 88.9% compared to around 86% when no Ensemble is used. 

Pouransari et al. [172] classify reviews using Machine Learning and Deep Learning 

techniques. A skip-gram word2vec model is also used in this polarity classification task. The 

main idea is to use low-rank RNTNs to overcome the high computational cost of training a 

standard RNTN. An Ensemble method is used to combine the RNTNs, by using voting of 

the average sum across the base classifiers. The system is evaluated on the IMDb Large 

Movie Review Dataset [108]. Concluding, the low-rank RNTN leads to significant saving in 

computational cost, while having similar a accuracy as that of RNTN. 

• Recurrent Neural Networks (Theory in Section 3.6.4) 

Radford et al. [173] explore a byte-level recurrent language Neural Network, named 

byte mLSTM for a Sentiment Analysis task.  These representations are learned in an 

unsupervised manner and are also very data efficient. A character-RNN using mLSTM units 

is trained over Amazon Product Reviews is used as a feature extractor for sentiment analysis. 

Then this model is evaluated against Machine and Deep Learning Techniques on a variety of 

datasets, outperforming the new state-of-the-art techniques on the binary subset of the 

Stanford Sentiment Treebank [33]. When using only a handful of labeled examples, the 

authors' approach matches the performance of strong baselines trained on full datasets. It is 

worth noting that a single neuron (sentiment neuron) alone achieves a test accuracy of 92.3% 
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which outperforms supervised techniques. Additionally, the proposed approach also 

converges faster. 

Lin et al. [174] propose a new model for extracting sentence embedding by 

introducing self-attention. In this new sentence embedding technique, each embedding 

corresponds to a 2-D matrix, with each row of the matrix attending on a different part of the 

sentence. They also propose the self-attention mechanism and a regularization approach. 

First, the sentence is run through an RNN, then multiple attention values are learnt for each 

RNN state and then each attention vector focus on different parts of the sentence because a 

penalization term is added. This penalty encourages the diversity of summation weight 

vectors across different hops of attention. The proposed technique is evaluated on a 

sentiment classification (Yelp Challenge Dataset [110]) and textual entailment (SNLI 

Corpus) task. It outperforms most other deep learning approaches, achieving an accuracy of 

84.6% on the SNLI dataset. 

Miyato et al. [175] propose the use of adversarial training on text classification and 

sequence model tasks. Previous work had primarily applied adversarial and virtual 

adversarial training to image classification tasks. The authors state that virtual adversarial 

training is able to extend supervised learning algorithms to the semi-supervised setting. 

However, in order to be able to apply those on text, perturbations are applied to the word 

embeddings in a RNN instead of the original vector itself like in image related tasks.  At 

each step during training the worst-case perturbations are identified against the current 

model and the model is trained to be robust to such perturbations through minimizing. The 

models used in this work are LSTMs of either unidirectional or bidirectional type. The 

proposed approach is evaluated against models and techniques by other researchers on a 

variety of datasets two of which are sentiment analysis tasks, the IMDb Large Movie Review 

Dataset [108] and Movie Review Polarity Dataset [30]. It either matches or even surpasses 

the state-of-the-art on these datasets, with an error rate of 5.91% on the IMDb dataset and 

16.6% on the movie review polarity one. 

Tang et al. [176] propose an LSTM-based technique for target-dependent sentiment 

classification which is the task of modeling the semantic relatedness of a target with its 

context words in a sentence. The TD-LSTM approach uses two LSTM-based models 

running towards the target word from both directions and making a prediction when they 

reach the target time step, where the final states of both networks are concatenated and the 

prediction is made. The TC-LSTM approach is similar to the previous one but also 

incorporates the target word vector as input. As a result, sentiment classification is 

performed, and target information is automatically taken into account. The proposed model 

is evaluated against other techniques on a benchmark dataset from Twitter. TD-LSTM 

doesn't perform well, but TC-LSTM - the target dependent model - achieves state-of-the-art 

performance without using a parser or a lexicon. For example, a traditional LSTM achieves 

an accuracy of 66.5% while TC-LSTM reaches 71.5%. 

Dai et al. [177] propose two approaches where unlabeled data are used to improve 

sequence learning in neural networks, in particular Recurrent Neural Networks (RNNs).  The 

first way is by predicting the next token as in a language model in NLP (LM-LSTM). The 

second way is by reconstructing the original sequence and overall predict a sequence based 

on a final hidden state (SA-LSTM). This is done by using a sequence autoencoder which 

reads the input sequence into a vector and predicts the input sequence again. The main idea 

is to 'pretrain' an algorithm to assist a supervised model in the future, in this case the 
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supervised model is an LSTM. The pretraining parameters can be used as a starting point to 

fine-tune the weights of the supervised model. The authors conclude that pretrained neural 

networks are more stable, generalize better and achieve higher accuracy. The proposed 

system is evaluated on four datasets, including the IMDb Large Movie Review Dataset [108] 

and the Movie Review Polarity Dataset [30] which are sentiment analysis tasks. It 

outperforms other state-of-the-art techniques and shows that unlabeled data can help in a 

supervised task. On the 1st IMDb dataset it achieves 7.24% error rate and on the movie 

review polarity one it achieves 16.7%, which is 2% better than the previous best result. 

Wang et al. [178] propose the incorporation of corpus-level information into 

language modelling and name the approach larger-context language model. The neural 

networks of choice by the authors are the LSTMs variants of RNNs, in a fusion approach. As 

far as the context itself is concerned, the influence of the context is modeled by a conditional 

probability that depends on the previous sentences. Now, there are several ways to model 

and also several ways to incorporate the context of the sentence. Context can be modeled 

with either BoW, Sequence BoW, or Sequence BoW with attention, with Sequence BoW 

standing for 'bag of word for each sentence'. Fusion is performed in two ways, either by 

giving the context as input (EF - early fusion) or by modifying the LSTM with a gate to 

directly to incorporates the discourse context from preceding sentences (LF - late fusion). 

The proposed approach is evaluated on three corpora on of which the IMDb Large Movie 

Review Dataset [108]. Late fusion outperforms early fusion and sequence BoW with 

attention outperforms the rest, including traditional LSTMs. Authors suggest that the larger-

context language model can capture the theme of a document better. Furthermore, nouns 

benefit the most from this approach. 

Su et al. [179] propose the use of a long-short term memory (LSTM)-based approach 

for an emotion recognition task. The idea is to use both semantic and emotion word vectors. 

The former is extracted from the popular word2vec model, while the latter is derived from 

the emotional words defined in a sentiment lexicon. Then an autoencoder is used to extract 

features and perform dimensionality reduction, before using the LSTM for the classification 

itself. The proposed approach is evaluated on the NLPCC2014 dataset which contains seven 

emotion categories. Two different neural networks tested are: LSTMs and Convolutional 

Neural Networks (CNNs), on either traditional word vectors, standalone features or the 

proposed approach. The LSTM with the proposed semantic and emotional word vectors 

performs the best with an accuracy of 70.66%. It is worth noting that the semantic word 

vector used is 400-dimensional. 

Liu et al. [180] propose a neural network named multi-timescale long short-term 

memory (MT-LSTM) in order to model long texts. MT-LSTM partitions the hidden states of 

the standard LSTM into several groups with each group being activated at different time 

periods. The fast-speed groups keep the short-term memories, while the slow-speed groups 

keep the long-term memories. As a result, MT-LSTM can easily model both short and long 

text while also having faster convergence than traditional LSTM since the error signal can be 

back-propagated through multiple timescales in the training phase. There are two feedback 

strategies, fast-to-slow and slow-to-fast and the former achieves better performance. An 

evaluation between many Deep and Machine Learning Techniques, including the proposed 

one is performed on four Datasets. Most of the datasets are sentiment polarity classification 

ones, like the Stanford Sentiment Treebank [33] and the IMDb Large Movie Review Dataset 
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[108]. MT-LSTM outperforms all other models in three of the four datasets, with an 

accuracy as high as 92.1% on the IMDb dataset. 

Liu et al. [181] propose the use of multi-task learning on a Recurrent Neural Network 

(RNN). Multi-task learning attempts to jointly learn across multiple tasks/objectives, which 

makes the amount of data required smaller. Three different models share information with an 

RNN and all the related tasks are integrated into a system which is trained jointly. In 

particular, these three mechanisms use task-specific as well as shared layers with a gating 

mechanism controlling the shared information. The 1st model can be described as a uniform-

layer, the 2nd as a coupled-layer and the 3rd as a shared-layer architecture. The proposed 

model is evaluated against a variety of deep learning techniques by other researchers on four 

benchmark datasets including the Stanford Sentiment Treebank [33], the Movie Review 

Subjectivity Dataset [31] and the IMDb Large Movie Review Dataset [108]. When joint 

learning is used the accuracy is increased by 1.4% and when additional techniques and fine 

tuning is used it is increased by 2.8%. Overall it outperforms all other models in two of the 

four datasets and can easily be extended to incorporate the Tree-LSTM model. 

Liu et al. [182] propose a model of deep fusion LSTMs (DF-LSTMs) for a semantic 

matching task. Textual entailment, also known as natural language inference, is the task of 

determinizing the semantic relationship between two sentences. A DF-LSTM consists of two 

interdependent LSTMs each of which models a sequence under the influence of another. The 

output of the model is fed into an output layer to computer the matching score. Furthermore, 

external memory is also used for the LSTM in order to increase its capacity. This model is 

evaluated against other neural models (LSTMs) on two very large datasets, one of which is 

the Stanford Natural Language Inference Corpus (SNLI). The DF-LSTMs outperform the 

other LSTMs by around 2% on SNLI, achieving an accuracy of 84.6% on the test set. The 

authors also conclude a visualization analysis of the neural network. 

Zhu et al. [183] propose a variation of long short-term memory (LSTM) model which 

utilizes tree structures, named S-LSTM. In S-LSTM a memory cell can reflect the history 

memories of multiple child cells or multiple descendant cells in a recursive process. This is 

done by wiring memory blocks in a partial-order tree structure instead of a full-order 

sequence. The authors note that this new model can consider long-distance relations in 

language and is similar to a fusion a of recursive and recurrent neural networks. The 

proposed model is evaluated against a variety of techniques by other researchers on the 

Stanford Sentiment Treebank Dataset [33]. It outperforms a state-of-the-art recursive model 

by replacing its composition layers with S-LSTM blocks. It achieves an accuracy of 48.9% 

on the sentence level. 

Irsoy et al. [184] propose a deep Recurrent Neural Network (RNN) for an opinion 

mining task. The idea is to stack multiple RNNs, thus 'deep' and perform a token-level 

sequence-labeling task. Different numbers of layers are tested with the output layer using a 

rectifier linear activation. This approach is evaluated on the MPQA corpus which has been 

manually annotated for a big variety of tasks. Overall, narrow RNNs outperform traditional 

(uni- and bidirectional) shallow, wide RNNs with the same number of parameters. Deep 

RNN achieves state-of-the art performance even without the pre-training step, with an f-

score as high as 71.72%. 

Qian et al. [185] propose a linguistically regularized LSTM for sentence-level 

sentiment classification. This approach utilizes linguistic resources such as lexicons, 

negation and intensity alongside the LSTM, something that wasn't attempted by previous 
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models. In particular the difference between the predicted sentiment distribution of the 

current position and that of the previous/next positions is regularized in the LSTM. For 

example, words such as 'not' are used to change the sentiment of the sentence by using 

negator-specific transformation matrix. The lexicon is created by combining MPQA and 

SST corpora. The system is evaluated on the Movie Review Polarity Dataset [30] as well as 

on the Stanford Sentiment Treebank [33]. The performance compared to other neural models 

is on part with the-state-of-the-art without making use of parsers on structures and phrase-

level annotations. Overall, it shows promising results by being able to capture the linguistic 

role of sentiment words, negation words, and intensity words. The linguistic regularization 

improves accuracy by around 2%. 

Teng et al. [186] propose combination of neural networks with sentiment lexicons for 

sentiment analysis. As far as the lexicon is concerned, instead of just taking the count or sum 

of words, the authors propose to take context into consideration. This is done based on a 

simple weighted-sum model, using an RNN to learn the sentiments strength, intensification 

and negation of lexicon sentiments. A bidirectional LSTM is used to capture global syntactic 

dependencies and semantic information, by learning weights and predicts a sentence-level 

score based on the weighted sum of prior scores of words. It is noted that this is the first 

attempt to integrate sentiment lexicons into a deep neural model. The proposed approach is 

evaluated against state-of-the-art RNN baselines on the Stanford Sentiment Treebank [33] 

and a multi-domain dataset. It outperforms all other models with an accuracy as high as 

51.1% on the Stanford Sentiment Treebank dataset and uses SentiWordNet as a lexicon. 

Tai et al. [187] propose a variation of LSTM named Tree-LSTM that generalizes 

LSTMs to tree-structured network topologies. The authors explain the reasoning behind the 

tree structure (natural language nature) and then present an overview of the theory behind 

LSTMs. While a traditional LSTM composes its hidden state from the input at the current 

time step and the hidden state in the previous time step, the Tree-LSTM composes its state 

from an input vector and the hidden states of arbitrarily many child units. Standard LSTM 

can be seen as a more specific case of a Tree-LSTM. The proposed approach is evaluated 

against other neural models on the Stanford Sentiment Treebank and on the SemEval 2014 

Semantic Relatedness Task [112]. Tree-LSTM uses Glove vectors for word embeddings and 

either a constituency or a dependency tree. The constituency Tree-LSTM outperforms all 

other methods on the 5-class task with an accuracy as high as 51.0%. 

Tang et al. [188] propose a gated recurrent neural network (GRNN) for sentiment 

analysis. The model learns vector representations at a document-level and then semantics of 

sentences and their relations are encoded in document representation with a gated recurrent 

network. The first step of turning words into sentence representations is done with the help 

of a CNN or an LSTM. Stochastic gradient descent is used for the training. The proposed 

approach is evaluated against machine and deep learning models on Diao's IMDb Dataset 

[111] and the Yelp Dataset Challenge [110]. Many variations of vectors are tested (e.g. 

averaging the vectors). It outperforms all baselines and significantly outperforms RNNs 

when it comes to document modeling. It achieves an accuracy as high as 45.3% on the IMDb 

dataset. 

Wu et al. [189] propose a system that includes an Ensemble for a IJCNLP 2017 

shared task. In particular, the task is to detect arousal and valence on Chinese phrases. A 

densely connected LSTM network is used as well as word features to identify dimensional 

sentiment on valence and arousal for words and phrases jointly. The features used are: word 
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embeddings, part of speech and word clusters. The Ensemble used is the mean values of the 

outputs and the base classifier is LSTM. After the evaluation on a Chinese Valence-Arousal 

word dataset, this system achieves a performance of 92.7% on valence (compared to 89.8% 

when no Ensemble is used), placing it at 1st place. It significantly increases accuracy 

compared to standalone LSTM. 

Looks et al. [190] propose a way to improve deep learning techniques by using 

Dynamic Computation graphs. They tackle the problems with traditional computation graphs 

(and their static nature), by proposing dynamic batching which batches together operations 

between different input graphs of dissimilar shape, but also between different nodes within a 

single graph. After explaining the theory behind it and the use of dynamic batching, the 

evaluation is performed on Sentiment Analysis tasks. Dynamic batching on a variety of 

existing models is evaluated on the Stanford Sentiment Treebank [33]. The system achieves 

an accuracy as high as 53.6% when also utilizing an ensemble, compared to 52.3% when no 

Ensemble is used. The ensemble consists of 30 constituency Tree-LSTMs. It also 

outperforms existing techniques by other researchers. 

Cambria et al. [191] propose a system that includes an Ensemble, as part of 

SenticNet 5. The main goal is to understand natural language, discover concepts and make 

use of context in a sentence. An combination of LSTM and BiLSTM is used. In particular 

RNNs are used to infer primitives by lexical substitution and use it to ground commonsense 

knowledge. After the fusion of LSTMs negative sampling is performed. The proposed 

system is evaluated on a lexical substitution problem on SemEval 2007 as well as SemEval 

2014 [112] datasets. It achieves an accuracy of 58.55% on the 1st dataset, outperforming 

both baselines. Furthermore, the performance of SentiNet 5 is evaluated on product review 

datasets, achieving an accuracy of 92.8% on the movie review polarity dataset. 

Lakomkin et al. [192] propose a system for the EmoInt 2017 shared task [132]. The 

task at hand is emotion intensity prediction and the 4 emotions are anger, joy fear and 

sadness. According to the authors the main issues that make this a challenging problem are 

the short length of the tweet, the noisy structure of the text and the lack of annotated data. 

The Ensemble method used is Weighted Voting (average) and the base classifiers are LSTM, 

GRU, SVR and another Linear classifier. Different word embeddings are tested such as pre-

trained GloVe embeddings from Twitter/Wikipedia. The system is evaluated on the 

WASSA-2017 Shared Task on Emotion Intensity (EmoInt) and achieves a performance as 

high as 72.1%, measured in Pearson correlation coefficient. 

Rasooli et al. [193] propose a system that includes an Ensemble and deep neural 

models, for cross-lingual classification. The authors explore both an annotation projection 

approach and a direct transfer approach, showing that it’s possible to build a system without 

machine translation or high-quality data. The Ensemble method used is most frequent label 

(majority) voting and the base classifiers are LSTM and annotation projection. This system 

is evaluated on multi language tweets (polarity) on as many as 16 language, to show its 

effectiveness. The Ensemble transfer learning method has the highest f-score on average 

across the languages compared to baseline methods. 

Dyer et al. [194] propose a new control structure for sequence-based neural networks, 

the stack LSTM (S-LSTM). The goal is to improve transition-based dependency parsing. 

Since an LSTM maintains a continuous space embedding of the stack contents, the authors 

formulate an efficient parsing model that can read/push and forget/pop inputs. It uses three 

stack LSTMs (for three parser states): (1) unbounded look-ahead into the buffer of incoming 
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words which represents the input (2) the complete history of actions taken by the parser, 

which is the history of actions. (3) the complete contents of the stack of partially built tree 

fragments, including their internal structures. Training is performed through 

backpropagation. The proposed approach is evaluated on a parsing tank and achieves state-

of-the art performance. 

Wang et al. [195] propose a system for sentiment intensity prediction. Intensity 

prediction is a fine-grained classification task, where the value of each instance is continuous 

between 0 and 1. The goal of the authors is to tackle the shortcomings of adding many layers 

of neural networks on top of each other, such as the error accumulation (gradients vanishing) 

by proposing a stacked residual LSTM model. In particular, a residual connection is 

introduced every few LSTM layers for a total of eight layers. The authors conclude that the 

residual connection can center layer gradients and propagated errors, enabling the stacking 

of more layers than previously possible. The proposed model is evaluated against lexicon-, 

regression based, and conventional deep neural network-based models on Stanford 

Sentiment Treebank [33], EmoBankand Vader corpus. It outperforms all other models on all 

the aforementioned datasets. Different architecture variations are tested, with 8-layer SR-Bi-

LSTM performing the best. 

Chen et al. [196] propose an LSTM model which, unlike existing methods, 

incorporates global user preference and product characteristics on sentiment classification 

problem. The model is a hierarchical LSTM and it generates sentence and document 

representations. Then, an attention mechanism is used on user and product information. As a 

result, global user preference and product characteristics at both the word level and the 

semantic level are taken into consideration. The proposed model named, Neural Sentiment 

Classification (NSC), is evaluated against other machine and deep learning models on Diao's 

IMDb Dataset [111] and the Yelp Dataset Challenge [110]. It outperforms all other models, 

with an accuracy as high as 48.7% on the IMDb dataset. 

Wang et al. [197] propose an LSTM for a twitter sentiment prediction task. An 

LSTM has the ability to simulate the interactions of words during its compositional process. 

Multiplicative operations between word embeddings through gate structures are used to 

provide more flexibility and a better performance than a simple RNN. The authors note that 

this model can specifically distinguish functions such as negation and transition in text. The 

proposed model is evaluated on noisy labelled data (Stanford Twitter Sentiment corpus 

[109]) as well as manually labelled data (SemEval 2013 dataset) and outperforms several 

feature-engineering approaches. It also doubles the performance compared to non-neural 

model techniques. 

Wang et al. [198] propose an attention-based LSTM method with target embedding 

for an aspect-level sentiment classification task. The attention mechanism is used to force the 

neural model to attend to the important part of a sentence, when different aspects are taken 

as input. The authors show two ways to take into account aspect information during 

attention: (1) to concatenate the aspect vector into the sentence hidden representations for 

computing attention weights (2) to additionally append the aspect vector into the input word 

vectors. The proposed approach is evaluated against LSTMs on the SemEval 2014 dataset 

[112]. Out of the three variants of the model, ATAE-LSTM performs best and achieves 

state-of-the-art performance. 

Abdul-Mageed et al. [113] perform two tasks in this work. First, to tackle the lack of 

large labeled datasets on the emotion detection field, they build a new dataset for fine-
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grained emotions. The dataset is constructed automatically by using distant supervision. 

Second, they perform fine-grained emotion detection with the use of a Gated Recurrent 

Neural Network (GRU). The proposed approach achieves a new state-of-the-art on the 

emotion detection of 24 emotions task, with an accuracy as high as 87.58%. Additionally, 

the task is extended on Pluthick’s primary emotion dimensions where it predicts the 

following 8 emotions: anger, joy, anticipation, disgust, fear, joy, sadness, surprise and trust. 

• Memory Networks (Theory in Section 3.6.5) 

Dou et al. [199] propose a Deep Memory Network for document-level sentiment 

classification. The task at hand is to predict a user's sentiment about a product. The proposed 

model is able to capture both the user and product information at the same time. A memory 

network consists of several inference components combined with a large long-term memory, 

while also utilizing the memory as a knowledge base. Memory Networks outperform both 

LSTMs and RNNs in long-term memory encoding. The architecture of the model consists of 

two parts, first an LSTM is used to represent each document, then a deep memory networks 

consisting of multiple layers (hops) is used to predict the ratings for each document and each 

layer is a content-based attention model. This technique is evaluated against a variety of 

techniques by other researchers on Diao's IMDb Dataset [111] and the 2013-2014 Yelp 

Dataset Challenge [110]. It outperforms all other models by a fair margin. 

Li et al. [200] propose an Adversarial Memory Network (AMN) for cross-domain 

sentiment analysis. In domain adaptation tasks the term 'pivot' is used, which operates 

similarly to discriminative learning. The end-to-end AMN can automatically capture the 

pivots using an attention mechanism. The architecture consists of two parameter-shared 

memory networks, one being used for sentiment classification and the other for domain 

classification. The two networks are jointly trained so that the selected features minimize the 

sentiment classification error and at the same time make the domain classifier 

indiscriminative. Furthermore, the AMN model doesn't require any manual input for the 

pivots and can visualize the pivot words. The proposed approach against a variety of 

techniques by other researchers on an Amazon Review dataset that includes multiple 

domains. It outperforms the state-of-the-art methods by achieving 4.36% better accuracy 

than Domain Adversarial Neural Networks (DANNs). 

Kumar et al. [201] propose the dynamic memory network (DMN), a neural network 

architecture which processes input sequences/questions, forms episodic memories, and 

generates relevant answers. First, it computes a representation for all inputs and the question 

which triggers an iterative attention process that retrieves relevant facts. Overall, it takes 

previous questions into consideration and uses a hierarchical recurrent sequence model to 

generate answers. Furthermore, it can be trained in an end-to-end fashion. A question is 

inputted in the form of question-answer triplets. A DMN can be used in a variety of tasks, 

that aren't limited to question answering ones. Memory Networks outperform both LSTMs 

and RNNs in long-term memory encoding. The proposed model is evaluated on question 

answering, sentiment polarity classification datasets and sequence modeling, achieving state-

of-the-art results. For example, on the Stanford Sentiment Treebank it achieves 52.1% (5-

class task) accuracy, which outperforms all previous neural models such as LSTM, DRNN 

and CNN. 

Tang et al. [202] propose an end-to-end Memory Network for an aspect level 

sentiment classification task. It can capture the importance of each context word when 

inferring the sentiment polarity of an aspect, which was a shortcoming of previous models. 
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An attention mechanism is employed with an external memory to capture the importance of 

each context word with respect to the given target aspect. Multiple computational layers are 

applied on the input text representation, each of which is a neural attention model with 

external memory, while the entire model can be trained end-to-end with gradient descent. 

The proposed approach is evaluated against previous models on some aspect-based datasets. 

It performs comparable to the state-of-the-art while also having a relatively low time 

complexity. 

3.3 Deep Learning Theory 

Deep learning is a class of machine learning algorithms that [203]: (1) use a cascade 

of multiple layers of nonlinear processing units for feature extraction and transformation. 

Each successive layer uses the output from the previous layer as input, (2) learn in 

supervised or unsupervised manner, (3) learn multiple levels of representations that 

correspond to different levels of abstraction; the levels form a hierarchy of concepts. 

Deep learning consists of three different categories: supervised, unsupervised and 

reinforcement learning [204]. 

• In supervised learning, the input data contain a collection of features as well as 

labels. The mapping of features to labels is where the knowledge is encoded. Then 

the model will map new samples into their correct labels. 

• In unsupervised learning, the input data do not necessarily contain labels or target 

values. The models extract meaningful representations from the data itself. 

• In reinforcement learning an agent interacts with an environment, often simulated 

like a game. This interaction provides feedback between the learning system and the 

interaction at any step in time. The agent modifies its behavior with the awareness of 

the states, actions taken, and rewards for every time step. The goal is to compose an 

optimization process in order to maximize the accumulated reward. 

Some examples of supervised techniques are Feedforward Neural Networks, a 

popular variation of these called Convolutional Neural Networks (CNNs), Recurrent Neural 

Networks (RNNs) and a variation of RNNs called Long Short-Term Memory (LSTM) 

models. Some examples of deep generative models that allow learning in an unsupervised 

manner are Deep Belief Networks (DBNs). DBNs which are built by stacking several 

Restricted Boltzmann Machines (RBMs). Finally, reinforcement learning is based on 

optimizing a value function or a policy. Examples of value function models are Q learning 

approaches like Deep Q-Network (DQN). 

Overall, neural networks can be described as a black box, in the sense that the user 

inputs data and the model output a decision, but even their designer and the best 

mathematicians cannot explain the reasoning behind the decision. 

3.3.1 Artificial Neural Networks 

Artificial neural networks (ANNs) are computing systems inspired by biological 

neural networks, thus simulating the way human brain learns. Such systems learn and 
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progressively improve their ability to do tasks by considering examples. For example, in 

image recognition, they might learn to identify images that contain an object by analyzing 

images that have been labeled with object names and using the results to identify the object 

in other images. Contrary to rule-based AI approaches, they utilize past experience. 

A Neural Network is based on a collection of connected units called artificial neurons 

or nodes, (analogous to biological neurons). Each connection between neurons can transmit 

a signal to another neuron. These neurons are organized in layers, with a single input layer, a 

single output layer and hidden layers in between. All neurons/nodes except for the input use 

an activation function, with the most common choices being either a sigmoid, a hyperbolic 

tangent or a rectified liner function (ReLU). Signals travel from the first (input), to the last 

(output) layer, possibly after traversing the layers multiple times. Connections between 

neurons also have a weight assigned to it, which can increase or decrease the strength of the 

signal that it sends downstream. The learning of a neural network is achieved by adjusting 

the weights between neurons with the information flowing through them. Finally, on the 

output layer a softmax function can be used as the output node. 

The most commonly applied idea for training a multi-layer feed-forward neural 

network is that, as long as the activation function is differentiable, the whole neural network 

can be regarded as a differentiable function which can be optimized by gradient descent 

method. Many other variations can also be performed like backpropagation or passing 

information in the reverse direction and adjusting the network to reflect that information. 

Back-Propagation [205, 206] works as follows. At first, the inputs are feedforwarded 

from the input layer via the hidden layer to the output layer, at which the error is calculated 

by comparing the network output with the ground-truth. Then, the error will be back 

propagated to the hidden layer and the input layer, during which the connection weights and 

biases are adjusted to reduce the error. The process is accomplished by tuning towards the 

direction with the gradient. Such a process will be repeated in many rounds, until the training 

error is minimized or the training process is terminated to avoid overfitting. 

Depending on their architecture, neural networks can be either feedforward neural 

networks or recurrent/recursive neural networks. Other than performance, some of their 

advantages are that they can learn inductively from training data with no requirements and 

that they can perform non-linear operations. 

3.3.2 Deep Artificial Neural Networks 

However, classic neural networks are a Machine Learning algorithm and not a Deep 

Learning one. A deep neural network is an artificial neural network with multiple layers 

between the input and output layers, which can exploit the representation power of a neural 

network to a higher degree.  
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Figure 14: Neural network (left) versus Deep neural network (right). 

 

Each layer can be considered as a mathematical manipulation with the layers closer 

to the input learning simple features, while following layers learning more complex features 

derived from the previous ones. Complex neural networks have many layers, hence the term 

‘deep’ learning/network. The goal is that eventually, the network will be trained enough on 

the features that it will identify trends that exist across all samples and then will be able to 

classify unseen instances. 

Deep neural networks can model complex non-linear relationships and the extra 

layers enable composition of features from lower layers, potentially modeling complex data 

with fewer units than a similarly performing shallow network [207]. The architectures in 

Deep Learning come in many variants of some basic approaches and each architecture has 

found success in specific domains. Typically, a deep neural network is feedforward one in 

which data flows from the input layer to the output layer. At first, a mapping of neurons is 

created and assigns random weights are assigned to connections between them. These 

weights take values between 0 and 1 and are adjust throughout the execution of the 

algorithm, depending on the training data. 

Even though deep neural networks have a plethora of advantages, they also face the 

following challenges:  

• Interpretability 

• Overfitting 

• Computation Time 

• Many parameters 

• Difficulty to add new data 

First, there are problems with the interpretability of their decisions. They operate as a 

black box and even their designers and the best mathematicians cannot explain (simplify into 

words) why they arrived at a specific decision. This is an issue because an AI model should 

give detailed reasons for its actions that humans can understand. Second, they are prone to 

overfitting because of the added layers of abstraction, which allow them to model rare 

dependencies in the training data. Ways to combat that are weight decay and dropout. Third, 

the computation time is significantly higher than any other learning technique. Processing 

units with large capabilities can speed up the training process. Fourth, a deep neural network 

comes with a big number of parameters such as the number of layers, the number of nodes 

per layer, the learning rate, the initial weights and others. Contrary to other Machine 
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Learning techniques that have just a couple of parameters, here the user must look for the 

optimal parameters which can be hard because of the high computation time. Finally, 

introducing new data or knowledge to a neural network that has already been trained is a 

problem. 

3.4 Deep Learning in Natural Language Processing 

The analysis of the big volume of opinion-heavy texts on the internet, that are readily 

available to the masses, requires advanced learning methods. Traditional Machine Learning 

techniques like Support Vector Machines (SVMs) and Naïve Bayes have been used for 

decades on Natural Language Processing problems. They can be described as shallow 

models which are trained on very high dimensional and sparse features. However, since the 

early 2000s Deep Learning techniques have gained traction and produce superior results 

while not requiring carefully optimized hand-crafted features like Machine Learning does.  

Deep Learning provides the best results and improve the state-of-the-art on a big 

range of NLP tasks: feature extraction, word embedding, information retrieval, machine 

translation, text classification, sentiment analysis. For example, LSTM helped to improve 

language modeling [208] and achieve the best results on NLP challenges, while 

Convolutional Neural Networks (CNNs) performed well on part-of-speech tagging, named 

entity extraction and semantic similarity [209]. 

 

Figure 15: A comparison between traditional NLP and Deep Learning NLP [210]. 
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3.5 Word Embeddings 

In Natural Language Processing tasks, the instances, which can be documents, 

sentences etc., are represented in a variety of ways. The most commonly used techniques 

split them at a word or character level and use these as features in the learning task. For 

example, the simplest way to represent word is as indices in a vocabulary. Traditionally, the 

bag-of-words model is used to generate text representation in which a document is regarded 

as a bag of its words. However, this simplistic approach has some disadvantages, like the 

fact that word order isn’t taken into consideration. 

Other more advanced methods which are used alongside deep learning are 

continuous vectors representations, widely known as “word embeddings”. Word embeddings 

try to capture the characteristics of the neighbors of the target and as a result capture the 

similarity between words. These vector representations of words map a word into a common 

space preserving the word meaning, their relationships and the semantic information. The 

learning of word embeddings can be done using neural networks. Mikolov et al. [76] 

proposed two models for learning word embeddings named Continuous Bag-of-Words 

(CBOW), where the current word is predicted based on a set of surrounding context words, 

and Skip-gram, where the surrounding words are predicted given the current word as input. 

The main idea behind Skip-Grams is to take every word in a large corpus and also take one-

by-one the words that surround it within a defined window and represent them in a vector 

space. Overall it is an extension of the traditional n-gram model which is very popular in the 

NLP field. 

 

Figure 16: The Continuous Bag-of-Word and Skip-gram model [211]. 

A model that is used in practice for deep learning tasks is the word2vec toolkit [76], 

which implements both the CBOW and the Skip-gram models in order to learn word 

embeddings. As mentioned above, word2vec is a fixed dimensional real-valued vector 

representation that transforms an atomic word into a positional representation of the word 

relative to other words in the dataset.  

An adaptation of word2vec which can generate vectors for words is the paragraph 

vector representation by Le et al. [139]. Paragraph Vector learns fixed-length, semantically 

meaningful vector representations for text of any length (sentences, paragraphs, documents, 

etc.). The algorithm works by training a word vector model with an additional paragraph 

embedding vector as an input which is fixed for each paragraph. Similarly to word2vec, PV 
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comes in 2 flavors: (1) a distributed memory model (PV-DM) that predicts the next word 

based on the paragraph and preceding words (2) a bag-of-words model (PV-DBOW) that 

predicts context words for a given paragraph. Paragraph vectors also address some of the key 

weaknesses of bag-of-words models: they inherit the semantics of the words, they take word 

order into consideration (like an n-gram with large n would) and they perform well on 

sentence similarity tasks. However, it is not the ideal choice if the data have a lot of 

misspellings. 

 

 

Figure 17: Word Vector-word2vec (left) and Paragraph Vector (right) [139]. 

GloVe (Global Vectors for Word Representation) [97] is a log-bilinear regression 

model for learning of word representations that combines the advantages of both global 

matrix factorization and local context window methods. It efficiently makes use global 

word-word co-occurrence matrix statistics and captures meaningful relations between words. 

There are many pre-trained versions of it with, for example, Wikipedia or Twitter as the 

source. 

3.6 Supervised Neural Networks 

3.6.1 Feedforward Neural Network / Multilayer Perceptron 

(MLP) 

Feedforward Neural Networks, also known as Multilayer Perceptrons (MLPs), are 

the most common supervised learning models. Like in the general neural network theory that 

was previously presented, they consist of at least three layers, an input, a hidden and an 

output layer. Their purpose is to utilize an activation function and a set of nodes, while also 

stacking together several hidden layers that are activated in chain to obtain the desired 

output. For the training process backpropagation is used where the weights in each neuron 

are constantly updated. After performing the training, the goal is to produce a classification 

category for unseen new data instances. The number of hidden layers is referred to as the 

depth of the model. It is worth noting that the Perceptron was the building block of research 

on Neural Networks. 

The rate of convergence for a perceptron depends on whether the dataset is linearly 

separable as well as the margin. Geometrically speaking, the margin measures the distance 

of a data point from the hyperplane. Roughly speaking, the margin quantifies how linearly 
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separable a dataset is, and hence how easy it is to solve a given classification problem. 

Larger the margin, the more well separated the data and the easier it is to find a hyperplane 

which correctly classifies the dataset. 

3.6.2 Convolutional Neural Network (CNN) 

A Convolutional Neural Network is a specific type of model in the sense that is takes 

2-dimensional data as input. As a result, it is mostly used in computer vision and time series 

but can also be used for natural language processing. It is inspired by a biological process, 

the organization of the animal visual cortex. The visual cortex contains individual cortical 

neurons which respond to light only in a restricted region of the visual field known as the 

receptive field. 

The name originates from the mathematical linear operation of convolution which is 

always present in at least one of the layers of the network. The most typical convolution 

operation used in deep learning is 2D convolution of a 2-dimensional image 2-dimensional 

kernel [204]. 

 

Figure 18: Typical Architecture of a Convolutional Neural Network (CNN). 

On the initial stage of the process a variety of filters (an array of numbers) are used to 

scan the image and produce feature maps. The output of the convolution operation is usually 

run through an activation function as well as a pooling function (e.g. max pooling), which 

replaces the output in a certain location with a value obtained from nearby outputs. This 

pooling function helps make the representation learned invariant to small alternations of the 

input. The subsampling layer is used to reduce the complexity of the network and the 

number of features. Overall, convolution and pooling layers are stacked together to achieve 

feature learning, for example layers closer to the input learn low-level features like edges in 

an image and those on higher levels learn high-level features like objects in an image. At the 

end, a softmax function is used on the fully connected layer to produce the result. 

3.6.3 Recursive Neural Network (RNN) 

A recursive Neural Network (RNN) is a deep neural network model created by 

applying the same set of weights recursively over a structured input to produce a prediction 

on it, in particular by learning a tree structure. The structural setting is: given a positional 

directed acyclic graph, it visits the nodes in topological order, and recursively applies 

transformations to generate further representations from previously computed 
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representations of children. After combining enough tokens, eventually we get the entire 

sentence as shown in the following figure: 

Figure 19: Two illustrations of a Recursive Neural Network (right one by Socher et al. [33]). 

 

Important research on this learning method was performed by Goller et al. [212] and 

Socher et al. [213]. Recursive Neural Networks use the following equation to compute the 

vectors, where W is the weight matrix to be learnt and f is the function tanh: 

[33] 

A disadvantage of RNNs is that the input vectors interact only implicitly, via the 

nonlinear tanh function. 

3.6.3.1 Variant – Matrix-Vector Recursive Neural Network (MV-

RNN) 

Matrix-vector Recursive Neural Networks (MV-RNN) were introduced by Socher et 

al. [214] to capture the compositional meaning of phrases and sentences of arbitrary 

syntactic type and length. The idea is to represent every word and phrase as both a vector 

and a matrix where the vector captures the inherent meaning of the constituent, while the 

matrix captures how it changes the meaning of neighboring words or phrases. The matrix for 

each word is initialized as identity matrix plus a small Gaussian noise. 

 

Figure 20: Nodes for Matrix-Vector Recursive Neural Network [33]. 

Matrix-Vector Recursive Neural Networks use the following equation for the parse tree, 

where W and WM are the weight matrices to be learnt: 

[33] 
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A disadvantage of MV-RNNs is that the number of parameters depends on the size of 

the vocabulary and could be very large. 

3.6.3.2 Variant – Recursive Neural Tensor Network (RNTN) 

Recursive Neural Tensor Networks (RNTN) were introduced by Socher et al. [33] to 

tackle the aforementioned disadvantage of MV-RNNs, by proposing a single powerful 

composition function with a fixed number of parameters. The idea is to idea is to use the 

same, tensor-based composition function for all nodes: 

 

Figure 21: A single Neural Tensor Layer of the RNTN. 

Recursive Neural Tensor Networks (RNTN) use the following equations, where V is 

the tensor that defines multiple bilinear forms and can be interpreted as capturing a specific 

type of composition: 

 

3.6.3.3 Variant – Deep Recursive Neural Network (DRNN) 

Deep Recursive Neural Network (DRNN) [170, 207] stack multiple layers of 

individual recursive networks. The idea for this implementation came from the problem that 

while RNNs have depth, this notion of depth is unlikely to involve a hierarchical 

interpretation of the data. By applying the same computation recursively to compute the 

contribution of children to their parents, and the same computation to produce an output 

response, every node/phrase is being represented in the same space. The authors suggest that 

this technique is different than conventionally stacking deep learners, where an important 

benefit of depth is the hierarchy among hidden representations: every hidden layer 

conceptually lies in a different representation space and potentially is a more abstract 

representation of the input than the previous layer [207]. 

Recursive Neural Tensor Networks (RNTN) use the following equations: 
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[170] 

The 2nd equation refers to the prediction, where the output layer get connected to only 

the final hidden layer, where l is the total number of layers. Doing that forces the network to 

represent enough high-level information at the final layer to support the supervised decision. 

 

Figure 22: A 3-layer Deep Recursive Neural Network, where red points denote output and black denote input, 

while same-color denotes shared weights [170]. 

3.6.4 Recurrent Neural Network (RNN) 

The aforementioned Recursive Neural Network can be seen as a generalization of a 

Recurrent Neural Network [215]. In particular, this Recurrent Neural Network can be seen as 

a recursive one with a particular structure: 

 

Figure 23: Recursive (left) versus Recurrent (right) Neural Network [170]. 

Contrary to classic neural networks and multi-layer perceptrons, Recurrent Neural 

Networks (RNNs) are models in which the output is a function of not only the current inputs 

but also of the previous outputs by using an internal memory (hidden state) to process the 

sequence of inputs. This ability to remember previous outputs/processed information, 

enables RNNs to encode information present in the sequence itself, while always being 
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dependent on all previous computations. Consequently, RNNs are very useful for processing 

sequential data. The bigger the sequence at hand, the more layers the model is going to have. 

The memory (hidden state) is updated from a transformation of the current input 

layer and the previous hidden layer, based on the following equation: 

ℎ𝑡 =  𝜎ℎ (𝑊ℎ𝑥𝑡  + 𝑈ℎℎ𝑡−1) 

where t is the time step, σh is the activation function, W and U are the weight matrices that 

determine the importance given to the current input and to the previous state. 

The output y is calculated based on the following equation: 

𝑦𝑡 =  𝜎𝑦 (𝑊𝑦ℎ𝑡) 

where σy is the softmax function. 

Overall, unlike feedforward neural networks, RNNs share the same parameters across 

all layers; they are usually trained using a backpropagation technique. However, using that 

technique, can lead to problems where accumulated gradients over a long sequence become 

extremely large/small. 

3.6.4.1 Variant – Bidirectional Recurrent Neural Network (Bi-

RNN) 

A main problem that one can observe with RNNs, is that only information about the 

past is available when making a decision. A way to fix that an include information about the 

future is to introduce bidirectionality to the architecture of RNNs. Schuster et al. [216] 

propose Bidirectional RNNs, based on the idea that the output may not only depend on the 

previous elements but also on the following elements in the sequence. In particular, this is 

achieved by concatenating the outputs of two RNNs, one processing the sequence in the 

original order and the other in the reversed order (right to left). 

The memory equation remains the same with the only difference that now there is 

one equation for each RNN, while the output equation is the sum of the two weighted hidden 

states. 

 

Figure 24: Two illustrations of a Bidirectional Recurrent Neural Network (left [184] and right [218]). 

Deep Bidirectional RNNs have the same architecture as RNNs but with multiple 

layers per time step in hopes of increasing performance and will be explored in Section 

3.6.4.6. 
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3.6.4.2 Variant – Long short-term memory (LSTM) 

Long Short-Term Memory (LSTM) models were introduced by Hochreiter et al. 

[209] and are based on the RNN architecture. They overcome RNN’s shortcomings when it 

comes to gradients and also improve the learning ability for long-time sequence data. The 

differences are that instead of having a single neural network layer, there are four layers 

interacting in a specific way. A memory cell is also introduced that is able to preserve state 

over long periods of time; now there are two states, a hidden and a cell state. 

 

Figure 25: LSTM Cell [218]. 

A common LSTM unit is composed of a cell, an input gate, an output gate and a 

forget gate. The cell remembers values over arbitrary time intervals and the three gates 

regulate the flow of information into and out of the cell. The ‘input gate’ decides (which 

consists of two parts) controls the new information and what part of it will be stored in the 

cell state based on a function. The ‘forget gate’ controls how much information will be 

passed through, tackling the gradient problem. After adding the bias variable, the result is 

sent to the sigmoid function to decide how much information will be forgotten. 

 

 

Figure 26: LSTM gate equations [179]. 

Finally, the LSTM decides the output, with the use of a sigmoid functions on the 

‘output gate’. Then, LSTM multiplies (Hadamard product) the cell state by the sigmoid gate, 

controlling how much information should be outputted. 
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Figure 27: LSTM output equations [179]. 

Overall, the gates act on the signals they receive and block or pass on information 

based on its strength and importance using their own sets of weights, which are adjusted 

throughout the learning process. They learn when to allow/delete data based on the 

backpropagating error as well as other elements. 

3.6.4.3 Variant – Bidirectional Long short-term memory (Bi-

LSTM) 

Combining the bidirectional architecture that was previously mentioned with LSTMs 

produces Bidirectional LSTMs [218, 219]. A Bidirectional LSTM consists of two LSTMs 

that are run in parallel: one processing the sequence in the original order and the other in the 

reversed order (right to left). At each time step, the hidden state of the Bi-LSTM is the 

concatenation of the forward and backward hidden states. This combination can be proven 

very useful, as the LSTM can now capture both past and future information [187]. 

3.6.4.4 Variant – Tree Long short-term memory (Tree-LSTM) 

As we have seen before, LSTM is used strictly on sequential data/information. This 

limitation of the architecture was lifted by Tai et al. [187] who proposed two natural 

extensions to the basic LSTM: the Child-Sum Tree-LSTM and the N-ary Tree-LSTM. Both 

variants allow for richer network topologies where each LSTM unit is able to incorporate 

information from multiple child units and achieve better performance than traditional 

LSTMs. 

 

Figure 28: S-LSTM with two forget gates [183]. 
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Figure 29: A chain LSTM (top) versus a tree-structured LSTM (bottom) [187]. 

Important research on this learning method was performed by Zhu et al. [183] 

3.6.4.5 Variant – Byte Multiplicative RNN/LSTM 

(mRNN/mLSTM) 

Multiplicative RNNs (mRNNs) were introduced by Sutskever et al. [220] and feature 

an architecture designed specifically to allow flexible input-dependent transitions. Its 

formulation was inspired by the tensor RNN, which allows for a different transition matrix 

for each possible input. 

The LSTM and mRNN architectures both feature multiplicative units, but these units 

serve different purposes. While LSTM’s gates are designed to control the flow of 

information through the network, mRNN’s gates are designed to allow transition functions to 

vary across inputs. For language modelling, mRNN’s linear gates do not need to be 

controlled by the network because they are explicitly learned for each input. 

Kruase et al. [221], inspired by the observation that the LSTM and mRNN 

architectures are complimentary, proposed the multiplicative LSTM (mLSTM), a hybrid 

architecture that combines the factorized hidden-to-hidden transition of mRNNs with the 

gating framework from LSTMs. The mRNN and LSTM architectures can be combined by 

adding connections from the mRNN’s intermediate state to each gating units in the LSTM: 

[221] 

The goal is to combine the flexible input-dependent transitions of mRNNs with the 

long-time lag and information control of LSTMs. In Radford et al. [173] this specific variant 

outperformed all other neural networks, including traditional LSTM, on the popular Stanford 

Sentiment Treebank dataset. It converges faster and achieves a better result with a certain 

time budget, 
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3.6.4.6 Variant – Deep Recurrent Neural Network (DRNN) 

Similarly to Deep Recursive Neural Networks to construct a Deep Recursive 

Recurrent Network (DRNN) [184, 207, 218, 222] we need to stack multiple layers of 

individual recurrent networks. The idea for this implementation came from the problem that 

while RNNs have depth, this notion of depth is unlikely to involve a hierarchical 

interpretation of the data. By applying the same computation recursively to compute the 

contribution of children to their parents, and the same computation to produce an output 

response, every node/phrase is being represented in the same space. The authors suggest that 

this technique is different than conventionally stacking deep learners, where an important 

benefit of depth is the hierarchy among hidden representations: every hidden layer 

conceptually lies in a different representation space and potentially is a more abstract 

representation of the input than the previous layer [207]. 

For example, in Irsoy et al. [184] multiple Elman-type RNNs are stacked on top of 

each other and the output layer gets connected only to the final hidden layer, leading to the 

following equations: 

 

[184] 

 

 

Figure 30: Deep RNN (left) and Deep Bidirectional-RNN (right) [184]. 
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3.6.4.7 Variant – Gated recurrent unit (GRU) 

Gated recurrent units (GRUs) are a variation of LSTMs introduced by Cho et al. 

[223]. They include a gating mechanism and combines the ‘forget’ and ‘input’ gates into a 

signal update gate as well as performing some other changes, resulting in a model simpler 

than LSTMs. Their performance on audio/speech signal modelling is similar to that of 

LSTM, but with better performance on smaller dataset. They have fewer parameters than 

LSTMs, as they lack an output gate. 

 

Figure 31: A fully gated, Gated recurrent unit (GRU) [223]. 

3.6.4.8 Variant – Gated recursive convolutional Neural Network 

(GrConv) / AdaSent 

The Gated recursive convolutional Neural Network (GrConv) is proposed and 

explained in detail the 2014 paper by Cho et al. [224]. 

 

Figure 32: The recursive convolutional neural network (a) and proposed gated unit (b). 

Additionally, AdaSent [144] is a technique inspired from GrConv in the sense that 

the information flow forms a pyramid with a directed acyclic graph structure where local 

words are gradually composed to form intermediate representations of phrases. It differs 

from GrConv and other neural sentence models that try to obtain a fixed-length vector 

representation by forming a hierarchy of abstractions of the input sentence and by feeding 

the hierarchy as a multi-scale summarization into a classifier, combined with a gating 

network to decide the weight of each level in the final consensus. 

3.6.5 Memory Networks 

Memory networks were introduced by Weston et al. [225] for a question answering 

task. It works with several inference components combined with a large long-term memory, 

while also utilizing the memory as a knowledge base. The components can be neural 

networks. There are four learnable components: input feature map (I) that converts input to 
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internal feature representation, generalization (G) that updates old memories with new input, 

output features (O) that produces new output in the feature space, response (R) that converts 

the output into the desired format. A series of statements/memory entries that support the 

question were provided to the model and the model learned to retries an entry from the 

memory based on the question and previously retrieved memory. Memory Networks 

outperform both LSTMs and RNNs in long-term memory encoding.  

A variation of this model named end-to-end memory network was proposed later by 

Sukhbaatar et al. [226], extending memory network by retrieving entries in a soft manner 

with a recurrent attention mechanism. As a result, end-to-end training can be performed 

though backpropagation. 

3.7 Unsupervised Neural Networks 

3.7.1 Boltzmann Machines 

Boltzmann machines [227] can be seen as the stochastic counterpart of Hopfield 

networks and were one of the first neural networks capable of learning internal 

representations. They are named after the Boltzmann distribution which is used in their 

sampling function. A Boltzmann machine is a model of pairwise interacting (visible and 

hidden) units that update their states over time in a probabilistic way depending on the states 

of the adjacent units and the associated energy [228]. This energy is defined for the overall 

neural network.  

A restricted Boltzmann machine (RBM) is a special type of a Boltzmann machine 

where the pair interactions are restricted to be between visible units and hidden units (like a 

bipartite graph). This alternation of the architecture solves the problem of Boltzmann 

machines being impractical and having problems with learning, making them useful for 

practical problems. An RBM consists of two layers of neurons: a visible and a hidden layer, 

while for training the Contrastive Divergence algorithm is employed. 

According to Poria et al. [155] a deep neural network can be viewed as a composite 

of simple, unsupervised models such as restricted Boltzmann machines (RBMs), where each 

RBM’s hidden layer serves as the visible layer for the next RBM. As a result, Boltzmann 

machines can be used in a deep learning architecture, where each new layer that is added 

makes the model even better. 

3.7.2 Deep Autoencoders 

An Autoencoder neural network is an unsupervised neural network in which the 

target values are set to be equal to the inputs. Autoencoders are mainly composed of an 

‘encoder’ network, which transforms the input data and a ‘decoder’ network which 

reconstructs the data. At first the autoencoder maps the input vector into a hidden 

representation by an encoder function. Then the representation is also mapped by a decoder 

function in order to be reconstructed. The training of the autoencoder involves minimizing a 

form of reconstruction error loss. An autoencoder is able to learn nonlinear representations, 
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while the weights initialization is critical to achieve good performance. Autoencoders can be 

stacked leading to a deeper structure and a deep learning neural network [229]. 

 

Figure 33: Architecture of an Autoencoder [204]. 

Variations include the Stacked Denoising Autoencoders (SDAE) [230] which have 

been proven to be an effective unsupervised feature extractor in different classification 

problems. The original idea is to insert noise and try to minimize the denoising 

reconstruction error. The hidden layer then is forced to discover more features instead of 

simply learning the identity. 

3.7.3 Deep Belief Network (DBN) 

A Deep Belief Network (DBN) [231, 229] is a deep generative model that is 

composed of multiple layers, with connections between the layers but not between units 

within each layer. They allow the learning of several layers of nonlinear features in an 

unsupervised manner. DBNs are built by stacking several networks such as Restricted 

Boltzmann Machines (RBMs) or Autoencoders in a way where each sub-network's hidden 

layer serves as the visible layer for the next. The proposal by Hinton et al. [231] is that we 

can train DBNs greedily, one layer at a time, which is one of the first effective deep learning 

algorithm. Once the stacked RBMs have been learned and combined the wake-sleep 

algorithm [232] is executed. 

3.8 Optimizers 

During the training of a Neural Network, an optimization algorithm is used in order 

to produce a slightly better performance. This optimization algorithm/strategy is used to 

weak and update the parameters of our model in response to the output of the loss function. 

We are attempting to get closer to an optimal solution. In particular, the parameters of our 

model can be the weights and the bias, parameters which play a very important role and can 

lead to entirely different results.  

The definition of an optimization algorithm goes as follows: it attempts to minimize 

or maximize – minimize in our case – an objective function. In this scenario, the objective 

function is an error function which is dependent on the model’s learnable parameters. 
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The most popular optimizer is Gradient Descent, an algorithm not restricted to 

Neural Networks, but used in all types of problems. The main idea behind it is to calculate 

the effect changes to each unique weight have to the loss function and adjust each weight 

based on its gradient. It is an iterative process based on a loss function and can be seen as a 

specific kind of “hill climbing algorithm”. A gradient is a vector of a derivative that 

measures the rate of change. It is calculated with the help of partial derivatives and is what 

connects the loss function with the weights. Concluding, gradient descent finds the minima 

and updates the model’s parameters till we reach convergence. Some of its advantages 

include speed and robustness. 

Stochastic Gradient Descent [233] improves upon the previous algorithm by 

performing an update for subset of the training data instead of one update for the gradient of 

the entire dataset, which would lead to obvious issues. The Goal is to learn a linear scoring 

function in order to make predictions. It is called stochastic because samples are selected 

randomly (or shuffled) instead of as a single group (as in standard gradient descent) or in the 

order they appear in the training set. Stochastic Gradient Descent is much faster and more 

efficient than standard gradient descent, especially on large datasets. The result of using this 

technique is very fast convergence but also lack of robustness. The parameter update of SGD 

takes the form: 

 

where η is the learning rate. 

 

One simple yet effective rule of thumb to choose the tuning parameter of SGD is to 

select a small subset of data, try various values on this subset, and choose the one that most 

reduces the objective function. It has been shown that SGD asymptotically converges to the 

true minimizer of the estimator.  

 

Figure 34: General algorithm for Stochastic Gradient Descent. 

As we mentioned, SGD has the advantage of convergence speed and efficiency but 

also has three disadvantages: (1) it requires several hyperparameters such as the 

regularization parameter and the number of iterations, (2) the same learning rate applies to 

all parameter updates, (2) it is sensitive to feature scaling. 

Furthermore, SGD uses regularization. The process of regularization is used to 

avoid overfitting – over-specializing on the training data – by penalizing large weight values 

and as a result penalizing model complexity. Popular choices for the regularization task are 

the L1- and L2-norm loss functions. 
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Figure 35 showcases the contours of the different regularization terms in the 

parameter space for a penalty equal to 1. Elastic Net is a convex combination of L2 and L1. 

 

 

Figure 35: Contours of different loss regularizations for penalty equal to 1. 

A good approach to balance the shortcomings of both gradient descent and SGD 

would be to use Mini Batch Gradient Descent. The updates are performed for every batch 

of the original dataset which includes a constant number of samples – usually a power of 

two. 

SGD tends to be used in Neural Networks when the training data size is observed to 

be large. In Bottou [18] instead of computing the gradient, each iteration estimates the value 

of gradient on the basis of a single randomly picked example. 

 

The process behind optimizers reminds us of “hill climbing” algorithms, and in 

similar fashion we may get stuck on local minima. To avoid that phenomenon, we adjust a 

parameter called learning rate. 

 

Figure 36: A comparison of learning rates during training. 

We want to ensure that the steps we are taking on each iteration are not too big or too 

small. Thus, the gradients are multiplied by the learning rate and scaled appropriately. 

Alongside the learning rate, a concept called momentum is utilized. The reason for 

that being the difficulty of reaching convergence. Momentum accelerates the descent process 

by adding a user-defined fraction x of the previous vector to the current one. The fraction 
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benefits dimensions whose gradients point at the same direction and discourages updates of 

dimensions whose gradients vary in direction. 

Other optimizers include Adagrad [234], RMSprop [235] and Adam [236]. In 

Adagrad the learning rate adapts specifically to individual features, which can be an 

advantage for sparse datasets but has the issue of the learning rate always decreasing through 

time and ending up too small. RMSprop attempts to remedy the aforementioned shortcoming 

of Adagrad. Finally, Adam – the most commonly used one – also computes adaptive 

learning rates for each parameter. However, it calculates current gradients by storing a 

decaying average of past gradients while also utilizing momentum. The Adam algorithm has 

fast convergence, low variance and a healthy learning rate that doesn’t vanish. 

3.9 Loss Functions 

A loss function is a mathematical way of measuring how wrong our predictions are. 

Additionally, it is the function that we are trying to minimize throughout the training 

process. The solver of loss minimization is described in Section 3.6.1 

For example, hinge loss is a loss function commonly used for training maximum-

margin classifiers. In binary classification, the actual loss we would like to minimize is the 

so-called zero-one loss: 

 

However, this loss is difficult to work with because it is non-convex.  

 

 

Figure 37: Red denotes zero-one loss, blue denotes hinge loss, green denotes squared hinge loss. 

Hinge loss is a popular choice instead of the zero-one loss. Squared hinge loss, unlike 

hinge loss, is additionally differentiable everywhere. In multiclass classification each sample 

can be associated with many possible labels. The goal here is to compute a compatibility 

score between an instance and each label and assign the label with the highest score to the 

instance. As a result, several different variations of multiclass hinge loss have been 

proposed. For example, we could penalize all labels which have been misclassified: 

 

1.0 
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3.10   Dropout 

Dropout is a popular regularization technique used in Neural Networks [169, 237]. 

Its goal is to reduce overfitting by preventing co-adaptation on the training data.  

Overfitting occurs when a classifier/model over-specializes on the training data and 

models them too well. Burnham and Anderson [20] explained that in overfitting noise has 

unknowingly been extracted as if it represented the model structure. As a result, the 

performance on new data is negatively impacted, leading to a very high accuracy on the 

training set but a low one on the test set. Overfitting - over-specializing on the training data - 

is a common phenomenon in Neural Networks because of the added layers of abstraction, 

which allow them to model rare dependencies in the training data. Dropout is used very 

often in deep learning tasks and in literature is considered a model averaging method. 

Dropout creates subnetworks (child models), aiming to minimize the expected loss 

by dropping out units. It reduces overfitting in a Neural Network by preventing complex 

adaptations during training and excluding rare dependencies from the model. 

 

Figure 38: A Neural Network before and after applying Dropout. 

There are certain variations of dropout: standard dropout [169], gaussian dropout 

[141] and variational dropout [217]. The proposal of Fast dropout training by Wang et al. 

[141] is particularly interesting. 
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4  
Experimental Study 

4.1 Experimental Process 

In order to build the models, we utilize the Python programming language. We build 

our own framework to implement the experiments, including high-order HMMs, evaluation 

algorithms, custom HMM ideas and Ensembles. Pomegranate [92], a package for fast and 

flexible probabilistic models, is used for algorithms and basic components of HMMs. 

SciKit-Learn [93], a Python framework the implements machine learning algorithms, is used 

to build the baseline models.  

For the training phase we mainly utilize either Baum-Welch (BW) or the Labeled 

algorithm for our models and for the prediction phase we utilize either maximum a posteriori 

or the custom probability formula depending on the architecture of the system. All the 

algorithms and architectures are described in detail in Section 3. In this Section, the 

experimental setup and the results are presented. 

 

In order to evaluate our models, we use k-fold Cross-Validation which splits the data 

into k subsets of equal size. Then the entire process is executed k times in a row, by selecting 

1 subset as the test set and the remaining as the training set. This leads to k non-overlapping 

test data sets and k different accuracies for the model. Cross-validation ensures fairness in 

the testing process and reduces the probability of randomly selecting a biased/bad test set. 

For example, 10-fold cross-validation splits data into 10 subsets and is the most popular 

configuration: 

 

Figure 39: Illustration of 10-fold cross-validation. 
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Furthermore, randomly splitting the dataset can lead to certain issues, such as ending 

up with a test set that includes only instances of a single class. While splitting, the properties 

of the original data set should be kept as much as possible; otherwise the validation set may 

provide misleading estimates. The data should be split in a way that maintains the class 

distribution in both sets, this technique is called stratification. 

Stratified cross-validation ensures that each fold is a good representative of the whole 

by maintaining the same distribution of classes on the subsets. To extract the final 

performance, we take the averages across 5- and 10-fold cross-validation. 

To evaluate the performance of models, we utilize the commonly used metrics in text 

classification and information retrieval of accuracy, recall, precision and f1-score. These 

metrics can be better understood in a two by two contingency table, also known as confusion 

matrix, where one dimension refers to the actual golden labels and one to the predicted labels 

that are under examination. On the top left of the confusion matrix we have ‘True Positives’ 

(TP), the number of correctly assigned documents that actually belong to the category, on 

the bottom left we have ‘False Negatives’ (FN) and so on. 

 

• Accuracy:  
𝑇𝑃+𝑇𝑁

𝑇𝑃+𝑇𝑁+𝐹𝑃+𝐹𝑁 
 

• Precision or positive predictive value: 
𝑇𝑃

𝑇𝑃+𝐹𝑃
 

• Recall, Sensitivity or true positive rate:  
𝑇𝑃

𝑇𝑃+𝐹𝑁
 

• Specificity or true negative rate:  
𝑇𝑁

𝑇𝑁+𝐹𝑃
 

• F1-score:  2 ∙
𝑝𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛∙𝑟𝑒𝑐𝑎𝑙𝑙

𝑝𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛+𝑟𝑒𝑐𝑎𝑙𝑙
 

 

As far as the F1-score is concerned, we use the weighted average across classes 

instead of the micro/macro average. For the experimental phase, we train one HMM per 

specific class label on the training data. As a result, if a scenario includes three classes 

(‘positive’/’negative’/’neutral’) and the 10-fold cross validation, we would need to train a 

total of 30 HMMs. 

 

On the other hand, in order to implement Deep Neural Networks, we utilize an 

existing deep learning framework named Tensorflow [153]. Tensorflow supports GPU 

computations, heavily speeding up the training process. 

4.2 Datasets 

In the context of this study, Sentiment Analysis Datasets were selected in order to 

train the models using different features and then evaluate their performance. 

 

• Movie Review Polarity Dataset [30, 31] 

Year: 2004 
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Description: The Movie Review Polarity Dataset is a collection of movie review 

extracted from the website Rotten Tomatoes. This dataset comes in two different versions, 

polarity v2.0 which consists of 1000 positive and 1000 negative processed reviews and 

sentence polarity v1.0 which consists of 5331 positive and 5331 negative processed 

sentences/snippets. All the reviews are written before 2002, with a cap of 20 reviews per 

author (312 authors total) per category. What makes the 2nd version particularly interesting is 

the informal language used since each instance is very short and the presence of noisy 

polarity labeling. The task at hand is Sentiment Polarity detection. Link to the dataset. 

Goal: First, polarity information can be useful for many tasks like Sentiment 

Analysis experiments. Second, movie reviews are harder to classify than reviews of other 

products. Third, label can be easily extracted when it comes to movie review because of the 

rating information. 

Instance Count: 2,000 documents on 1st version, 10,662 sentences on 2nd version. 

 Polarity v2.0 version Sentence Polarity v1.0 version 

Positive 1000 5331 

Negative 1000 5331 

Total 2000 10662 

Table 4: Instance distribution of the Movie Review Polarity Dataset. 

 

• Movie Review Subjectivity Dataset [31] 

Year: 2004 

Description: The Movie Review Subjectivity Dataset was constructed by crawling 

two popular movie review websites. To gather subjective sentences (or phrases), the authors 

collected 5000 movie review snippets (short text) from the website Rotten Tomatoes. To 

obtain (mostly) objective data, the authors took 5000 sentences from plot summaries 

available from IMDb. It worth noting that only snippets of at least ten words and only 

reviews/summaries of movies released post-2001 were selected, which prevents overlap with 

the Movie Review Polarity Dataset. The task at hand is subjectivity/objectivity detection. 

Link to the dataset. 

Goal: Tackle the problems of building a subjectivity corpus. It’s difficult to obtain 

sentences that can be easily identified as subjective or objective, thus the authors propose 

using a different website for each of the two classes. 

Instance Count: 10,000. 

Subjective 5000 

Objective 5000 

Total 10000 

Table 5: Instance distribution of the Movie Review Subjectivity Dataset. 

 

• IMDb Large Movie Review Dataset [108] 

Year: 2011 

Description: The IMDb Movie Review Dataset is a collection of 50,000 labeled and 

50,000 unlabeled reviews from the website IMDb. It was constructed without allowing more 

http://www.cs.cornell.edu/people/pabo/movie-review-data/
http://www.cs.cornell.edu/people/pabo/movie-review-data/
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than 30 reviews per movie and contains an even number of positive and negative reviews. 

The authors decide to only consider highly polarized reviews, so reviews with a score equal 

or greater than 7 are labeled as positive while reviews with a score equal or less than 4 are 

labeled as negative and neutral reviews are excluded. The task at hand is Sentiment Polarity 

detection. Link to the dataset. 

Goal: Make publicly available a movie review dataset that is better than the Movie 

Review Polarity Dataset [2, 3], since it is much bigger and doesn’t have many correlations 

between the training and the testing set 

Instance Count: 50000 (labeled). 

Positive 25000 

Negative 25000 

Total 50000 

Table 6: Instance distribution of the IMDb Large Movie Review Dataset. 

 

• Finegrained Sentiment Dataset [8] 

Year: 2011 

Description: The Finegrained Sentiment Dataset, Release 1 is a large corpus of 

consumer reviews from a range of domains, each review annotated with document sentiment 

automatically extracted from its star rating, and a small subset of reviews manually 

annotated at the sentence level. In particular, it includes product reviews about books, 

DVDs, electronics, music and video games. There are 5 polarity classes: POS, NEG, NEU, 

MIX and NR. The positive and negative labels are somewhat unbalanced. It is also noted 

that the overall raw inter-annotator agreement is 86%. The task at hand is Sentiment Polarity 

detection. Link to the dataset. 

Goal: The authors required a dataset that would be annotated at both the sentence and 

document levels. 

Instance Count: 294 documents, 3,836 sentences. 

 Documents 

 Positive Negative Neutral Total 

Books 19 20 20 59 

DVDs 19 20 20 59 

Electronics 19 19 19 57 

Music 20 20 19 59 

Video games 20 20 20 60 

Total 97 99 98 294 

 Sentences 

 Positive Negative Neutral  

Books 160 195 384 739 

DVDs 164 264 371 799 

Electronics 161 240 227 628 

Music 183 179 276 638 

Video games 255 442 335 1032 

Total 923 1320 1593 3836 

http://ai.stanford.edu/~amaas/data/sentiment/
https://github.com/oscartackstrom/sentence-sentiment-data
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Table 7: Instance distribution of the Finegrained Sentiment Dataset. 

 

• Sentiment Polarity Annotations Dataset (SPOT) [104] 

Year: 2017 

Description: The SPOT dataset as shorthand for Segment-level POlariTy annotations, 

was created for the task of fine-grained sentiment analysis from the perspective of multiple 

instance learning It contains 197 reviews originating from the Yelp 2013 Challenge as well 

as the Diao et al. corpus [24], annotated with segment-level polarity labels 

(positive/neutral/negative). Annotations have been gathered on 2 levels of granularity: (1) 

Sentences, (2) sub-sentence clauses produced by a state-of-the-art RST parser named EDUs. 

The task at hand is Fine-grained Polarity as well as Multiple Instance Learning Sentiment 

Analysis. Yelp 2013: 5-class polarity. IMDb: 10-class polarity. Link to the dataset. 

Goal: A corpus for evaluating Fine-grained or Multiple Instance Learning models. 

Instance Count: 197 documents, 6,602 sentences. 

 From Yelp 2013 From IMDb Total 

 Sentences EDUs Sentences EDUs  

Segment Count 1065 2110 1029 2398 6602 

Document 

Count 

100 97 197 

Table 8: General Statistics of the SPOT Dataset. 

 

• Taxonomy-Based Opinion Dataset [105] 

Year: 2013 

Description: The Taxonomy-Based Opinion Dataset (TBOD) contains annotated 

reviews for three different domains: cars, headphones and hotels, extracted the website 

Epinions. According to the authors the annotation and validation process took about one 

hour each 15 reviews. The opinions are annotated at the feature level with the following 

fields: a polarity (positive/negative) tag, a feature annotation from the taxonomy, a minimum 

set of words which can decide the polarity of the opinion. The task at hand is Sentiment 

Polarity. Link to the dataset. 

Goal: Tackle the task of domain-specific opinion mining. This dataset is domain-

specific resource which capture valuable knowledge about how people express opinions on a 

given domain. 

Instance Count: 2547 reviews, 68311 sentences. 

 Review Count Sentence Count Positive Negative 

Headphones 587 8151 72.24% 27.76% 

Hotels 988 33853 69.41% 30.59% 

Cars 972 26307 74.36% 25.64% 

 2547 68311   

Table 9: General Statistics of the TBOD Dataset. 

https://github.com/EdinburghNLP/spot-data
http://www.lsi.us.es/~fermin/index.php/Datasets
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4.3 Proposed Hidden Markov Models 

• <Overall> We develop Hidden Markov Models that operate on a sequence of 

sentences and words. Contrary to most classification models, it is not required to 

utilize a bag-of-words approach for the word semantics. Instead, it only requires a set 

of observations and their labels. A set of different models such as State-emission and 

Multivariate – multiple observations per time step – HMMs are presented depending 

on what data are given as observations, e.g. sentences and their labels. 

• <1> Inspired by the work of Quan et al. [12], we extend any Hidden Markov Model 

to higher orders in order to increase performance. A nth-order HMM takes into 

consideration the n previous observations on each step/state. For example, a first-

order HMM – the traditional and simplistic way to build a model – takes into 

consideration only the previous observation and the transition to the current one in 

order to perform a prediction. 

• <2> Inspired by the work of Kang et al. [36], we develop a Hidden Markov Model 

that operates on a sequence of words by semantically clustering them first. This 

approach does utilize word semantics and solves certain problems that HMMs face in 

text classification. 

Finally, we compare the performance of all the implemented models on benchmark datasets. 

An interesting comparison to keep an eye on is the one between our proposed architecture 

(Approach B) the traditional – single trained model – HMM architecture. We also attempt to 

utilize different preprocessing methods, such as n-grams, and evaluate how they affect 

performance.  

Dataset

Does the dataset include 
sequences of sentences or 

sequences of words?

Models Evaluation Experiments

General 
Mixture 

HMM

State-
emission 

HMM
Classic HMM

Architectures Algorithms

n-grams

Smoothing

High-Order 
HMMs

Ensembles

Sentence-Sequence-based Word-Sequence-based

Models Evaluation Experiments

Classic HMM – 
Clustering 
Approach

Classic HMM – 
Artificial 

Approach

Architectures Algorithms

n-grams

Smoothing

High-Order 
HMMs

Ensembles

 

Figure 40: A diagram of the approaches we propose, including any permutations between them 

 

In the context of the experimental study, a set of baseline classification algorithms 

were examined. In particular, the algorithms used in the comparative analysis were 

Complement Naïve Bayes, Decision Trees, Maximum Entropy and Support Vector 
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Machines as described in Section 3. To the best of our knowledge, such a variety of HMM-

based approaches has not been thoroughly studied by the research community. 

4.4 Proposed Deep Neural Networks 

As far as the preprocessing is concerned, we selected a total of 20,000 features and 

padded each sequence to a length of 256. For the embeddings, after testing a variety of 

approaches, we select Google’s pretrained Word2Vec embeddings [76] with a dimension of 

300 and further refine them through additional training. It is worth noting that 2,727 words 

(features) were not found on the pretrained embeddings, commonly known in literature as 

out-of-vocabulary (OOV) words; we assign such words to a unique random vector.  

As far as the training hyperparameters are concerned we selected the best 

performing ones with the help of Exhaustive Grid Search. We use a batch size of 256, early 

stopping after a certain epoch, 128 neurons on the neural network layer and a ‘relu’ 

activation function. Furthermore, we utilize the popular ‘Adam’ optimizer [236] with a 

learning rate of 5e-5 and binary cross entropy as the loss function. 

4.5 Experimental Results 

4.5.1 Sentence-Sequence-based 

The features we use are the following: 

(1) Sequence of sentence labels (seq-labels). In the case of baseline Machine 

Learning algorithms, the sequential information cannot by utilized. 

(2) The words themselves, also known as the Bag-of-Words model (BoW). First, 

preprocessing such as stopword removal is performed and then the classic term 

frequency-inverse document frequency (tf-idf) statistic is used on the count matrix. 

(3) Both of the above. 

 

 

We designed a general experiment as follows (Table 10): A collection of baseline 

experiments regarding Machine Learning algorithms as well as a variety of Hidden Markov 

Models. Here we use the same number of sentence label features as there are golden truth 

labels (e.g. “neg”, “neu”, “pos”), which enables the possibility of also evaluating the 

traditional single HMM approach in the comparison, denoted as Approach A. The 

algorithms used to train the HMMs are Baum-Welch (BW) and Labeled, as explained in 

detail in Section 3. For Baum-Welch in particular, we limit the number of iterations to one 

(1) since it is being compared to the simple labeled algorithm; it calculates the initial 

probability estimates, applies changes to the model in order to maximize paths but does not 

keep doing it iteratively until convergence. 
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Features Finegraine

d [8] Avg 

Finegraine

d [8] Max 

SPOTedus 

[104] Avg 

SPOTedus 

[104] Max 

TBOD 

[105] Avg 

TBOD 

[105] Max 

Naive Bayes BoW 49.552 55.000 54.567 62.111 84.236 85.926 

Decision Tree BoW 41.768 44.974 44.437 54.771 66.507 71.096 

Maximum Entropy BoW 51.041 53.233 50.752 62.14 86.139 90.141 

SVM Linear Kernel BoW 47.953 51.387 53.803 58.754 85.952 89.657 

Naive Bayes seq-labels 69.282 74.798 60.02 62.52 78.829 80.64 

Decision Tree seq-labels 70.156 74.948 62.900 71.424 77.928 80.545 

Maximum Entropy seq-labels 78.639 80.937 66.036 79.242 79.192 82.005 

SVM Linear Kernel seq-labels 75.814 80.883 61.875 68.902 79.093 82.005 

Naive Bayes BoW+seq 69.349 72.731 60.015 62.52 84.702 87.347 

Decision Tree BoW+seq 71.407 76.344 60.000 66.021 72.884 74.303 

Maximum Entropy BoW+seq 79.149 82.925 66.124 76.925 86.203 87.921 

SVM Linear Kernel BoW+seq 73.958 84.359 64.588 73.356 86.892 89.406 

General Mixture Model 

BW – Approach A 

seq-labels 

67.995 57.569 51.511 55.992 70.343 72.318 

General Mixture Model 

Labeled – Approach A 

seq-labels 

79.615 83.864 68.078 79.242 78.709 82.883 

SE-HMM BW – 

Approach A 

seq-labels 

69.092 74.821 55.114 60.320 70.343 72.318 

SE-HMM Labeled – 

Approach A 

seq-labels 

69.092 74.821 55.114 60.320 70.343 72.318 

2-gram HMM Any – 

Approach A 

seq-labels 

69.381 74.821 55.114 60.320 70.343 72.318 

3-gram HMM Any – 

Approach A 

seq-labels 

69.689 74.821 55.114 60.320 70.343 72.318 

SE-HMM BW – 

Approach B 

seq-labels 

78.431 81.488 66.596 74.305 77.912 81.048 

SE-HMM Labeled – 

Approach B 

seq-labels 

78.431 81.488 66.596 74.305 77.912 81.048 

SE-HMM Second-

Order – Approach B 

seq-labels 

79.599 83.172 72.126 83.817 79.27 83.756 

2-gram HMM Any – 

Approach B 

seq-labels 

78.232 83.211 71.003 76.495 78.477 82.098 

3-gram HMM Any – 

Approach B 

seq-labels 

74.232 80.232 68.668 78.128 76.941 79.864 

Table 10: Performance of the models overall – Sentence-Sequence-based. 

There are some observations to be made regarding the performance: 

• HMMs significantly outperform the baselines by utilizing the sequential information 

of the sentence labels. 
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• Approach A performs worse because, among other things, it doesn’t utilize the 

golden truth labels of the training set as well as the state sequences of the test set; it is 

an approach meant for un/semi-supervised tasks and not classification. 

• As far as the baseline Machine Learning algorithms are concerned, using the 

sentence labels achieves higher performance than using Bag-of-Words. Using both 

improves performance even further. 

• The Gini importance for each feature in the Decision Tree is: 0.3118 for “neg”, 

0.0679 for “neu”, 0.1824 for “pos” and 0.4379 for Bag-of-Words. Note that the 

importance for "neutral" is particularly low which confirms that the classifier is 

working correctly. 

 

We designed an experiment for different algorithms as follows (Table 11): 

Compare different Training (1) and Prediction (2) approaches and algorithms, which are 

presented in detail in Section 3. 
 

Finegraine

d [8] Avg 

Finegraine

d [8] Max 

SPOTedus 

[104] Avg 

SPOTedus 

[104] Max 

TBOD 

[105] Avg 

TBOD 

[105] Max 

SE-HMM BW (1) MAP (2) – 

Approach A 69.092 74.821 55.114 60.32 70.343 72.318 

SE-HMM BW (1) Forward (2) – 

Approach B 78.431 81.488 66.596 74.305 77.912 81.048 

SE-HMM BW (1) Formula (2) – 

Approach B 78.431 81.488 66.596 74.305 77.912 81.048 

SE-HMM Viterbi (1) MAP (2) – 

Approach A 69.092 74.821 55.114 60.320 70.343 72.318 

SE-HMM Viterbi (1) Formula (2) 

– Approach B 78.431 81.488 66.596 74.305 77.912 81.048 

SE-HMM Labeled (1) Viterbi (2) 

– Approach A 69.092 74.821 55.114 60.32 70.343 72.318 

SE-HMM Labeled (1) Formula 

(2) – Approach B 78.431 81.488 66.596 74.305 77.912 81.048 

Table 11: Performance of the models for different algorithms – Sentence-Sequence-based. 

 

We designed an experiment on n-grams as follows (Table 12): Perform different 

orders of the n-gram model on the observations during preprocessing. Then train the models 

as per usual. We utilize the log probability scores of our algorithms since we also want to 

evaluate an Ensemble; this leads to some very small inconsistencies in terms of exact 

percentage compared to other tables with the same settings. Borda count is a single-winner 

ranking voting method [106]. 
 

Prev_Fl

ag 

Dumm

y_Flag 

Finegraine

d [8] Avg 

Finegraine

d [8] Max 

SPOTedus 

[104] Avg 

SPOTedus 

[104] Max 

TBOD 

[105] Avg 

TBOD 

[105] Max 

1-gram   70.944 78.667 51.511 55.992 70.343 72.318 

2-gram   71.133 87.924 57.244 61.936 74.474 77.765 

3-gram   71.616 85.829 56.257 62.549 73.069 75.858 

4-gram   61.149 78.204 59.026 64.992 72.913 75.201 

5-gram   50.076 61.478 58.137 63.694 69.811 71.878 
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6-gram   41.029 44.72 53.426 65.351 64.866 67.125 

7-gram   35.623 40.495 47.801 52.448 60.3 65.735 

8-gram   29.9 31.912 39.053 51.194 55.358 60.633 

         

Baseline   71.133 87.924 57.244 61.936 74.474 77.765 

 T F 72.804 87.924 57.244 61.936 74.474 77.765 

 F T 71.057 87.924 57.411 61.936 74.474 77.765 

 T T 73.064 87.924 57.411 61.936 74.789 77.765 

Ensemble of Models: #1, #2 and #3       

Weights Ensemble Type       

unweighted sum 72.996 87.962 58.408 64.901 73.531 76.954 

unweighted product 72.787 86.199 58.408 64.901 73.531 76.954 

unweighted borda [106] 72.174 86.199 57.323 62.506 68.649 71.98 

(0.45, 0.35, 0.20) sum 72.405 87.962 56.626 64.901 72.974 75.837 

(0.2, 0.4, 0.4) sum 73.608 89.694 58.408 64.901 73.531 76.954 

(0.35, 0.45, 0.20) sum 73.101 87.962 57.618 64.901 73.531 76.954 

(0.4, 0.3, 0.3) sum 72.813 87.962 58.408 64.901 72.851 75.22 

(0.10, 0.40, 0.50) sum 72.973 89.633 58.774 62.506 73.531 76.954 

Table 12: Performance of the models for n-gram – Sentence-Sequence-based. 

 

 

Figure 41: Visualized performance for the n-gram experiment. 

 

There are some observations to be made regarding the performance: 

• utilizing n-grams on the observations increases performance, but also leads to more 

out-of-vocabulary new observations on the evaluation phase; the best performance is 

noted mostly around 3-grams and later on the performance descends linearly. That is 

because the sequences aren’t long enough, leading to diminishing returns in terms of 

performance. 

• a weighted ensemble can outperform all individual HMMs.  
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The reason behind the low performance of very high n-grams is the short length of 

the sequences of the datasets that we are training the model on. The longer the sequences, the 

more potent higher n-gram HMMs can be. In such cases, the performance of models higher 

than n=4 experiences a much smaller decreasement; following that trend, the order of the 

best performing model increases: 

 Finegrained Dataset [8] SPOTsent Dataset [104] SPOTedus Dataset [104] 

Average Sequence 

Length 

9.2089 10.6193 22.8690 

Best performing 

Model 

3-gram HMM 3-gram HMM 4-gram HMM 

F1-score difference 

from best to 6th order 

-30.587 -11.649 -5.60 

Table 13: Average Sequence Length compared to Performance. 

The number of out-of-vocabulary new observations encountered in the evaluation 

phase depends on the n-gram that was used as well as the size of the dataset in terms of 

instance count. The HMM is more likely to encounter most possible words (observations) 

during training if the dataset is of large size. 

 

We designed an experiment on high-order HMMs as follows (Table 14): Perform a 

comparison between different orders as well as two different approaches of implementing 

high-order HMMs. One approach is presented in Section 3 and the other is from Prez’s 

“Efficient high-order hidden Markov modelling” [72]. We utilize the log probability scores 

of our algorithms since we also want to evaluate an Ensemble; this leads to some very small 

inconsistencies in terms of exact percentage compared to other tables with the same settings. 

Alternative experiment with different settings and training on Table 15. 
 

Smoo

thing 

Finegraine

d [8] Avg 

Finegraine

d [8] Max 

SPOTedus 

[104] Avg 

SPOTedus 

[104] Max 

TBOD 

[105] Avg 

TBOD 

[105] Max 

Baseline BW Approach B  78.431 81.488 66.596 74.305 77.912 81.048 

SE-HMM Second-Order 0.0 79.26 83.172 72.126 83.817 79.404 83.26 

SE-HMM Third-Order 0.0 69.182 76.091 64.238 70.732 77.763 80.346 

SE-HMM Second-Order 0.2ob

s 79.367 84.833 72.202 81.481 79.352 83.26 

Classic HMM Second-

Order 

0.0 

78.744 81.593 68.988 77.092 78.838 81.95 

Classic HMM Third-

Order 

0.0 

76.731 82.7 68.102 70.734 77.594 79.852 

Ensemble of Models: #1, #2 and #5       

Weights Ensemble Type       

unweighted sum 80.272 86.478 68.733 77.857 79.14 82.45 

unweighted product 79.928 84.758 70.295 83.32 79.458 83.783 

unweighted borda [128] 78.679 81.488 68.849 80.771 73.713 77.133 

(0.45, 0.35, 0.20) sum 79.928 84.758 69.412 80.771 79.14 82.45 

(0.4, 0.3, 0.3) sum 80.272 86.478 69.187 77.857 79.14 82.45 

custom sum 

  

72.798 

(0.0, 0.45, 

82.717 

(0.0, 0.45, 

79.618 

(0.0, 0.55, 

84.043 

(0.0, 0.55, 
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0.55) 0.55) 0.45) 0.45) 

Table 14: Performance of high-order HMMs – Sentence-Sequence-based. 

 
 

Smoo

thing 

Finegrained [8] 

Avg 

Finegrained [8] 

Max 

TBOD [105] 

Avg 

TBOD [105] 

Max 

Baseline Labeled Approach B  77.435 82.488 77.912 81.048 

Classic HMM Second-Order 0.0 72.705 74.88 77.937 82.068 

Classic HMM Second-Order 0.1 74.287 78.939 77.937 82.068 

Classic HMM Second-Order 0.2 76.001 78.939 77.937 82.068 

Classic HMM Third-Order 0.0 65.742 70.363 78.039 81.874 

Classic HMM Third-Order 0.1 75.109 80.36 78.039 81.874 

Classic HMM Third-Order 0.2 73.391 83.79 78.039 81.874 

Ensemble of Models: #1, #4 and #6     

Weights Ensemble Type     

unweighted sum 76.961 80.628 78.610 83.666 

(0.45, 0.35, 0.20) sum 76.684 80.645 78.666 83.666 

(0.4, 0.3, 0.3) sum 77.409 80.645 78.665 83.666 

(0.35, 0.45, 0.20) sum 77.623 80.645 78.403 83.666 

Table 15: Performance of high-order HMMs with alternative settings – Sentence-Sequence-based. 

There are some observations to be made regarding the performance: 

• utilizing higher order HMM can lead to higher performance.  

• utilizing smoothing increases performance. 

• the bigger the dataset, the higher the accuracy without smoothing is and and the less 

perfrmance gain smoothing gives. 

 

 

Figure 42: Time Complexity on the Finegrained Dataset [8] for artificially long sequences. 

4.5.2 Word-Sequence-based 

For this category of datasets, since we want to perform classification but only have a 

single label instead of a sequence, each word must get tagged with a label. Many ideas come 

to mind from literature such as Kang et al. [36], where the words are semantically clustered 

using Singular value decomposition (SVD) and k-Means with cosine similarity. Inspired by 
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that proposal, we implement an approach that we name ‘Clustering’ with an explained 

variance of ~50% for the SVD and a cluster count of 60 as parameters. 

Furthermore, we propose a heuristic method of creating word-level ‘artificial’ labels; 

it can be viewed as a mechanism for generating supervised data from a collection of words 

and documents. First, we perform feature selection to reduce the dimensionality of the very 

sparse feature space by selecting the top two thousand features. Then we train a Naïve Bayes 

Machine Learning classifier on the corpus and have it assign a class label on every word. 

The prediction of the classifier is combined with the prediction of pretrained sentiment 

analysis tools [107] to improve performance even further – a simpler way to refer to them 

would be as “lexicons”. The combination is performed via majority vote; if a consensus is 

not reached the word is tagged as neutral. Finally, the HMM is trained as per usual, using the 

artificial labels and the sequence of words (Table 16). 

 
 

Approach 

 

Smoothi

ng 

Movie 

Review 

Subjectivity 

[31] Avg 

Movie 

Review 

Subjectivity 

[31] Max 

Movie 

Review 

Polarity [30] 

Avg 

Movie 

Review 

Polarity [30] 

Max 

IMDb 

Dataset 

[108] 

Naïve Bayes   90.659 92.299 76.842 78.929 82.93 

Decision Tree   78.215 81.099 64.243 66.041 71.267 

Maximum Entropy   89.139 91.200 76.075 77.329 87.952 

SVM Linear Kernel   88.859 89.999 75.063 76.025 86.429 

Classic HMM BW – 

Approach B 

Clustering - 

84.14 85.456 73.261 74.377 68.084 

Classic HMM BW – 

Approach B 

Clustering magic 

smoothing 

0.0005 87.175 88.588 74.264 75.752 72.028 

Classic HMM 

Labeled– Approach 

B 

Clustering magic 

smoothing 

0.0005 
85.55 86.683 71.854 73.348 76.181 

Classic HMM 

Labeled– Approach 

B 

Clustering magic 

smoothing 

0.0005 + 

trans 

smoothing 

0.09 87.866 89.065 73.204 75.043  

Classic HMM 

Labeled– Approach 

B 

Clustering magic 

smoothing 

0.0005 + 

trans 

smoothing 

1.5 88.357 89.968 73.744 75.566  

2-gram HMM BW – 

Approach B 

Clustering magic 

smoothing 

0.0005 77.941 79.071 64.603 66.569  

Weighted Ensemble 

of 2 Best HMMs 

Clustering - 

88.507 90.572 74.634 76.46  

Classic HMM BW – 

Approach B 

Artificial - 

87.429 89.993 74.642 75.985 84.854 
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Classic HMM BW – 

Approach B 

Artificial magic 

smoothing 88.798 90.499 75.002 76.548 85.09 

Classic HMM 

Labeled – Approach 

B 

Artificial magic 

smoothing 

88.798 90.499 75.002 76.548 85.09 

High-Order Baseline 

(Forward algorithm) 

Artificial - 

87.429 89.993 74.642 75.985 84.854 

Classic HMM 

Second-Order – 

Approach B 

Artificial - 

87.468 89.592 74.606 75.609 84.422 

Classic HMM 

Third-Order – 

Approach B 

Artificial - 

87.248 89.599 74.51 75.609 83.885 

2-gram HMM 

Baum-Welch – 

Approach B 

Artificial magic 

smoothing 

68.639 70.758 69.95 71.933 80.559 

Table 16: Performance of the HMMs overall – Word-Sequence-based. 

There are some observations to be made regarding the performance: 

• despite the fact that our approaches utilize per-single-word labels which are very 

noisy, their performance goes neck and neck with traditional Machine Learning 

techniques. 

• our ‘Artificial HMM’ approach has the potential to take any base Machine Learning 

classifier and increase its performance by utilizing the sequential information of text. 

• utilizing higher order HMM leads to higher performance only on large datasets. 

• utilizing smoothing increases performance. 

 

 Embeddings Movie Review 

Subjectivity 

[31] 

Movie Review 

Polarity [30] 

IMDb Dataset 

[108] 

Single LSTM One-hot Encoding 100d 90.4 72.352 86.052 

Single LSTM with Dropout One-hot Encoding 100d 90.4 72.638 86.556 

Deep Stacked LSTMs with Dropout One-hot Encoding 100d 89.5 71.516 85.188 

Multilayer Perceptron Word2Vec Pretrained 300d 91.4 77.226 87.708 

Multilayer Perceptron with Average 

Pooling 

Word2Vec Pretrained 300d 92.3 78.257 88.404 

Single LSTM Word2Vec Pretrained 300d 90.4 77.130 87.240 

Single LSTM with Dropout Word2Vec Pretrained 300d 90.9 75.351 87.048 

Bidirectional LSTM Word2Vec Pretrained 300d 90.5 78.913 87.456 

Bidirectional LSTM with Dropout Word2Vec Pretrained 300d 90.2 76.859 86.828 

Deep Stacked LSTMs Word2Vec Pretrained 300d 90.4 72.541 86.396 

Deep Stacked LSTMs with Dropout Word2Vec Pretrained 300d 90.7 72.259 86.938 
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Simple RNN Word2Vec Pretrained 300d 89.2 75.914 85.844 

Bidirectional Simple RNN Word2Vec Pretrained 300d 90.3 73.482 85.640 

GRU Word2Vec Pretrained 300d 90.8 78.163 87.776 

GRU with Dropout Word2Vec Pretrained 300d 91.2 78.738 87.572 

CNN with Average Pooling Word2Vec Pretrained 300d 91.7 79.007 88.424 

LSTM inspired by [180] Word2Vec Pretrained 300d 91.1 79.663 88.544 

mLSTM inspired by [221] Word2Vec Pretrained 300d 91.9 80.506 87.84 

Table 17: Performance of the Deep Neural Networks – Word-Sequence-based. 

4.6 Model Analysis 

(1) As far as overall architecture and algorithm choice is concerned there are some 

observations to be made regarding the performance. As expected, since we have a supervised 

task where labels for states are available, Baum-Welch and Viterbi training get outperformed 

by approaches that actually utilize the labels. Approach B outperforms Approach A since it 

also utilizes more of the available labels, see Table 18 for a detailed overview. 

Training Approach Required Data Sequences 

Baum-Welch A 
observations [✓], states [X], golden truth [X] / not only 

supervised 

Baum-Welch B observations [✓], states [X], golden truth [✓] / supervised 

Viterbi A 
observations [✓], states [X], golden truth [X] / not only 

supervised 

Viterbi B observations [✓], states [X], golden truth [✓] / supervised 

Labeled A 
observations [✓], states [✓], golden truth [X] / not only 

supervised 

Labeled B observations [✓], states [✓], golden truth [✓] / supervised 

Prediction Approach Required Data Sequences 

Maximum a 

Posteriori 
A 

observations [✓], states [X], golden truth [X] / not only 

supervised 

Viterbi A 
observations [✓], states [X], golden truth [X] / not only 

supervised 

Forward B observations [✓], states [X], golden truth [✓] / supervised 

Custom 

Probability 

Formula 

B observations [✓], states [✓], golden truth [✓] / supervised 

Table 18: Overview of which labels are utilized by each approach. 

The supervised techniques we propose are able to utilize more labels compared to 

traditional HMMs – in scenarios where they are available – such as state sequences of the 
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test set and golden truth labels. Here we make an intuitive observation: the more data we 

utilize the higher the performance of the model. 

 

(2) Regarding the comparison between the single-model Architecture A and multi-model 

Approach B, Figure 43 showcases the transition graph for a HMM using the former method, 

while Figures 44-45 showcase the transition graph of models trained on different class labels 

using the latter method. 

 

Figure 43: HMM transition graph for Approach A. 

 

Figure 44: HMM transition graphs for Approach B – ‘negative’ model (left), ‘positive’ model (right). 
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Figure 45: HMM transition graphs for Approach B – ‘neutral’ model. 

As we can see, the training led to completely different models, with the one trained 

on positive data showing higher probabilities towards the “pos” state and the one trained on 

negative data showing higher probabilities towards the “neg” state respectively. Similar 

conclusions can be drawn for higher order HMMs – e.g. states “pos-pos” and “neg-neg”. 

 

(3) Let's see an example of Approach B's maximum probability formula. Let s be the 

sequence ["neg", "neg", "neg", "neg", "neg", "neu", "neu"]. First, it is run through the HMM 

trained on the “negative” class and we note the values of the score (without the logarithm) as 

the algorithm analyzes the sequence. Then, we perform the same process for the HMM 

trained on the “neutral” label: 

 

sequence s neg neg neg neg neg neu neu

HMM trained 

on Negative

HMM trained 

on Neutral

0.78205128205 0.70099414341 0.62833832048 0.56321304350 0.50483779523 0.015503655899 0.002583942650

0.29870129870 0.21678598409 0.157334980149 0.114187714102 0.082873077841 0.009871308440 0.003589566706

 

Figure 46: Showcasing Probability Formula in-practice. 

We observe in Figure 46 that the score of the Neutral HMM makes a rapid – maybe 

even too rapid – comeback given appropriate observations. 

 

(4) Regarding n-grams, when the feature count is low, utilizing n-grams increases 

performance. However, when the feature count is high and we have a sparse feature space, 

they decrease the performance, similarly to how performance drops when we do not perform 

feature selection on word-based experiments. It seems that our proposed approach gets 

affected more heavily by a high feature dimensionality compared to traditional Machine 

Learning algorithms. 
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(5) Regarding the hyperparameters of Deep Neural Networks, we come to certain 

observations from the Exhaustive Grid Search experiments. Batch size and epoch count 

heavily affect performance, with bigger batch size leading to faster training time but lower 

accuracy. The number of neurons on the neural network layer are fairly straightforward: the 

more neurons we use the better. Furthermore, the best performing activation functions are 

‘linear’, ‘relu’ and ‘tanh’. The best performing optimizers are ‘Adam’, ‘Adagrad’ and 

‘Adamax. 
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5  
Conclusions 

5.1 Synopsis 

In this work we proposed a variety of Hidden Markov Models for a sentiment 

analysis task, which can also be applied to any text classification task as well as other tasks 

or fields. Product reviews and user-generated content in social media contain very useful 

information about public opinion and in order to perform analysis and extract knowledge, 

automated processing methods are required, which can be highly challenging due to the 

complexity of natural language. Recognizing emotions, sentiments and attitudes in textual 

data can greatly assist in understanding peoples’ opinions and is desired for various services 

and procedures. Given the special characteristics of the task of sentiment analysis and textual 

emotion recognition which is the sequential nature of data, utilizing HMMs and Neural 

Networks seems to be a suitable and potent approach. Indeed, the use of such models can 

increase the recognition performance since they take into account the sequential nature of the 

textual data, a very important piece of information that traditional machine learning methods 

neglect and fail to take into account. We demonstrated that our models are capable of 

integrating a variety of features and perform automatic classification of data, which can be a 

highly challenging task due to the complexity of natural language. To the best of our 

knowledge, such a variety of HMM-based approaches has not been thoroughly studied by 

the research community. 

We perform a variety of experiments on HMMs and expand on their usage for text 

classification and its challenges. Evaluation results show that the proposed models achieve 

high accuracy on quite small datasets and outperform machine learning approaches that 

cannot utilize the sequential nature of the textual data. The results are quite impressive and 

display interesting findings regarding the performance of all the classifiers. The high 

performance indicates that the Hidden Markov Model is scalable as well as accurate in 

analyzing user-generated content and in specifying users’ opinions and attitudes. 

Furthermore, our proposed architecture of training a HMM for each class label of the dataset 

outperforms the traditional single HMM approach, showcasing that it is effectively 

applicable to classification tasks and is in fact the superior approach for supervised 

scenarios. Such a comparison between these two architectures was ignored by previous work 

on the field. As expected, since we have a supervised task where labels for states are 

available, Baum-Welch and Viterbi don’t provide a performance gain compared to the 
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simple Labeled algorithm. Regarding the baseline machine learning classifiers, when they 

were trained solely with the Bag-of-Words (BoW) features of the textual data, their 

performance was quite low. When they were trained based on sentence labels, they achieved 

better a performance and the results indicate that combining both BoW and sentence features 

assists in achieving better performance. 

We also perform experiments using Deep Neural Networks. We come to certain 

conclusions regarding the best hyperparameters and settings. One of them is that using a 

pretrained 300-dimensional Word2Vec and further refining it through additional training 

achieves the highest performance. The table of evaluation results showcases a comparison of 

many different Neural Network models that we implemented, with LSTM/mLSTM being 

one of the top performers. 

However, there is still a missing component: HMMs lack the ability to utilize non-

linearity since they assume that the current state can be obtained as a linear transformation of 

the previous state. 

From the experimental results we observe that Deep Neural Networks with word 

embeddings and the proposed Hidden Markov Models are powerful tools for Sentiment 

Analysis and classification tasks in general. Furthermore, usage of higher-order models, n-

grams and weighted voting Ensembles can improve performance even further. 

5.2 Future Work 

There are various directions that future work could explore. In future work we can 

extend our experiments to semi-supervised and natural language generation tasks. We can 

also utilize more advanced ensemble techniques such as Behavior Knowledge Space Method 

and Multi-layer perceptron meta-classifiers, also known as a stacking ensemble. 

Additionally, one could attempt to perform the Ensemble on a more diverse set of 

approaches. For higher orders, we could attempt to implement smoothing with lower order 

information by using coefficients [77]. As far as the Neural Network approach is concerned, 

we could attempt even more advanced configurations and models. These constitute the main 

directions of our future work. 
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Appendix Α: Machine Learning Theory 

1 Supervised Learning 

1.1  Theory 

In Supervised Learning the training data have a label/class assigned to each input 

instance. The input data contain a collection of features as well as labels. The mapping of 

features to labels is where the knowledge is encoded. Then the model will map new samples 

into their correct labels. For Example, if the task was to determine whether an image 

contained a certain object, the data for a supervised learning algorithm would include images 

with and without that object and each image would have a label designating whether it 

contained the object. 

Classification and regression algorithms are part of supervised learning. In both 

types a prediction of an instance’s class is performed. Classification algorithms are used 

when the output classes’ values are restricted to a limited set of values, while regression 

algorithms are used when they are continuous real values. Regressors (real-valued task) are 

also called function estimators and aim to capture the general trend on the data since the data 

points are going to be very noisy in most tasks. 

Problem

Problem/Task Analysis

Preprocessing

Train/Test Data Splitting

Algorithm 

Selection

Training Process

Performance Evaluation

Good 

Enough?
Final Model

Hyperparame

ter Tuning

 

Figure 47: Illustration of the Machine Learning pipeline. 
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1.2  Supervised Learning Algorithms 

1.2.1 Naïve Bayes 

Naïve Bayes [94, 95] is a supervised algorithm based on probabilistic techniques and 

the original Bayes Theorem (like other Bayesian classifiers) which states that given class 

variable y and dependent feature vector x1 through xn: 

 

Naïve Bayes is a simplified version of the above, based on a (naïve) conditional 

independence assumption that the n features are independent of each other within each class.  

  P(x1,  x2,  x3) →  P(x1|C) ∙ P(x2|C) ∙ P(x3|C) 

This assumption renders the estimation possible and avoids the problem of 

calculating the conditional probability. Naïve Bayes has been popular in text classification 

and sentiment analysis task because of its low computational complexity and good 

performance in practice [95].  

We select Complement Naïve Bayes in particular, which was proposed by Rennie et 

al. [96] to deal with some of the problems of Naïve Bayes classifiers. Some of the problems 

it attempts to tackle is dealing with imbalanced datasets, modelling of text and long 

documents dominates the parameter estimates [12]. 

1.2.2 Decision Trees 

A Decision Tree [98] is a supervised learning method which creates a model of 

simple decision rules from that input data. Each non-leaf node is associated with a split; data 

falling into the node will be split into different subsets according to their different values on 

the feature test. Each leaf node is associated with a label, which will be assigned to instances 

falling into this node. When performing a prediction, the algorithm simply navigates through 

the tree until it reaches a leaf node. Tree models are not limited to classification tasks and 

can be used to solve most machine learning tasks. A common structure for a decision tree is 

a feature tree, where each node is labelled with a feature. 

To create a tree, space is recursively partitioned into rectangle areas where the values 

on which the split is performed are based on a metric like entropy or Gini coefficient. The 

criteria by which this split is performed and the criteria by which the algorithm comes to an 

end is what separates different decision tree algorithms. Our implementation utilizes the 

CART algorithm [99]. 
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Figure 48: Illustration of a Decision Tree. 

1.2.3 Maximum Entropy 

A Maximum Entropy (MaxEnt) classifier is a classification algorithm that is 

equivalent to Logistic Regression generalized to multiclass/multinomial problems. Logistic 

Regression is a machine learning model that originates from the field of statistics. It uses a 

logistic function to model a binary dependent variable and can be described as a linear model 

for classification rather than regression. As in other forms of linear regression, multinomial 

logistic regression uses a linear predictor function f(k, i) to predict the probability that 

observation i has outcome k:  

 

where β are regression coefficients. The unknown parameters in each vector related to β are 

typically jointly estimated by maximum a posteriori (MAP) estimation. 

Maximum Entropy follows a multinomial distribution where one must compute a 

conditional probability p(y|x) where y is the target class and x is a vector of features. Overall 

for C classes: 

 

1.2.4 Support Vector Machines 

A Support Vector Machine [100, 101, 102] is a supervised algorithm that transforms 

the input to a suitable high or infinite dimensional space and then based on the principle of 

risk minimization, seeks a hyperplane (that has maximal margins) that separates the data into 

classes. The margin is defined as the minimum distance from instances of different classes to 
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the classification hyperplane. In general, the larger the margin the lower the generalization 

error of the classifier. The data are represented as points in space, mapped so that the 

examples of the separate categories are divided by a clear gap that is as wide as possible. 

SVM has been proven to be effective in text classification as well as other tasks. The SVM 

algorithm is a non-probabilistic, binary, linear classifier, although methods such as Platt 

scaling exist to use SVM in a probabilistic classification setting. 

As far as the hyperplane is concerned, it has the ability to naturally divide the space 

H into two half-spaces, and hence can be used as the decision boundary of a binary classifier. 

In a more general scenario, given a set of p data points, we attempt to separate such points 

with a p-1-dimensional hyperplane. There are many hyperplanes that might classify the data. 

One reasonable choice as the best hyperplane is the one that represents the largest separation, 

or margin, between the two classes. As a result, we choose the hyperplane so that the 

distance from it to the nearest data point on each side is maximized (maximum-margin).  

Given a set of data, �⃗� is a multi-dimensional vector and we want to find a hyperplane 

that has maximal margins by dividing the group of points �⃗�. Then the hyperplane is defined 

as: 

�⃗⃗⃗� ∙ �⃗� − 𝑏 = 0 

The parameterization of the hyperplane is not unique. Concluding, although models 

based on such linear decision boundaries look restrictive at first glance, when combined with 

kernels they yield a large class of useful algorithms [22]. 

 

 

Figure 49: Illustration of a Support Vector Machine #1. 

 

 

Figure 50: Illustration of a Support Vector Machine #2 [23]. 
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The computations performed in an SVM attempt to minimize an equation in a 

quadratic constrained optimization problem, called the primal optimization problem: 

𝑚𝑖𝑛𝑖𝑚𝑖𝑧𝑒
1

𝑛
∑ 𝜁𝑖

𝑛

𝑖=1

+ 𝜆‖𝑤‖2 

𝑠𝑢𝑏𝑗𝑒𝑐𝑡 𝑡𝑜  𝑦𝑖(𝑤 ∙ 𝑥𝑖 − 𝑏) ≥ 1 − 𝜁𝑖   𝑎𝑛𝑑  𝜁𝑖 ≥ 0, 𝑓𝑜𝑟 𝑎𝑙𝑙 𝑖. 

 

SVM’s advantages include being effective in high dimensional spaces, being 

memory efficient and having high performance. We utilize a linear kernel since it is a natural 

representation to use for vectorial data, scales better to large datasets and is less prone to 

overfitting. 

2 Unsupervised Learning 

2.1  Theory 

In Unsupervised Learning the training data do not have a label/class assigned to each 

input instance. The input data do not necessarily contain labels or target values. The models 

extract meaningful representations from the data itself. An unsupervised learning algorithm 

builds a mathematical model of a set of data which contains only inputs and no desired 

outputs. The goal is to find structure in the data by, for example, grouping them. The most 

common process in unsupervised learning is clustering the data (cluster analysis). 

Unsupervised learning is also used on the Data Mining field where the task is the 

discovery of previously unknown knowledge. Contrary to traditional machine learning 

which focuses on prediction based on known properties learned from the data, Data Mining 

focuses on the discovery of (previously) unknown properties in the data, which are often 

quite large. This can be done by extracting information with intelligent methods from a 

dataset and utilizing techniques from other fields. Data mining uses many machine learning 

methods. Official Definition: Data mining, also called Knowledge Discovery in Databases 

(KDD), is the field of discovering novel and potentially useful information from large 

amounts of data [21]. 

2.2  Unsupervised Learning Algorithms 

Clustering algorithms are categorized based on the following criteria: 

• Input data type - numeric, categorical, textual 

• Input data size - algorithms like BIRCH, DBSCAN and CURE 

• Algorithmic Implementation 
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Figure 51: Illustration of Clustering. 

 

2.2.1 K-Means 

K-Means is one of the most common clustering algorithms. First, the cluster centers 

are selected randomly. Then, each object is assigned to its closest cluster center and the 

cluster center is recalculated. The whole process is done iteratively and stop when the cluster 

assignments do not change significantly. K-Means attempts to minimize the squared 

deviations and as a result is considered a squared error algorithm. 

 

 

Figure 52: The formal algorithm of k-Means Clustering. 

Concluding, the steps are the following: 

    (1) Initialize cluster centers randomly 

    (2) Compute the distance of each object to each cluster center 

    (3) Assign each object to the cluster that it was found to be closest to 

    (4) Compute the new cluster centers 

    (5) Repeat steps 2 to 4 until cluster assignments remain unchanged 
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 K-Means utilizes the Euclidean Distance as a Distance Metric: 

 

2.2.2 K-Medoids 

K-Means has quite a few disadvantages. For example, it is sensitive to the choice of 

the initial cluster centers μ. Also, it makes a hard assignment of every point to a cluster and 

doesn’t work for categorical data. Because of these reasons, many variations of k-Means 

were created. 

K-Medoids, also known as PAM, is a clustering algorithm directly related to the k-

Means algorithm. Both the k-Means and k-medoids algorithms are partitional and both 

attempt to minimize the distance between points labeled to be in a cluster and a point 

designated as the center of that cluster.  

However, contrary to k-Means, k-Medoids chooses datapoints as centers (medoids) 

instead of only minimizing the Euclidean distance. Each cluster is represented by a single 

medoid. It uses a greedy search which may not find the optimum solution, but it is faster 

than exhaustive search. As a result, k-Medoids is more robust to noise and outliers because it 

minimizes a sum of pairwise dissimilarities and is not affected by order of input. 

2.2.3 BIRCH 

BIRCH (Balanced Iterative Reducing and Clustering using Hierarchies) is algorithm 

used to perform hierarchical clustering over particularly large datasets. It is able to 

incrementally and dynamically cluster incoming, multi-dimensional metric data points in an 

attempt to produce the best quality clustering for a given set of resources 

It exploits the observation that data space is not usually uniformly occupied and not 

every data point is equally important. The grouping information is stored in a CF Tree, 

where each element refers to a single cluster. New nodes are inserted to the tree constantly. 

Concluding, the steps are the following: 

    (1) Build a CF tree out of the data points, number of clusters is defined by the user. 

    (2) Scan all the leaf entries in the initial CF tree to rebuild a smaller CF tree, while 

removing outliers and grouping crowded sub-clusters into larger ones. 

    (3) Hierarchically cluster all leaf entries. 

    (4) Optionally redistribute the data points based on the clusters obtained from step 3 and 

optionally discard outliers. 

2.2.4 DBSCAN 

DBSCAN (Density-based Spatial Clustering of Applications with Noise) is a density-

based clustering algorithm. It requires two parameters: eps which is the maximum distance 

between two samples for them to be considered as in the same neighborhood and minPts 
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which is the minimum number of points required to form a dense region. It has a data 

complexity of 𝑂(𝑛𝑙𝑜𝑔𝑛), where n is the number of data points. 

 

 

Figure 53: The formal algorithm of DBSCAN. 

Concluding, the steps are the following: 

    (1) Find the points in the eps neighborhood of every point and identify the core points 

with more than minPts neighbors. 

    (2) Find the connected components of core points on the neighbor graph, ignoring all non-

core points. 

    (3) Assign each non-core point to a nearby cluster if the cluster is an eps neighbor, 

otherwise assign it to noise. 

3 Reinforcement Learning 

Reinforcement learning algorithms utilize feedback in a (simulated) environment in 

the form of positive or negative reinforcement. An agent interacts with an environment; this 

interaction provides feedback between the learning system and the interaction at any step in 

time. The agent modifies its behavior with the awareness of the states, actions taken, and 

rewards for every time step. The goal is to compose an optimization process in order to 

maximize the accumulated reward. 

Reinforcement learning is commonly used for training an AI system to play a game 

against a human opponent. It is related to fields such as game theory, control theory, 

operations research, information theory, simulation-based optimization, multi-agent systems, 

statistics and genetic algorithms. 
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Appendix B: Dataset Survey 

1 Survey of Datasets and Tasks 

Deep Learning methods have been used for a variety of Sentiment Analysis tasks. 

After performing a literature review on deep learning, the most common task by a 

considerable margin is Sentiment Polarity classification. The margin between sentiment 

polarity and the rest can be explained by the fact that, even when the research paper’s focus 

isn’t sentiment analysis per se, sentiment polarity datasets are the benchmark to evaluate a 

new model’s performance.  

The most frequently used datasets seem to be Reviews of products/services and 

SemEval datasets as seen on Figure 53. 

 

 

Figure 54: Sentiment Analysis Datasets Survey for Deep Learning. 
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Detailed Overview: 

• Reviews of products and services were used 91 times, of which: {Stanford Sentiment 

Treebank [33]: 25, IMDb Large Movie Review Dataset [108]: 18, Movie Review Polarity 

Dataset [30]: 15, Movie Review Subjectivity Dataset [31]: 6, Yelp Dataset Challenge [110]: 

6, Diao's IMDb Dataset [111]: 5, Customer reviews of electronic products [32]: 4, Multi-

Domain Sentiment Dataset: 3, BeerAdvocate Dataset: 2, Amazon product Data: 1, 

TripAdvisor Dataset: 1, Finegrained Sentiment Dataset: 1, Other: 4} 

• Tweets from popular social network Twitter were used 10 times, of which: {Sentiment140 / 

Stanford Twitter Sentiment [109]: 4, Twitter Dataset - acl14-target-dataset: 3, Other: 3} 

• SemEval datasets were used 22 times, of which: {SemEval 2007: 1, SemEval 2013: 6, 

SemEval 2014: 8, SemEval 2015: 1, SemEval 2016: 2, SemEval 2017: 4} 

• Other shared tasks and semantic challenges were used 9 times, of which: {WASSA-2017 

Shared Task (EmoInt): 3, WASSA-2018 Shared Task: Implicit Emotion (IEST): 2, NLPCC 

Chinese Emotion Corpus: 2, FIQA challenge: 1, IJCNLP-2017: 1} 

• News articles were used 7 times, of which: {MPQA Opinion Corpus [71]: 7} 

• Other datasets were used 10 times, of which: {Stanford Natural Language Inference (SNLI) 

Corpus [75]: 3, IEMOCAP [103]: 2, EmoBank [134]: 2, Vader Corpus [125]: 2, Chinese 

Valence-Arousal Texts (CVAT) [178]: 1} 

 

Ensemble Learning methods are also commonly used in Sentiment Analysis. The 

reason being mostly to achieve higher performance and more robust classification models. 

After performing a literature review, the most common task is Sentiment Polarity 

Classification. 

 

Figure 55: Sentiment Analysis Tasks Survey for Ensemble Learning. 
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The most frequently used datasets seem to be Reviews of products/services and 

SemEval datasets. SemEval is an ongoing series of natural language processing semantic 

analysis evaluations. 

 

Figure 56: Sentiment Analysis Datasets Survey for Ensemble Learning. 

Detailed Overview: 

• Reviews of products and services were used 71 times, of which: {Amazon: 16, Movie 

Review Polarity Dataset [30, 31]: 12,  IMDb Large Movie Review Dataset [108]: 8, Stanford 

Sentiment Treebank [33]: 6, Movie Review Subjectivity Dataset [31]: 1, Yelp Dataset 

Challenge [110]: 3, Multi-Domain Sentiment Dataset: 2, Amazon product Data: 2, Customer 

reviews of electronic products [32]: 2, Cross-Domain Dataset: 1,  MultiBooked: 1, Arabic: 2, 

Turkish: 2, Chinese: 2, Spanish: 1, German: 1, Other: 9} 

• Tweets from popular social network Twitter were used 34 times, of which: {Sentiment140 / 

Stanford Twitter Sentiment [109]: 7, Health Care Reform (HCR): 5, Sanders Dataset: 3, 

Obama-McCain Debate: 2, Syria Dataset: 1, Spanish: 1, Multi-Language: 1, Other: 14} 

• SemEval datasets were used 36 times, of which: {SemEval 2007: 2, SemEval 2013: 8, 

SemEval 2014: 8, SemEval 2015: 3, SemEval 2016: 9, SemEval 2017: 5, SemEval 2018: 1} 

• Other shared tasks and semantic challenges were used 9 times, of which: {WASSA-2017 

Shared Task (EmoInt): 3, WASSA-2018 Shared Task: Implicit Emotion (IEST): 2, TASS 
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• Internet forums were used 1 time. 

• News articles were used 1 time. 

• Poems were used 1 time. 

• Other datasets were used 6 times, of which: {IEMOCAP: 2, CVAW2.0: 1, EmoBank: 1, 

Vader Corpus: 1, TripAdvisor: 1} 

2 Datasets in detail 

Other than those in Section 4.2. 

 

• Customer reviews of electronic products [32] 

Year: 2004 

Description: This dataset by Hu and Liu was originally created in order to summarize 

all the customer reviews of a product and assist the manufacturer. First, reviews from 

Amazon were collected in the categories of Digital Cameras, Cellular Phones, MP3 Players 

and DVD Players. Then product features that have been commented on by customers are 

mined and opinion sentences in each review are identified. Finally, sentiment polarity ratings 

are assigned (-3 to +3) based on the product’s features. The task at hand is Sentiment 

Polarity (6 levels) detection. Link to the dataset. 

Goal: Summarize all the customer reviews of a product based on the product’s 

features and assist the manufacturer. 

Instance Count: 3,944 sentences and 314 documents. 

  Sentiment Sentences 

 Reviews Sentences -3 count -2 count -1 count +1 count +2 count +3 count 

DVD 

Player 

99 739 89 129 17 30 128 37 

Digital 

Camera 1 

45 597 7 39 15 42 120 62 

Digital 

Camera 2 

34 346 1 21 9 20 103 49 

MP3 

Player 

95 1716 78 172 81 67 301 146 

Cellular 

Phone 

41 546 5 51 30 51 152 49 

 314 3944 180 412 152 210 804 343 

Table 19: Instance distribution of the Customer reviews of electronic products Dataset. 

 

• Sentiment140 / Stanford Twitter Sentiment [109] 

Year: 2009 

Description: The Stanford Twitter Sentiment Corpus was built by collecting 

1,600,000 tweets from Twitter. This was achieved by using the Twitter API and a scraper for 

https://www.cs.uic.edu/~liub/FBS/sentiment-analysis.html
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multiple months. Each tweet is automatically labelled as positive/negative (polarity) based 

on the emoticons it contains, e.g. :) is a positive emoticon and :( is a negative one. The 

emoticons are effectively used as noisy labels. However, since this automatic annotation 

might have some issues, a test set is also created with manual annotation which contains a 

total 498 Tweets. The task at hand is Sentiment Polarity detection. Link to the dataset. 

Goal: No public datasets of Twitter messages with Sentiment were available, so the 

authors constructed this dataset. 

Instance Count: 1,600,000 on the Original Set, 498 on the Test Set 

Task: Sentiment Polarity 

 Original Set (automatic) 

Positive 800000 

Negative 800000 

 1600000 

 Test Set (manual) 

Positive 182 

Negative 177 

Neutral 139 

 498 

Table 20: Instance distribution of the Sentiment140 / Stanford Twitter Sentiment Dataset. 

 

• Stanford Sentiment Treebank [33] 

Year: 2013 

Description: The Stanford Sentiment Treebank is the first corpus with fully labeled 

parse trees that allows for a complete analysis of the compositional effects of sentiment in 

language. It is based on the Movie Review Polarity Dataset [2] by Pang and Lee and consists 

of 11,855 single sentences extracted from movie reviews. Furthermore, it was parsed with 

the Stanford Parser and includes a total of 215,154 unique phrases from those parse trees, 

each annotated by three human judges with the help of Amazon Mechanical Turk 

(crowdsourcing). The Sentiment polarity label is continuous between 0.0 and 1.0 but can be 

mapped into 5 classes by simple binning. The task at hand is Sentiment Polarity detection. 

Link to the dataset. 

Goal: Further progress towards understanding compositionality in tasks such as 

sentiment detection requires richer supervised training and evaluation resources and more 

powerful models of composition. The authors propose the Sentiment Treebank to tackle this. 

Other advantages are the granularity and the size of this dataset. Overall, it allows 

researchers to capture complex linguistic phenomena. 

Instance Count: ~11,855 sentences and 215,154 phrases. 

[0.0, 0.2] range 11352 4.745% 

(0.2, 0.4] range 43028 17.986% 

(0.4, 0.6] range 119449 49.930% 

(0.6, 0.8] range 50148 20.962% 

(0.8, 1.0] range 15255 6.377% 

 239232 100.000% 

http://help.sentiment140.com/for-students
https://nlp.stanford.edu/sentiment/index.html
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Table 21: Phrase Distribution in one of the Stanford Sentiment Treebank Dataset’s versions. 

 

• Yelp Dataset Challenge Dataset [110] 

Year: 2013, 2014, 2015 

Description: The Yelp Dataset is part of the Yelp Dataset Challenge which utilizes 

user data for personal, educational and academic purposes. It can be applied to NLP and in 

particular Sentiment Analysis since every review comes with a rating. The data include a 

collection of restaurant reviews. The task at hand is Sentiment Polarity detection. Link to the 

dataset. 

Goal: Challenge. 

Instance Count: ~5,000,000 reviews depending on version. 

 2013 2014 2015 

Instance Count 335018 1125457 156264 

1 Star ~9% ~10% ~10% 

2 Stars ~9% ~9% ~9% 

3 Stars ~14% ~15% ~14% 

4 Stars ~33% ~30% ~30% 

5 Stars ~36% ~36% ~37% 

Table 22: Instance distribution of the Yelp Dataset Challenge Dataset. 

 

• Diao’s IMDb Dataset [111] 

Year: 2014 

Description: A dataset compiled from the website IMDb. 50,000 movies were 

randomly selected, and the authors crawled all their reviews. The authors only keep those 

reviews with user ratings (scaled from 0 to 10) and remove users who have less than two 

reviews and then remove movies with less than two reviews. The task at hand is Sentiment 

Polarity detection. Link to the dataset. 

Goal: High Sparsity 

Instance Count: 348,415. 

1 Star ~7% 6 Stars ~11% 

2 Stars ~4% 7 Stars ~15% 

3 Stars ~5% 8 Stars ~17% 

4 Stars ~5% 9 Stars ~12% 

5 Stars ~8% 10 Stars ~18% 

Table 23: Instance distribution of Diao’s IMDb Dataset. 

 

• SemEval-2014 Task 1 Dataset [112] 

Year: 2014 

Description: This dataset was created for SemEval 2014 Task 1: Evaluation of 

Compositional Distributional Semantic Models on Full Sentences through Semantic 

Relatedness and Textual Entailment. The task at hand is, given a pair of sentences, to predict 

https://www.yelp.com/dataset
https://github.com/nihalb/JMARS/tree/master/data


Appendix B: Dataset Survey 
 

105 

human judgements on (1) semantic relatedness and (2) entailment. The dataset was 

constructed from two existing datasets, the ImageFlickr and the SemEval 2012 STS ones. 

After lots of processing the result is a set of about 10,000 sentence pairs, while annotation 

was performed with the use of crowdsourcing. The task at hand is Textual Entailment (3-

class) and Semantic Relatedness (5-point scale). Link to the dataset. 

Goal: Shared Task or Challenge. 

Instance Count: 9,841. 

Relatedness Contradict Entail Neutral Total 

1-2 range 0 1 922 923 

2-3 range 118 3 1253 1374 

3-4 range 994 136 2742 3872 

4-5 range 312 2682 678 3672 

Total 1424 2822 5595 9841 

Table 24: Instance distribution of the SemEval-2014 Dataset. 

 

• SemEval-2017 Task 4 Dataset [11] 

Year: 2017 

Description: This dataset was created for SemEval 2017 Task 4: Sentiment analysis 

in Twitter. The English training part of the dataset isn’t new; it is the aggregate of all data 

from prior years, while the training data is new. Furthermore, there is also a newly collected 

Arabic dataset of around 10,000 instances. The data were collected from tweets about 

popular topics and are labeled based on the sentiment towards the tweet’s topic 

(positive/negative/neutral). There are multiple sub-tasks for polarity detection: 2-class, 3-

class and 5-class polarity. The task at hand is Sentiment Polarity detection. Link to the 

dataset. 

Goal: Shared Task or Challenge. 

Instance Count: ~80,000. 

 Subtask A - Training Set 

Positive 19902 

Negative 7840 

Neutral 22591 

Total 50333 

 Subtask B and D - Training Set 

Positive 14951 

Negative 4013 

Total 18964 

 Subtask C and E - Training Set 

Highly-Positive 1020 

Positive 12922 

Neutral 12993 

Negative 3398 

Highly Negative 299 

Total 30632 

http://alt.qcri.org/semeval2014/task1/index.php?id=data-and-tools
http://alt.qcri.org/semeval2017/task4/index.php?id=data-and-tools
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Table 25: Instance distribution of the SemEval-2017 Dataset. 

 

• AIT Dataset / SemEval-2018 Task 1 [114] 

Year: 2018 

Description: The AIT Dataset is a single textual dataset that is annotated for many 

emotion dimensions. For each emotion dimension the authors annotate the data for not just 

coarse classes (anger or no anger) but also for fine-grain real-valued scores indicating the 

intensity of emotion. For the emotion classification aspect of the dataset the total number of 

emotions is 11 and for the emotion intensity aspect the total number of emotions is 4. 

Furthermore, there is also Valence intensity data (0.0 to 1.0). This dataset was used in 

SemEval 2018 Task 1: Sentiment Analysis in Twitter. The tasks at hand are Emotion 

Recognition, Valence Detection, Emotion Intensity. Link to the dataset. 

Goal: Create a dataset that is annotated for fine-grained emotion, because the 

overwhelming majority of the work has focused only on classifying text into positive, 

negative, and neutral classes, and a much smaller amount on classifying text into basic 

emotion categories such as joy, sadness, and fear. 

Instance Count: 26184. 

Dataset Instance Count 

Multi-label emotion classification 10983 

Emotion Intensity - anger 3091  

12634 Emotion Intensity - fear 3627 

Emotion Intensity - joy 3011 

Emotion Intensity - sadness 2905 

Valence 2567 

 26184 

Table 26: General Statistics of the AIT / SemEval-2018 Dataset. 

 

 

 

 

http://alt.qcri.org/semeval2018/index.php?id=tasks
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